Speech2Vec: A Sequence-to-Sequence Framework for Learning Word Embeddings from Speech

Yu-An Chung  James Glass
Computer Science and Artificial Intelligence Laboratory
Massachusetts Institute of Technology
Cambridge, MA 02139, USA
{andyyuan,glass}@mit.edu

Abstract

In this paper, we propose a novel deep neural network architecture, Speech2Vec, for learning fixed-length vector representations of audio segments excised from a speech corpus, where the vectors contain semantic information pertaining to the underlying spoken words, and are close to other vectors in the embedding space if their corresponding underlying spoken words are semantically similar. The proposed model can be viewed as a speech version of Word2Vec [1]. Its design is based on a RNN Encoder-Decoder framework, and borrows the methodology of skipgrams or continuous bag-of-words for training. Learning word embeddings directly from speech enables Speech2Vec to make use of the semantic information carried by speech that does not exist in plain text. The learned word embeddings are evaluated and analyzed on 13 widely used word similarity benchmarks, and outperform word embeddings learned by Word2Vec from the transcriptions.

Index Terms: word embeddings, recurrent neural networks, sequence-to-sequence learning, skipgrams, bag-of-words

1. Introduction

Natural language processing (NLP) techniques such as Word2Vec [1, 2] and GloVe [3] transform words into fixed dimensional vectors, or word embeddings. The embeddings are obtained via unsupervised learning from co-occurrence information in text, and contain semantic information about the word which are useful for many NLP tasks [4, 5, 6, 7, 8].

Researchers have also explored the concept of learning vector representations from speech [9, 10, 11, 12, 13, 14]. These approaches are based on notions of acoustic-phonetic (rather than semantic) similarity, so that different instances of the same underlying word would map to the same point in a latent embedding space. Our work, highly inspired by Word2Vec [1], uses a skipgrams or continuous bag-of-words formulation to focus on neighboring acoustic regions, rather than the acoustic segment associated with the word itself. We show that the resulting acoustic embedding space is more semantic in nature.

Recent research by [15, 16, 17] has presented a deep neural network model capable of rudimentary spoken language acquisition using raw speech training data paired with contextually relevant images. Using this contextual grounding, the model learned a latent semantic audio-visual embedding space. In this paper, we propose a deep neural network architecture capable of learning embeddings of audio segments corresponding to words from raw speech without any other modalities. The proposed model, called Speech2Vec, integrates an RNN Encoder-Decoder framework [18, 19] with the concept of skipgrams or continuous bag-of-words, and can handle arbitrary length audio segments. The resulting word embeddings contain information pertaining to the meaning of the underlying spoken words such that semantically similar words produce vector representations that are nearby in the embedding space.

Speech2Vec can be viewed as a speech version of Word2Vec. Traditionally, when we want to learn word embeddings from speech, we need to first transcribe the speech into text by an ASR system, then apply a textual word embedding method on the transcripts. The motivations for this work are that learning word embeddings directly from speech surmounts the recognition errors caused by the process of transcribing. Moreover, speech contains richer information than text such as prosody, and a machine should be able to make use of this information in order to learn better semantic representations.

In this paper, we build on a preliminary version of the Speech2Vec model [20] by introducing additional methodologies and details for training the model, comparing the model with additional baseline approaches, and providing systematic analysis and visualizations of the learned word embeddings.

2. Proposed Approach

Our goal is to learn a fixed-length embedding of a audio segment corresponding to a word that is represented by a variable-length sequence of acoustic features such as Mel-Frequency Cepstral Coefficients (MFCCs), \( x = (x_1, x_2, ..., x_T) \), where \( x_t \) is the acoustic feature at time \( t \) and \( T \) is the length of the sequence. We desire that this word embedding is able to describe the semantics of the original audio segment to some degree. Here we first review the RNN Encoder-Decoder framework, followed by formally proposing the Speech2Vec model.

2.1. RNN Encoder-Decoder Framework

A Recurrent Neural Network (RNN) Encoder-Decoder consists of an Encoder RNN and a Decoder RNN [18, 19]. For an input sequence \( x = (x_1, x_2, ..., x_T) \), the Encoder reads each of its symbol \( x_t \) sequentially, and the hidden state \( h_t \) of the RNN is updated accordingly. After the last symbol \( x_T \) is processed, the corresponding hidden state \( h_T \) is interpreted as the learned representation of the entire input sequence. Subsequently, by initializing its hidden state using \( h_T \), the Decoder generates an output sequence \( y = (y_1, y_2, ..., y_{T'}) \) sequentially, where \( T \) and \( T' \) can be different. Such a sequence-to-sequence framework does not constrain the input or target sequences, and has been successfully applied to tasks such as machine translation [21, 22], video caption generation [23], abstract meaning representation parsing and generation [24], and acoustic word embeddings acquisition [11].
Figure 1: The structures of Speech2Vec trained with skipgrams and cbow, respectively. All audio segments were padded by zero vectors into the same length \( T \). Note that when training Speech2Vec with skipgrams, it is the same \( T \) that generates all the output audio segments; when training Speech2Vec with cbow, it is the same Encoder RNN that encodes all the input audio segments.

2.2. Speech2Vec

The backbone of Speech2Vec is the RNN Encoder-Decoder framework. Inspired by Word2Vec, here we propose two methodologies for training Speech2Vec: skipgrams and continuous bag-of-words (cbow). The two variants are depicted in Figure 1(a) and Figure 1(b), respectively.

2.2.1. Training Speech2Vec with skipgrams

The idea of training Speech2Vec with skipgrams is that for each audio segment \( x^{(n)} \) (corresponding to a word) in a speech corpus, the model is trained to predict the audio segments \( \{x^{(n-k)}, \ldots, x^{(n-1)}, x^{(n+1)}, \ldots, x^{(n+k)}\} \) (corresponding to nearby words) within a certain range \( k \) before and after \( x^{(n)} \). During training, the Encoder first takes \( x^{(n)} \) as input and encodes it into a vector representation of fixed dimensionality \( z^{(n)} \). The Decoder then maps \( z^{(n)} \) to several output sequences \( y^{(i)}, i \in \{n-k, \ldots, n-1, n+1, \ldots, n+k\} \). The model is trained by minimizing the gap between the output sequences and their corresponding nearby audio segments, measured by the general mean squared error \( \sum \|y^{(i)} - y^{(i)}\|^2 \). The intuition behind this approach is that, in order to successfully decode nearby audio segments, the encoded vector representation \( z^{(n)} \) should contain sufficient semantic information about the current audio segment \( x^{(n)} \). After training, \( z^{(n)} \) is taken as the word embedding of \( x^{(n)} \).

2.2.2. Training Speech2Vec with cbow

In contrast to training Speech2Vec with skipgrams that aim to predict nearby audio segments from \( z^{(n)} \), training Speech2Vec with cbow sets \( h^{(n)} \) as the target and aims to infer it from nearby audio segments. During training, all nearby audio segments are encoded by a shared Encoder into \( h^{(i)}, i \in \{n-k, \ldots, n-1, n+1, \ldots, n+k\} \), and their sum \( z^{(n)} = \sum h^{(i)} \) is then used by the Decoder to generate \( x^{(n)} \). After training, \( z^{(n)} \) is taken as the word embedding for \( x^{(n)} \). In our experiments, we found that Speech2Vec trained with skipgrams consistently outperforms that trained with cbow.

2.3. Differences between Speech2Vec and Word2Vec

The proposed Speech2Vec aims to learn a fixed-length embedding of an audio segment that captures the semantic information of the spoken word directly from audio. It can be viewed as a speech version of Word2Vec. Although they have many properties in common, such as sharing the same training methodologies (skipgrams and cbow), and learning word embeddings that capture semantic information from their respective modalities, it is important to identify two fundamental differences. First, the architecture of a Word2Vec model is a two-layered fully-connected neural network with one-hot encoded vectors as input and output. In contrast, the Speech2Vec model is composed of Encoder and Decoder RNNs, in order to handle variable-length input and output sequences of acoustic features. Second, in a Word2Vec model, the embedding for a particular word is deterministic. Every instance of the same word will be represented by one, and only one, embedding vector. In contrast, in the Speech2Vec model, due to the fact that every instance of a spoken word will be different (due to speaker, channel, and other contextual differences etc.), every instance of the same underlying word will be represented by a different (though hopefully similar) embedding vector. For experimental purposes, in this work, all vectors representing instances of the same spoken word are averaged to obtain a single word embedding. The effect of this averaging operation is discussed in Section 3.

3. Experiments

3.1. Dataset

For our experiments we used LibriSpeech [25], a corpus of read English speech, to learn Speech2Vec embeddings. In particular, we used a 500 hour subset of broadband speech produced by 1,252 speakers. Speech features consisting of 13 dimensional Mel Frequency Cepstral Coefficients (MFCCs) were produced every 10ms. The speech was segmented according to word boundaries obtained by forced alignment with respect to the reference transcriptions such that each audio segment corresponds to a spoken word. This resulted in a large set of audio segments \( \{x^{(1)}, x^{(2)}, \ldots, x^{(|C|)}\} \), where \(|C|\) denotes the total number of audio segments (words) in the corpus.
3.2. Implementation and Training Details

We implemented the Speech2Vec model with PyTorch [26]. The Encoder RNN is a single-layered bidirectional LSTM [27], and the Decoder RNN is another single-layered unidirectional LSTM. To facilitate the learning process, we also adopted the attention mechanism that enables the Decoder to condition every decoding step on the last hidden state of the Encoder [28], in other words, the Decoder can refer to \( h_y \) when generating every symbol \( y_t \) of the output sequence \( y \). The window size \( k \) for training the model with skipgrams and cbow is set to three. The model was trained by stochastic gradient descent (SGD) without momentum, with a fixed learning rate of \( 1e^-3 \) and 500 epochs. We experimented with hyperparameter combinations for training the Speech2Vec model, including the depths of the Encoder and Decoder RNNs, which memory cell (LSTM or GRU) to use, and bidirectional or unidirectional RNNs. We conducted experiments using the specified architecture since it produced the most stable and satisfactory results.

3.3. Evaluation

Existing schemes for evaluating methods for word embeddings fall into two major categories: extrinsic and intrinsic [29]. With the extrinsic method, the learned word embeddings are used as input features to a downstream task [4, 5, 6, 7, 8], and the performance metric varies from task to task. The intrinsic method directly tests for semantic or syntactic relationships between words, and includes the tasks of word similarity and word analogy [1]. In this paper, we focus on the intrinsic method, especially the word similarity task, for evaluating and analyzing the Speech2Vec word embeddings. We used 13 benchmarks [30] to measure word similarity, including WS-353-REL [31], WS-353-SIM [33], RG-65 [34], Rare-Word [35], MEN [36], MTurk-287 [37], MTurk-771 [38], YP-130 [31], SimLex-999 [39], Verb-143 [40], and SimVerb-3500 [41]. These 13 benchmarks contain different numbers of pairs of English words that have been assigned similarity ratings by humans, and each of them evaluates the word embeddings in terms of different aspects. For example, RG-65 and MC-30 focus on nouns, YC-130 and SimVerb-3500 focus on verbs, and Rare-Word focuses on rare-words. The similarity between a given pair of words was calculated by computing the cosine similarity between their corresponding word embeddings. We then reported the Spearman’s rank correlation coefficient \( \rho \) between the rankings produced by each model against the human rankings [42]. We compared Speech2Vec trained with skipgrams or cbow with its Word2Vec counterpart trained on the transcriptions of the LibriSpeech corpus using the fastText implementation [2]. For convenience, we refer to these four models as skipgrams Speech2Vec, cbow Speech2Vec, skipgrams Word2Vec, and cbow Word2Vec, respectively.

3.4. Results and Discussions

We trained the four models with different embedding sizes to understand how large the embedding size should be to capture sufficient semantic information about the word. The results are shown in Table 1. We also varied the size of the corpus used for training the four models and report the results in Table 2. The numbers in both tables are the average of running the experiment 10 times and the standard deviations are negligible. From Table 1 and Table 2, we have the following observations.

**Embedding size impact on performance.** We found that increasing the embedding size does not always result in improved performance. For cbow Speech2Vec, skipgrams Speech2Vec, and cbow Word2Vec, word embeddings of 50-dimensions are able to capture enough semantic information of the words, as the best performance (highest \( \rho \)) of each benchmark is mostly achieved by them. For skipgrams Word2Vec, although the best performance of 7 out of 13 benchmarks is achieved by word embeddings of 200-dims, there are 6 benchmarks whose best performance is achieved by word embeddings of other sizes.

**Comparing Speech2Vec to Word2Vec.** From Table 1 we see that skipgrams Speech2Vec achieves the highest \( \rho \) in 8 out of 13 benchmarks, outperforming cbow and skipgrams Word2Vec in combination. We believe a possible reason for such results is due to skipgrams Speech2Vec’s ability to capture semantic information present in speech such as prosody that is not in text.

**Comparing skipgrams to cbow Speech2Vec.** From Table 1 we observe that skipgrams Speech2Vec consistently outperforms cbow Speech2Vec on all benchmarks for all embedding sizes. This result aligns with the empirical fact that skipgrams Word2Vec is likely to work better than cbow Word2Vec with small training corpus size [1].
Impact of training corpus size. From Table 2 we observe that when 10% of the corpus was used for training, the resulting word embeddings perform poorly. Unsurprisingly, the performance continues to improve as training size increases.

3.5. Variance Study

In Section 2.3 we mention that in Speech2Vec, every instance of a spoken word will produce a different embedding vector. Here we try to understand how the vectors for a given word vary, i.e., are they similar, or is there considerable variance that the averaging operation adopted in this paper smooths out?

To study this, we partitioned all words into four sub-groups based on the number of times, \( N \), that they appeared in the corpus, ranging from \( 5 \sim 99, 100 \sim 999, 1000 \sim 9999, \) and \( \geq 10k \). Then, for all vector representations \((w^1, w^2, ..., w^n)\) of a given word \( w \) that appeared \( N \) times, we computed the mean of the standard deviations of each dimension \( m_w = \frac{1}{d} \sum_{i=1}^{d} \text{std}(w^1, w^2, ..., w^n) \), where \( d \) denotes the embedding size. Finally, we averaged \( m_w \) for every word \( w \) that belongs to the same sub-group and reported the results in Figure 2.

Figure 2: How the vector representations for a given word vary with respect to the times it appears in the corpus.

From Figure 2 we observe that when \( N \) falls in \( 5 \sim 99 \), the variances of the vectors generated by cbow Speech2Vec are smaller than those generated by skipgrams Speech2Vec. However, when \( N \) becomes bigger, variances of the vectors generated by skipgrams Speech2Vec become smaller than those generated by cbow Speech2Vec, and the gap continues to grow as \( N \) increases. We suspect the lower variation of the skipgrams model is related to the overall superior performance of the skipgrams Speech2Vec model. We are encouraged that the deviation of the skipgrams model gets smaller as \( N \) increases, as it suggests stability in the model.

3.6. Visualizations

We visualized the word embeddings learned by skipgrams Speech2Vec with t-SNE [43] using \( \text{http://www.wordvectors.org/} \). We see that words with positive meanings (colored in green) are mainly located at the upper part of the figure, while words with negative meanings (colored in red) are mostly located at the bottom. Such distribution suggests that the learned word embeddings do capture notions of antonym and synonyms to some degree.

4. Conclusions and Future Work

Speech2Vec, which integrates a RNN Encoder-Decoder framework with skipgrams or cbow for training, extends the text-based Word2Vec [1] model to learn word embeddings directly from speech. Speech2Vec has access to richer information in the speech signal that does not exist in plain text. In our experiments, the learned word embeddings outperform those produced by Word2Vec from the transcriptions. In the future, we plan to evaluate the word embeddings on speech-related extrinsic tasks such as machine listening comprehension [44, 45] and speech-based visual question answering [46] by initializing the embedding layers of the neural network models. Finally, in this work, some supervision was incorporated into the learning by using forced alignment segmentations as the basis for audio segments. It would be interesting to explore less supervised segmentations to learn word boundaries [47, 48].
5. References

[1] T. Mikolov, I. Sutskever, K. Chen, G. S. Corrado, and J. Dean, “Distributed representations of words and phrases and their compositi-

ishing word vectors with subword information,” Transactions of the
Association for Computational Linguistics, vol. 5, pp. 135–146,
2017.

for word representation,” in EMNLP, 2014.

lutional neural networks for dependency parsing on morphologi-
ically rich languages,” in ACL, 2017.

[5] G. Lample, M. Ballesteros, S. Subramanian, K. Kawakami, and
C. Dyer, “Neural architectures for named entity recognition,” in
NAACL HLT, 2016.

speech tagging with bidirectional long short-term memory models
and auxiliary loss,” in ACL, 2016.


[8] M. Ballesteros, C. Dyer, and N. A. Smith, “Improved transition-
based parsing by modeling characters instead of words with
LSTMs,” in EMNLP, 2015.


F. Bougares, H. Schwenk, and Y. Bengio, “Learning phrase rep-
resentations using rnn encoder–decoder for statistical machine

“Audio word2vec: Unsupervised learning of audio segment rep-
resentations using sequence-to-sequence autoencoders,” in INTER-
SPEECH, 2016.

acoustic word embeddings using word-pair side information,” in
ICASSP, 2016.

nition,” in INTERSPEECH, 2014.

sional acoustic embeddings of variable-length segments in

audio-visual analysis,” in ACL, 2017.

[16] D. Harwath, A. Torralba, and J. Glass, “Unsupervised learning of
spoken language with visual context,” in NIPS, 2016.

for speech and images,” in ASRU, 2015.

[18] I. Sutskever, O. Vinyals, and Q. V. Le, “Sequence to sequence

[19] K. Cho, B. van Merriënboer, Ç. Gülçehre, D. Bahdanau,
F. Bougares, H. Schwenk, and Y. Bengio, “Learning phrase rep-
resentations using rnn encoder–decoder for statistical machine

for speech and images,” in NIPS ML4Audio Workshop, 2017.

[21] T. Luong, H. Pham, and C. D. Manning, “Effective approaches to

by jointly learning to align and translate,” in ICLR, 2014.

[23] S. Venugopalan, M. Rohrbach, J. Donahue, R. Mooney, T. Darrell,
and K. Saenko, “Sequence to sequence-video to text,” in CVPR,
2015.

ral amr: Sequence-to-sequence models for parsing and genera-

riscr: an ASR corpus based on public domain audio books,” in ICASSP,
2015.

[26] A. Paszke, S. Gross, S. Chintala, G. Chanan, E. Yang, Z. DeVito,
Z. Lin, A. Desmaison, L. Antiga, and A. Lerer, “Automatic differen-


ing general purpose distributed sentence representations via large


word vectors at wordvectors.org,” in ACL System Demonstrations,
2014.

[31] D. Yang and D. M. Powers, “Verb similarity on the taxonomy of

[32] E. Agirre, E. Alfonseca, K. Hall, J. Kravalova, M. Paça, and
A. Soroa, “A study on similarity and relatedness using distribu-

[33] G. A. Miller and W. G. Charles, “Contextual correlates of semi-

[34] H. Rubenstein and J. B. Goodenough, “Contextual correlates of

resentations with recursive neural networks for morphology,” in
CoNLL, 2013.


[37] K. Radinsky, E. Agichtein, E. Gabrilovich, and S. Markovitch,
“A word at a time: computing word relatedness using temporal
semantic analysis,” in WWW, 2011.

[38] G. Halawi, G. Dror, E. Gabrilovich, and Y. Koren, “Large-scale
learning of word relatedness with constraints,” in KDD, 2012.

semantic models with (genuine) similarity estimation,” Compu-

for instance level subcategorization acquisition,” in EMNLP,
2014.

[41] D. Gerz, J. Vulić, F. Hill, R. Reichart, and A. Korhonen,
“Simverb-3500: A large-scale evaluation set of verb similarity,” in
EMNLP, 2016.

[42] J. L. Myers and A. D. Well, Research design and statistical anal-


vised transfer learning for question answering,” in NAACL HLT,
2018.

chine comprehension of spoken content: Initial TOEFL listening
comprehension test by machine,” in INTERSPEECH, 2016.

abs/1705.00464, 2017.

[47] H. Kamper, A. Jansen, and S. Goldwater, “A segmental frame-
mental k-means model for unsupervised segmentation and clus-

[48] H. Kamper, K. Livescu, and S. Goldwater, “An embedded seg-
mental k-means model for unsupervised segmentation and clus-