Professional Statement of William T. Freeman

Research Summary

The Problem Domain

I study computer vision, with the long-term goal of making machines that can interpret the visual world as well as people do.  I want a machine to know where it is and what it sees by looking.  Much of my work is devoted to fundamental questions in the science of perception, and progress in this area will help us understand the mechanisms of human perception as well as those that are useful in machines.  Successful machine vision systems will be widely useful, in such areas as robotics, surveillance, navigation, manufacturing, and human-computer interaction.  My work is typically driven by theoretical considerations, but is also connected to real-world applications.

My research also extends to three areas that are closely related to computer vision and support it: image processing, computer graphics, and machine learning.  Image processing addresses signal representation and processing, the critical foundations of any computer vision algorithm.  The fields of computer vision and computer graphics borrow much from each other, and the line between them is becoming increasingly blurred.  Some of my work is at that intersection.  As computer vision algorithms become more sophisticated and complex, algorithms need to be trained rather than coded, so machine learning becomes fundamental for computer vision. 

My Research Contributions 

My contributions can be divided into three overlapping categories: theory, tools, and applications. 

    Theory: 

Many of my theoretical contributions have involved statistical reasoning in vision. Vision problems involve statistical issues at many levels, starting from the noise in the imaging and continuing through the ambiguity and uncertainty that is inherent in the formation of images.  I have been able to show how a number of vision problems can be framed to use the powerful tools of Bayesian estimation theory.  In a Nature paper I showed how to formalize the popular notion of "generic viewpoint" in Bayesian terms, clarifying and extending the scope of that assumption.  I also used Bayesian estimation theory to describe the optimal solution for a classic computer vision problem known as "color constancy."  

More recently my attention has turned to machine learning, especially in the area of belief propagation (BP), which is a method for sharing probabilistic information from multiple connected sources.  In an influential paper (Yedidia, Freeman, and Weiss), my colleagues and I showed the formal connections between belief propagation and some well-understood approximations in statistical physics (due to Bethe and Kikuchi).  This has led to a theoretical understanding of the previously puzzling good performance of the BP algorithm in networks with loops, and led to the development of better inference algorithms by ourselves (Generalized Belief Propagation) and others building on this work.  The new algorithms may make it possible to solve vision problems that were previously computationally intractable.

    Tools: 

In processing images, it is important to analyze and represent structures at different orientations and scales.  I developed "steerable filters", which offer an elegant method of analyzing and representing the orientation structure of images; these filters are now in the toolkit of most computer vision researchers.  My colleagues and I extended the concepts to a multiscale "steerable pyramid", which is becoming a favored image representation for image analysis as well as texture synthesis.  

    Applications:

A goal of vision is to analyze separately the multiple factors that influence an image, including lighting; object shape; and even rendering style, for the case of graphics images.  Tenenbaum and I showed that bilinear models could be used to independently analyze these multiple factors, and applied these models to manipulate fonts and letters, vowel and accent, and lighting and shape.  For this work, we won the Outstanding Paper prize in the 1997 computer vision conference, CVPR.

In order for computer vision algorithms to be robust, they must handle the complex special cases that make up the real visual world.  Heuristically derived algorithms are not up to the task;  one needs theoretically grounded algorithms trained using large synthetic or measured training data sets.  I have been playing a leading role in this move to trained algorithms, applying machine learning approaches to problems of low-level vision.  I developed a common framework for these low-level problems, and applied it to estimate missing high-resolution details, motion, and to the problem of finding "intrinsic images" that describe shape and reflectance variations.

I have made several contributions in the field of computer graphics, publishing in the selective SIGGRAPH conference.  My recent work published there addresses simple data-driven methods for texture synthesis and stylistic modification of visual data.  I have also developed interactive applications, for gestural control of appliances and computer games.

Detailed description of my research, educational, and service contributions

My background

After receiving my doctorate, I worked for nine years at an industrial research lab, Mitsubishi Electric Research Labs (MERL), where I had the freedom to explore fundamental research and publish.  I worked with many students, although typically in short-term interactions over a summer or a semester.  Seeking longer-term mentoring, the assurance of research freedom, and the broader impact that a professor has, I moved to MIT in the fall of 2001.  I have been very happy with the change:  the teaching, student interactions, and research progress have all been very good.  My background in industry explains the non-standard distribution of my research, teaching, and service contributions, described below.

Research contributions

For my doctoral work, I introduced and developed "steerable filters". These extend oriented filters to a continuum of orientations, interpolating from the responses of a set of basis filters. Steerable filters have no bias toward preferred orientations and are useful for many image analysis and synthesis applications.  My work led to research by others in steerable filters and these filters are now a part of the standard tools of low-level computer vision, with our 1991 IEEE PAMI paper being the primary reference.  With my colleagues, I developed a multi-scale image representation using those filters, called the steerable pyramid.  This representation allows independent analysis based on orientation, size, and position, without treating any orientations, scales or positions as special.  This representation is widely used for image analysis and texture synthesis.  

A theme of my work has been the application of Bayesian models to the study of visual perception.  These models combine prior assumptions with the information about the cost of incorrect guesses to form an optimal estimate, given observations.  An important principle in vision has been the "generic viewpoint assumption", that the observer is not in a special position relative to the object being viewed.  I showed how this assumption can be described in a Bayesian estimation framework, which quantifies the genericity of a viewpoint, allowing the generic viewpoint assumption to be exploited for scene estimation.  This result was published in Nature.  I co-developed a Bayesian description of the color constancy problem, putting that classic vision problem on the firm footing of Bayesian estimation theory.

The differentiation of multiple factors is critical for perceptual tasks. With Josh Tenenbaum, I developed simple, powerful bilinear models for analyzing "style" and "content" in various two-factor problems for perception.  These low-level models could analyze and account for many seemingly high-level stylistic variations, such as font style, speaker accent, and lighting.  This work won the Outstanding Paper prize for the primary North American computer vision conference, CVPR, 1997.

I became interested in using machine learning methods to address problems in low-level computer vision. Belief propagation is optimal for networks of trees or chains, but have no such guarantees for networks with loops.  I demonstrated the usefulness of Bayesian belief propagation to quickly find approximate solutions to various two-dimensional vision problems modeled by Markov networks with loops.  We showed strong results for super-resolution, motion estimation, and separating shading and reflectance using common machinery, but with a representation and training set appropriate to each problem.  These results have generated excitement for belief propagation in the computer vision community.

The results by us and others using belief propagation in Markov networks with loops led me to look for theoretical explanations for the good performance of the algorithm for such networks.  Yair Weiss and I wrote several papers that were the first to show how the posterior probabilities calculated by belief propagation related to the true marginal probabilities, for the case of jointly Gaussian random variables (the means are exact, and the covariances are overconfident in a predictable way).  We also described the nature of solutions in a network with loops of the related "max-product" algorithm for inference.  The results help explain the strong empirical performance of these algorithms.

Later work with Yedidia and Weiss led to an influential result.  We showed that converged solutions of belief propagation are stationary points of the Bethe free energy.  This identification showed that there always exists a fixed point of the belief propagation update equations, and clarified the relationship between belief propagation and other forms of approximate inference in Markov networks with loops, such as variational methods like mean field.  Our work made clear how to develop new inference algorithms, both those with fixed points corresponding to stationary points of higher-order Kikuchi approximations to the free energy, as well as better algorithms for finding optima of the Bethe free energy (we showed the former; other researchers developed the latter).  The connection we showed between belief propagation and the Bethe free energy has led to both theoretical and practical advances in the field of probabilistic inference.

In the field of graphics, I have explored computer vision for interactive graphics applications, developing a television set controlled by hand gestures, and computer vision-controlled computer games.  At a recent SIGGRAPH, we presented a fast method for texture synthesis, and introduced the notion of texture transfer:  the synthesis of a texture under the control of another image, for example, allowing shapes to be rendered using the material properties of some other image.

Educational contributions

While working at MERL, I developed and taught an introductory computer science course at Harvard Extension School.  My co-teacher and I developed a course based on case studies: we wanted to let students taste the excitement of advanced computer applications (vision, graphics, stochastic optimization, etc) before learning how to program.  This course was very popular and continues today, under different instructors.

At MIT, in the spring of 2002, I taught a reading seminar in vision and learning with an interactive format that was very successful.  Each student was required to present one paper to the class, as well as a computer implementation of a second paper.  The computer implementations often revealed limitations of the algorithms that remained hidden when only reading the paper.  The course was popular with the students, and maintained a large set of auditors from the local research community.

In my classroom teaching, I emphasize concrete examples and tangible demonstrations. Whenever possible, I give examples from my own background as an engineer at Polaroid or a research scientist at MERL.  I feel classroom demonstrations make points in a memorable way, and break-up the lecture, encouraging participation and interaction.

Fall term, 2002, Prof. Trevor Darrell and I revised the computer vision class, 6.801/6.866.  We wrote new lecture notes and moved the lectures to Powerpoint for more visual presentation.

I made a point to have a demonstration in nearly every class, either optical or computer-based.  (My favorite was converting the classroom into a pinhole camera, revealing an inverted image of the facing building onto the classroom screen.)  Spring term, 2003, as a recitation lecturer for Signals and Systems 6.003, I use many physical demonstrations, for example, bringing in four different physical systems exhibiting simple harmonic motion.

    Student supervision:

While at Mitsubishi Electric Research Labs, I supervised 11 summer student interns.  All but one of those projects has resulted in a publication for the student involved (the collaborations often extended beyond the summer).   I had longer-term mentoring relationships with two young students, having several publications with each one.  One is now a professor at MIT (Josh Tenenbaum), and the other  was accepted for all the first-rate graduate schools and fellowships to which he applied (Egon Pasztor).

My new group at MIT has come up to speed quickly.  I have five doctoral students (two of whom received their Master’s with me), and one post-doc.  We have had good success in  recent submissions to selective machine learning and computer vision conferences:  9 of our 11 papers were accepted to NIPS, CVPR, and ICCV, conferences with 22 – 27% overall acceptance rates.  Three of those were selected for oral presentation, a recognition given to only 4% of submissions.  The CVPR oral presentation extends belief propagation to non-parametric representations for the probability distributions.   One NIPS oral presentation addressed the problem, easy for people, of distinguishing image components due to shading from those due to paint.  We are the first to solve that problem for natural images.  The other NIPS oral presentation shows the power of exploiting context for object detection and location recognition (“if this is a forest, these must be trees”).

Service contributions

Within MIT, I served on the EECS Graduate Admissions committee in 2002, and currently co-organize the AI Lab Colloquium series.

I am an Associate Editor of IEEE PAMI (Pattern Analysis and Machine Intelligence), and was on the editorial board of Pattern Analysis and Applications from 1999 - 2001.  For three years, I served on the program committee of the Intl. Conf. on Face and Gesture Recognition.

The primary annual computer vision conference for North America is Computer Vision and Pattern Recognition (CVPR).  I have been on the Program Committee, and an Area Chair for that in 1999 and 2001, respectively.  This year, I am the Short Courses Chair for the conference.  The premier computer vision conference in the world is the biannual International Conference on Computer Vision (ICCV).  I have been an Area Chair for ICCV in 2001 and 2003.  The conference has 3 Program Chairs, one each from North America, Europe, and Asia, responsible for the conference content.  I will be the Program Chair for North America for ICCV 2005.

I have also been on the paper selection committees for premier conferences in machine learning and graphics.  I was the Vision Chair for two years for the prestigious machine learning conference, Neural Information Processing Systems (NIPS).   I have also served on the paper selection committee for the primary computer graphics conference, SIGGRAPH, for the past two years.

This fall I was guest editor for two journal special issues:  the IEEE Pattern Analysis and Machine Intelligence special issue on Graphical Models in Computer Vision (a particular class of statistical models); and a special issue of  the Journal of the Optical Society of America on Bayesian and Statistical Approaches in Vision.
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3.  Education:  

School

Degree
Date


Stanford University
BS (Honors, Distinction)
1979


Stanford University
MS
1979


Cornell University
MS
1981


MIT

PhD
1992

4.  Title of Thesis for Most Advanced Degree:


Steerable Filters and Local Analysis of Image Structure

5.  Principal Fields of Interest:  

Computer vision.

8.  Non-MIT Experience (including military service):  


Employer

Position
Beginning
Ending


Polaroid Corporation
Principal Engineer
Sept. 1981
Sept. 1987


Taiyuan U. of Tech.
Foreign Expert
Sept. 1987
July 1988


Mitsubishi Electric
Sr. Research Scientist
Nov. 1992
Sept. 2001


  Research Labs. (MERL)       & Assoc. Director
Sept. 2000
Sept. 2001

9.  History of MIT Appointments: 
     
Rank


Beginning
Ending


Research Scientist, Media Lab
June 1992
Nov. 1992


Associate Professor, EECS (without tenure)
Sept. 2001
present

11.  Department and Institute Committees, Other Assigned Duties: 

Activity


Beginning
Ending


Graduate Admissions (Dept.)
Jan. 2002
Feb. 2002

 
Graduate Counselor (Dept.)
Sept. 2002
present


AI Colloquium Co-Coordinator (Lab.)
Sept. 2002
present

12.  Professional service:  

Activity


Beginning
Ending

Intl. Conf. On Face and Gesture Recognition, FG     

             

Program committee
1995, 1996, 1998


Member, IEEE PAMI TC Awards Committee 
1999
2002


(decides best paper award recipients)


         Computer Vision and Pattern Recognition, CVPR 




Program Committee                     
1999, 2001




Area Chair                                      
2000, 2004



Courses Chair                               
2003

Neural Information Processing Systems, NIPS



Area Chair for Vision, 
2000, 2001


IEEE Trans. Pattern Analysis And Machine Intelligence 



Associate Editor,
April 2000
April 2003


         Intl. Conference on Computer Vision, ICCV




Area Chair                                      
2001, 2003




Program Chair for North America
2005

SIGGRAPH (ACM Special Interest Group on Graphics) 


Program Committee
2002, 2003

13.  Awards Received:  


Award


Date


Mitsubishi Electric R&D General Manager's Award. 
1996



For computer game applications using artificial retina 



chip, which led to artificial retina chip sales in 2 million



Nintendo Game Boy Cameras.


Outstanding Paper Prize, 



IEEE Conference on Computer Vision 



and Pattern Recognition (CVPR)  
1997

14.  Current Organization Membership:  

Organization


Offices Held 

Institute of Electrical and Electronics Engineers (IEEE)

15.  Patents and Patent Applications Pending:  
1. W. T. Freeman, Computer graphic system with foreground/background discrimination, U.S. Patent #4,488,244, December, 1984.

2. A.M. d'Entremont and W. T. Freeman, Method and apparatus for colored computer graphic photography, U.S. Patent #4,536,848 , August,  1985.

3. W. T. Freeman, Photographic camera with electronic image enhancement, U.S. Patent #4,541,704, September, 1985.

4. L. E. Alston and W. T. Freeman, Image sensing and processing apparatus and method, U.S. Patent #4,641,185, February, 1987.

5. W. T. Freeman, Method and apparatus for reconstructing missing color samples, U.S. Patent #4,663,655, May, 1987.
6. W. T. Freeman, Median filter for reconstructing missing color samples, U.S. Patent #4,724,395, February, 1988.

7. W. T. Freeman, Multi-way slide fastener and structural support, U.S. Patent #4,757,577, July, 1988.

8. W. T. Freeman, Method and apparatus for reconstructing missing color samples, U.S. Patent #4,774,565, September, 1988.

9. W. T. Freeman and M. G. Collet, System and method for electronically recording and playing back video images with improved chrominance characteristics using alternate even and odd chrominance signal line matrix encoding, U.S. Patent #4,779,142, October, 1988.
10. W. T. Freeman, Dynamic and static hand gesture recognition through low-level image analysis, U.S. Patent #5,454,043, September, 1995.

11. E. H. Adelson and W. T. Freeman, Noise reduction system, U.S. Patent #5,526,446, June, 1996.

12. W. T. Freeman and C. D. Weissman, Hand gesture machine control system, U.S. Patent #5,594,469, January, 1997.
13. W. T. Freeman, et. al., System for modifying lighting in photographs, U.S. Patent #5,894,309, April, 1999.

14. W. T. Freeman, Hand gesture control system, U.S. Patent #6,002,808,  December, 1999.

15. W. T. Freeman, Shape manipulation system, U.S. Patent #6,014,146,  January, 2000. 
16. W. T. Freeman and M. E. Leventon,  System for reconstructing 3D motion from 2D images, U.S. Patent #6,115,052, September,  2000.

17. S. A. Niyogi and W. T. Freeman, Method and apparatus for determining poses, U.S. Patent #6,144,755, November, 2000.

18. W. T. Freeman and E. C. Pasztor, Estimating scenes using statistical properties of images and scenes, U.S. Patent #6,263,103, July, 2001.

19. S. A. Niyogi and W. T. Freeman, Identifying images using a tree structure, U.S. Patent #6,345,110, February, 2002.

20. W. T. Freeman and E. C. Pasztor, Estimating targets using statistical properties of observations of known targets, U.S. Patent #6,380,934, April, 2002

21. W. T. Freeman, E. C. Pasztor, and B. Moghaddam, Method for inferring scenes from test images and training data using probability propagation in a Markov network., U.S. Patent #6,496,184,  December, 2002.

22. J. B. Tenenbaum and W. T. Freeman, System for analyzing and synthesis of mult-factor data, U.S. Patent #6,549,899, April, 2003.

Teaching & Educational Contributions of William T. Freeman
1. Teaching Experience
	Term
	Subject Number
	Title
	Role
	Course type
	Course evaluation survey given 

	ST98, ST99, ST00, ST01
	E5
	Harvard Extension School, Introduction to Applied Computer Science
	Co-developed class and co-lecturer (with J. Marks)
	Lecture
	Yes

	FT01
	6.341
	Discrete-time Signal Processing
	Co-teacher (with J. Lim)
	Lecture
	Yes

	ST02
	6.899
	Learning and Inference in Vision
	Seminar leader
	Seminar
	Yes

	FT02
	6.801/6.866
	Machine Vision
	Co-developed and co-lectured (with T. Darrell)
	Lecture
	Yes

	ST03
	6.003
	Signals and Systems
	Recitation instructor
	Lecture
	Yes


2. Teaching Evaluation Data

Include data from course evaluation surveys, where available, for courses taught during the last three academic years.  

	Term
	 Subject Number
	Total # students  registered
	Total # survey responses
	Survey Form

Used
	Instructor Teaching 

Quality

Average response  
	Overall 

Course Quality  

Average response

	ST00
	Harvard Extension E5
	11
	8
	Harvard Extension
	4.0
	4.4 *

	ST01
	Harvard Exension E5
	20
	14
	Harvard Extension
	3.8
	3.7 *

	FT01
	6.341
	70
	46
	EECS
	4.3
	5.4 *

	ST02
	6.899
	26
	20
	EECS
	5.8
	5.9

	FT02
	6.801/6.866
	27
	18
	EECS
	5.9 
	5.8 *

	ST03
	6.003
	220
	104  (15 from my sections)
	EECS
	4.3
	5.3 *



“Harvard Extension” survey scale 1=poor, 5=very good.
“EECS” for EECS Eta Kappa Nu subject survey.  EECS scale 7=exceptional.  

(*) Course was co-taught.  Instructor Teaching Quality is specified separately for each instructor, but Overall Course Quality evaluates the combined effort.

3. Other Educational Contribution
1) Teaching materials developed that illustrate teaching effectiveness or innovativeness (e.g., course syllabi, lecture or recitation content, course handouts, student assignments, educational technology modules):

i) Developed successful format for graduate reading seminar:  independent student presentations and computer experiments for each paper, 6.899 ST02.

ii) Co-developed (with T. Darrell) new course syllabus and lectures for 6.801/6.866, including live optical or computer demonstrations for almost every lecture.   

2) Education contributions, apart from classroom performance and supervision, such as new educational programs and curricula developed by the candidate (reference pertinent education publications or presentations in other sections of the FPR):  
i) Developed case-based introductory computer science course.  Described our experience with that class in ACM Technical Symposium on Computer Science Education (SIGCSE), 2001 (conference paper #32).

1.  Books 

N/A

2.  Papers in Refereed Journals 
1. V. R. Eschleman, G. L. Tyler and W. T. Freeman, Deep radio occultations and 'evolute flashes':  their characteristics and utility for planetary studies, Icarus 37, 612-26, 1979.

2. E. J. Kirkland, W. T. Freeman, M. Ohtsuki, M. S. Isaacson, and B. S. Siegal, Computer image processing of STEM images of tobacco mosaic virus, Ultramicroscopy 6, 367-76, 1981.

3. W. T. Freeman and E. H. Adelson, The design and use of steerable filters, IEEE Trans. on Pattern Analysis and Machine Intelligence, vol. 13, no. 9, pp. 891 - 906, September, 1991.

4. E. P. Simoncelli, W. T. Freeman, E. H. Adelson, and D. J. Heeger, Shiftable multi-scale transforms, IEEE Trans. Information Theory special issue on wavelets, vol. 38, no. 2, pp. 587 - 607, March, 1992.

5. W. T. Freeman, The generic viewpoint assumption in a framework for visual perception, Nature, vol. 368, p. 542 - 545, April 7, 1994.

6. C. Rich, R. C. Waters, C. Strohecker, Y. Schabes, W. T. Freeman, M. C. Torrance, A. R. Golding, and M. Roth, Demonstration of an interactive environment for collaboration and learning, IEEE Computer, Vol. 27, No. 12, Dec. 1994.

7. C. Rich, R. C. Waters, Y. Schabes, W. T. Freeman, M. C. Torrance, A. R. Golding, and M. Roth, An animated online community with artificial agents and spoken interaction, IEEE MultiMedia, Vol. 1, No. 4, Dec. 1994.

8. W. T. Freeman, Exploiting the generic viewpoint assumption, International Journal of  Computer Vision, 20(3), pp. 243 - 261, 1996.

9. D. H. Brainard and W. T. Freeman, Bayesian color constancy, Journal of the Optical Society of America, A, pp. 1393-1411, July, 1997.

10. W. T. Freeman, D. Anderson, P. Beardsley, C. Dodge, H. Kage, K. Kyuma, Y. Miyake, M. Roth, K. Tanaka, C. Weissman, W. Yerazunis, Computer vision for interactive computer graphics , IEEE Computer Graphics and Applications, volume 18, number 3, May--June, pp. 42-53, 1998. 

11. H. Kage, W. T. Freeman, Y. Miyake, E. Funatsu, K. Tanaka, and K. Kyuma, Artificial retina chips as on-chip image processors and gesture-oriented interfaces, Optical Engineering vol. 38, no. 12, pp. 1979-1988, Dec. 1999.

12. J. B. Tenenbaum and W. T. Freeman, Separating style and content with bilinear models, Neural Computation, pp. 1247-1283, March, 2000.

13. W. T. Freeman, P. Beardsley, H. Kage, K. Tanaka, K. Kyuma, C. Weissman. Computer vision for computer interaction , in SIGGRAPH Computer Graphics magazine, November, 1999.

14. W. T. Freeman, E. C. Pasztor, O. T. Carmichael, Learning Low-Level Vision, International Journal of Computer Vision, 40(1), pp. 25-47, 2000.

15. Y. Weiss and W. T. Freeman, Correctness of belief propagation in Gaussian graphical models of arbitrary topology, Neural Computation, (13)10, Oct. 2001, pp. 2173—2200.

16. Y. Weiss and W. T. Freeman, On the optimality of solutions of the max-product belief propagation algorithm in arbitrary graphs, IEEE Trans. Information Theory, Special Issue on  Codes on Graphs and Iterative Algorithms, vol. 47, no. 2, pp. 736-744, Feb., 2001.

17. William T. Freeman, Thouis R. Jones, and Egon C. Pasztor, Example-based super-resolution, IEEE Computer Graphics and Applications, March/April, 2002.

18. W. T. Freeman, J. B. Tenenbaum, E. Pasztor, Learning style translation for the lines of a drawing. ACM Transactions on Graphics, January, 2003.

3.   Proceedings of Refereed Conferences
1. E. J. Kirkland, W. T. Freeman, M. Ohtsuki, M. S. Isaacson, and B. S. Siegal, Digital Image Processing of STEM Images of Tobacco Mosaic Virus, 38th Ann. Proc. Electron Microscopy Society of America  (1980).

2. W. T. Freeman, J. G. Chen,  and Q. Tian, Applications of neural networks in image processing (in Chinese), Automation Soc. of China Symp. on Neural Networks, pp. 46 - 55, Beijing, 1989.

3. W. T. Freeman, Image processing to remove grain from photographs, Society of Photographic Scientists and Engineers 42nd Annual Conference, pp. 457 - 460, Boston, MA, May, 1989.

4. W. T. Freeman and E. H. Adelson, Steerable filters, OSA Topical Meeting on Image Understanding and Machine Vision, Technical Digest Series Volume 14, Falmouth, MA, June, 1989.

5. W. T. Freeman and E. H. Adelson, Steerable filters for early vision, image analysis, and wavelet decomposition,  IEEE 3rd International Conference on Computer Vision, Osaka, Japan, 1990.

6. E. H. Adelson, E. P. Simoncelli, and W. T. Freeman, Pyramids and multiscale representations, Proc. 13th European Conference on Visual Perception, Paris, 1990.

7. J. G. Chen, Q. Tian, and W. T. Freeman, A neural network for image noise removal (in Chinese), 1st National Conference on Neural Networks and their Applications, Beijing, 1990.

8. W. T. Freeman, E. H. Adelson, and D. J. Heeger, Motion without movement, ACM Computer Graphics, vol. 25, no. 4, (SIGGRAPH), pp. 27 - 30, Las Vegas, NV, July, 1991.

9. W. T. Freeman and E. H. Adelson, Steerable filters for image processing and analysis, Proc. 7th Workshop on Multidimensional Signal Processing, IEEE Signal Processing Soc., p. 9.8, 1991.

10. W. T. Freeman, Exploiting the generic view assumption to estimate scene parameters, IEEE 4th International Conference on Computer Vision (ICCV), Berlin, Germany, 1993.

11. D. H. Brainard and W. T. Freeman, Bayesian method for recovering surface and illuminant properties from photosensor responses, in Human Vision, Visual Processing and Digital Display V, SPIE Proceedings Series, vol. 2179, San Jose, CA, 1994.

12. W. T. Freeman and D. H. Brainard, Bayesian decision theory, the maximum local mass estimate, and color constancy, Fifth Intl. Conference on Computer Vision, IEEE Computer Society, Cambridge, MA  June, 1995, pp. 210 - 217.

13. W. T. Freeman and C. Weissman, Television control by hand gestures, IEEE International Workshop on Automatic Face and Hand Gesture Recognition, Geneva, Switzerland, June, 1995.

14. W. T. Freeman and M. Roth, Orientation histograms for hand gesture recognition,   IEEE International Workshop on Automatic Face and Hand Gesture Recognition, Geneva, Switzerland, June, 1995.

15. T. Toyoda, Y. Nitta, E. Funatsu, Y. Miyake, W. Freeman, J. Ohta and K. Kyuma, Artificial retina chips as image input interfaces for multimedia systems, First Opto-electronics and Communications Conference (OECC '96), Chiba, Japan, pp. 516 - 517, July, 1996.

16. E. P. Simoncelli and W. T. Freeman, The steerable pyramid:  a flexible architecture for multi-scale derivative computation, 2nd Annual IEEE Intl. Conference on Image Processing, Washington, D.C., October, 1995.

17. W. T. Freeman, K. Tanaka, J. Ohta, and K. Kyuma, Computer vision for computer games, 2nd Intl. Conf. on Automatic Face and Gesture Recognition, IEEE Computer Society Press, pp. 100 - 105, Killington, VT, Oct., 1996. 
18. S. Niyogi and W. T. Freeman, Example-based head tracking, 2nd Intl. Conf. on Automatic Face and Gesture Recognition, IEEE Computer Society Press, pp. 374 - 378, Killington, VT, Oct., 1996.

19. Y. Miyake, W. Freeman, J. Ohta, K. Tanaka, and K. Kyuma, A gesture controlled human interface using an artificial retina chip, IEEE Lasers and Electro-Optics (LEOS '96), pp. 292 - 293, 1996.

20. W. T. Freeman and J. B. Tenenbaum, Learning bilinear models for two-factor problems in vision, IEEE Conference on Computer Vision and Pattern Recognition (CVPR '97), Puerto Rico, U. S. A., June, 1997.

21. J. Marks, B. Andalman, P. Beardsley, W. Freeman, S. Gibson, J. Hodgins, T. Kang, B. Mirtich, H. Pfister, W. Ruml, K. Ryall, J. Seims, S. Shieber, Design Galleries: A General Approach to Setting Parameters for Computer Graphics and Animation , ACM Computer Graphics, vol. 31, no. 4, (SIGGRAPH) August, 1997. 

22. J. B. Tenenbaum and W. T. Freeman, Separating style and content, in Adv. in Neural Information Processing Systems (NIPS) 9, M. Jordan, M. Mozer and T. Petsche, eds., MIT Press, Denver, CO, 1997.

23. P. Perona and W. T. Freeman, A factorization approach to grouping , Proceedings, European Conference on Computer Vision, 1998. 

24. W. T. Freeman and P. A. Viola, Bayesian model of surface perception,  Adv. in Neural Information Processing Systems (NIPS) 10, pp. 787-793, Denver, CO, 1998.

25. W. S. Yerazunis, D. L. Leigh, W. T. Freeman, R. S. Bardsley, An Inexpensive, All Solid-state Video and Data Recorder for Accident Reconstruction. 1999 SAE International Congress and Exposition, SAE Technical Paper 1999-10-1299, Detroit, MI, March, 1999.  
26. W. T. Freeman, E. C. Pasztor, Learning low-level vision. International Conference on Computer Vision (ICCV), Corfu, Greece, 1999.

27. W. T. Freeman, E. C. Pasztor, Markov networks for low-level vision. Workshop on Statistical and Computational Theories of Vision, CVPR Ft. Collins, CO, 1999, http://www.cis.ohiostate.edu/~szhu/workshop/freeman.html.

28. W. T. Freeman, E. C. Pasztor, Learning to estimate scenes from images. Adv. in Neural Information Processing Systems (NIPS) 11, Denver, CO, 1999.

29. W. T. Freeman and E. C. Pasztor, Markov networks for super-resolution, in Proceedings of 34th Annual Conference on Information Sciences and Systems (CISS 2000), Dept. Electrical Engineering, Princeton University, March, 2000.

30. N. R. Howe, M. E. Leventon, W. T. Freeman, Bayesian reconstruction of 3D human motion from single-camera video, Adv. in Neural Information Processing Systems (NIPS) 12, edited by S. A. Solla, T. K. Leen, and K-R Muller, Denver, CO, 2000. 

31. Y. Weiss and W. T. Freeman, Correctness of Belief Propagation in Gaussian Graphical Models of Arbitrary Topology, in Adv. in Neural Information Processing Systems (NIPS) 12, edited by S. A. Solla, T. K. Leen, and K-R Muller, Denver, CO, 2000.

32. Marks, J.W.; Freeman, W.T.; Leitner, H., "Teaching Applied Computing without Programming: A Case-Based Introductory Course for General Education", ACM  Technical Symposium on Computer Science Education (SIGCSE), Vol 33, Issue 1, pps 80-84, Charlotte, SC, February 2001.
33. M. Bell and W. T. Freeman, Learning local evidence for shading and reflectance. International Conference on Computer Vision (ICCV), Vancouver, CA, 2001.

34. Efros and W. T. Freeman, Image quilting for texture synthesis and transfer. Proc. SIGGRAPH, pp. 341-346, Los Angeles, CA, 2001.

35. J. Yedidia, W. T. Freeman, and Y. Weiss, The Bethe free energy and belief propagation, Distinguished Paper Track, Intl. Joint Conf. on Artificial Intelligence (IJCAI), Seattle, WA, 2001.

36. J. Yedidia, W. T. Freeman, and Y. Weiss, Generalized belief propagation, in Advances in Neural Information Processing Systems (NIPS) 13, Denver, CO, pp. 689-695, 2001.

37. J. W. Fisher, T. Darrell, W. T. Freeman and P. Viola, Learning Joint Statistical Models for Audio-Visual Fusion and Segregation, in Advances in Neural Information Processing Systems (NIPS) 13, Denver, CO, pp. 772-778, 2001.

38. M. F. Tappen, W. T. Freeman and E. H. Adelson Recovering Intrinsic Images from a Single Image in Advances in Neural Information Processing Systems 15 (NIPS), Vancouver, BC, MIT Press, 2003. **
39. W. T. Freeman and A. Torralba Shape Recipes: Scene Representations that Refer to the Image in Advances in Neural Information Processing Systems 15 (NIPS), Vancouver, BC, MIT Press, 2003.

40. A. Torralba, A. Oliva, and W. T. Freeman, Object Recognition by Scene Alignment, in Vision Sciences Society Annual Meeting, May, 2003.

41. W. T. Freeman and A. Torralba, Shape recipes: scene representations that refer to the image in Vision Sciences Society Annual Meeting, May, 2003.

42. A. Torralba and W. T. Freeman Properties and Applications of Shape Recipes, IEEE Computer Vision and Pattern Recognition (CVPR), Madison, WI, June, 2003.

43. E. B. Sudderth, A. T. Ihler, W. T. Freeman and A. S. Willsky Nonparametric Belief Propagation and Facial Appearance Estimation, IEEE Computer Vision and Pattern Recognition (CVPR), Madison, WI, June, 2003.  **

44. W. T Freeman and H. Zhang, Shape-time photography, IEEE Computer Vision and Pattern Recognition (CVPR), Madison, WI, June, 2003. 

45. A. Torralba, K. P. Murphy, W. T. Freeman, and M. A. Rubin, Context-based vision system for place and object recognition, IEEE Intl. Conference on Computer Vision (ICCV), Nice, France, October, 2003.

46. M. F. Tappen and W. T. Freeman, Comparison of graph cuts with belief propagation for stereo, using identical MRF parameters, IEEE Intl. Conference on Computer Vision (ICCV), Nice, France, October, 2003. **

47. B. Singh and W. T. Freeman, Exploiting spatial and spectral image regularities for color constancy, 3rd Intl. Workshop on Statistical and Computational Theories of Vision (associated with Intl. Conf. on Computer Vision), Nice, France, October, 2003. **

48. M. F. Tappen, B. C. Russell, and W. T. Freeman, Exploiting the sparse derivative prior for super-resolution and image demosaicing, 3rd Intl. Workshop on Statistical and Computational Theories of Vision (associated with Intl. Conf. on Computer Vision), Nice, France, October, 2003. **

49. A. T. Ihler, E. B. Sudderth, W. T. Freeman, and A. S. Willsky, Efficient multiscale sampling from products of Gaussian mixtures, in Advances in Neural Information Processing Systems 16 (NIPS), Vancouver, BC, MIT Press, 2004.  **

50. K. Murphy, A. Torralba, and W. T. Freeman, Using the forest to see the trees:  a graphical model relating features, objects, and scenes, in Advances in Neural Information Processing Systems 16 (NIPS), Vancouver, BC, MIT Press, 2004.  

** indicates outgrowth of supervised student research.

4.   Other Major Publications 
1. W. T. Freeman, J. A. Haddon, and E. C. Pasztor, Learning Motion Analysis, in "Statistical Theories of the Brain", edited by R. Rao, B. Olshausen, and M. Lewicki, MIT Press, 2001.

2. W. T. Freeman, book review of Biometrics, in Pattern Analysis and Applications, Kluwer, pp. 67—68, April, 2001.

3. W. T. Freeman, The generic viewpoint assumption in a Bayesian framework, in Perception as Bayesian Inference, D. Knill and W. Richards, eds., Cambridge University Press, pp. 365 - 390, 1996.

5.  Internal Memoranda and Progress Reports

1.  J. S. Yedidia, W. T. Freeman, and Y. Weiss, Constructing Free Energy Approximations and Generalized Belief Propagation Algorithms, submitted to Neural Computation.
6.  Invited Lectures (This list only includes invited talks since I joined MIT;  if needed, I can provide a list of talks before these).  
December, 2001, “Inference for Vision”, MIT Digital Signal Processing Group, Cambridge, MA;



also at Brown University, Computer Engineering Dept., Providence, RI, November, 2002.

December, 2001, “Exemplars and their re-uses“, Workshop on Models versus Exemplars in   Computer Vision, CVPR Workshop, Kuai, HI.



also at CMU Robotics Institute Seminar, Pittsburgh, PA, March, 2002;



also at U. Penn. GRASP Lab Seminar, Philadelphia, PA, March, 2002.

April, 2002, “Learning to estimate missing high resolution details“, Visual Processing of Natural Images, U. Minnesota, MN.

July, 2002, “Inferring shading and reflectance”, Gordon Conference on Sensory Coding and the Natural Environment, Mt. Holyoke, MA.

November, 2002, “Shape Recipes”, U. Toronto Dept. of Computer Science, Toronto, CA;



also at MIT, Stochastic Systems Group, LIDS, Cambridge, MA, November, 2002;



also at Brown University, Computer Engineering Dept., Providence, RI, November, 2002;



also at Stanford University Computer Science Broad Area Colloquium, January, 2003;



also at U. C. Berkeley Computer Vision Seminar, Berkeley, CA, January, 2003.

December, 2002,  “Applications of Belief Propagation in Vision and Graphics”, NIPS Workshop on Propagation Algorithms on Graphs with Cycles, Vancouver, CA; 



also at AI Stats ’03, Key West, FL, January, 2003;

also at Boston University course, Vision in Man, Monkey, and Machine, Boston, MA, January, 2003.

February, 2003, “Super-resolution and Super-face”, Mitsubishi Electric Research Labs, Cambridge, MA.

July, 2003,  invited speaker for 4th Intl Workshop on Energy Minimization Methods in Computer Vision and Pattern Recognition, Lisbon, Portugal:  Applications of Belief Propagation in Vision.

September, 2003, invited speaker at U. Washington Graphics Group Retreat.

October, 2003, was invited to give short course on Learning and Vision (with Andrew Blake) at Intl. Conf. on Computer Vision (ICCV 2003) in Nice, France.

October, 2003, invited speaker at NYU Workshop on Perception of Surface Color, 

 Lightness and Material Properties.







Total
Completed

In Progress

Bachelor's



 0
      




Master's



 2
      2
                        0

Engineer's
            


 0

Doctoral

    As Supervisor
                             
  5
       0
                        5

    As Reader


              7
       6

         1

Master's Theses 

Tappen, Marshall F., "Recovering shading and reflectance from a single image," September 2002.  (co-supervised with Edward Adelson).


Russell, Bryan, “Exploiting the sparse derivative prior for super-resolution,” September, 2003.
Doctoral Theses, Supervisor 

Sudderth, Erik.,  expected 2004.  (co-supervised with Alan Willsky)


Singh, Barun, expected 2005.


Tappen, Marshall, expected 2005 (co-supervised with Edward Adelson).


Russell, Bryan, expected 2006.


Liu, Ce, expected 2006.

Doctoral Theses, Reader 


Wilson, Andrew, “Adaptive models for the recognition of gesture”, MIT Media Lab, August, 2000.


Sidenbladh, Hedvig, “Probabilistic tracking and reconstruction of 3D human motion in monocular video sequences”, Computer Science Dept, ETH, Stockholm, Sweden, November, 2001 (was external Thesis Opponent).


Russell, Andrew, “Regular and Irregular Signal Resampling", MIT EECS, June, 2002.


Dror, Ron, “Surface reflectance recognition and real-world illumination statistics”, MIT EECS, August, 2002.


Gering, David, “Recognizing deviations from normalcy for brain tumor segmentation”, MIT EECS, June, 2003.


Feldenswab, Pedro, “Representation and detection of shapes in images”, MIT EECS, June, 2003.


Cutler, Barbara, “Procedural authoring of solid models”, MIT EECS, August, 2003.


Jagnow, Rob, expected 2004.



Ross, Michael, expected 2005.
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