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1. Introduction ber agreement). We used a similar approach to gesture-

L speech alignment.
In face to face communication, speakers frequently use ges-

ture to supplement speech (Chovil, 1992), using the addi- .
tional modality to provide unique, non-redundant informa-2- Preference-Based Alignment

tion (McNeiII, 1992). The_ study of.multimodal user i_nter— In keeping with our lightweight NLP approach, we iden-
fgces IS an attem.p.t to give machme_s access to this Sa,n?ﬁ)y keywords that are likely to require gestural referents
diversity of modalities. One of the simplest and most di-¢.. o<olution!  Our goal is to produce a set of align-
rect ways in which gesture can supplement verbal COMMU, oo that match at least some of the keywords with one

nication is by grounding references, usually through deixisOr more gestures. These alignments are guided by a set of
For example, it is impossible to extract the semantic Con1inguistically-m0tivated preferences:

tent of the verbal utterance “I'll take this one” without an

accompanying pointing gesture indicating the thing that is
desired. This paper describes a novel technique for align-
ing gestures and speech. We evaluate our approach on a® The gesture usually precedes the keyword.

corpus of spoken explanations that does not require a fixed ¢ Multiple gestures are rarely aligned with the same keyword.
grammar or vocabulary.

e The relevant gesture is usually close in time to the keyword.

e Multiple keywords are rarely aligned with the same gesture.

1.1 Related Work e Some types of gestures (e.g. deictics) are more likely to be
aligned with the given keywords than others.
Previous multimodal user interfaces have taken two ap-

proaches to aligning gesture and spoken words. Sey- ® Some keyword/gesture combinations are particularly likely,

eral systems, including “Put-That-There” (Bolt, 1980) and e.g. “here” and a deictic hold.

IcoNic (Koons et al., 1993), simply choose the gesture

nearest the relevant word. We evaluated this approach oWe assignpenaltiesto sets of bindings that violate these

our corpus and found that it is effective for short com- preferences, using a set of parameterizable penalty func-

mands, but not for longer, more grammatically ComplextiOﬂS that can be applied to any set of bindings. Given a set

utterances. of references and gestures, we can then try to find the set
of bindings with the minimal penalty. This minimization is

Other researchers have used heavy-duty linguistic machi serformed using greedy hill climbing.

ery such as unification (Johnston et al., 1997) and finit
state transducers (Johnston & Bangalore, 2000). These sy§he penalty functions themselves are parameterizable: we
tems have the drawback of depending on top-down gramstill must decide how much to penalize each of the above
matical parsing, which is not robust to disfluency, and repreferences. Choosing appropriate penalty parameters can
quire the user to learn their grammar and lexicon. be viewed as another optimization problem, which can be

. ) erformed offline on training data. We tried several tech-
Our goal was to achieve cpmparable performance with %iques for learning the penalty parameters: setting them by
system that could be applied &y spoken language ut- 4. gradient descent, simulated annealing, and a genetic

terance. We drew inspiration from the field of anaphoray,qqrithm The genetic algorithm was the most successful,

resolution, which attempts to ground pronomial references,,j e results we describe are based on parameters learned
(e.g, “it", “that”) with noun phrases that appear earlier in by this technique

the utterance. In particular, preference-based anaphora re=

solvers attempt to find the optimal set of anaphoric bindings We believe, however, that our alignment approach could be

based on soft linguistic constraints (e.g., gender and nun‘ﬁpp”.ed to more sophisticated entities such as noun phrases or se-
’ mantic objects.



3. Evaluation | | Baseline[ Training [ Test |

To evaluate our system, we collected a corpus of 26 mono- Recall 84.2% 94'%% 95'10%
logues. Speakers were instructed to describe the behavior g n/a 1.2% 5.1%

of a mechanical device as they would to another person, Precision| 82.8% | 94.5% | 94.5%

and were allowed to gesture at a predrawn diagram of the o n/a 12% | 5.0%
device. Gesture, grammar, and vocabulary were all com-

pletely unconstrained. Table 1. Performance of our system versus a baseline

Each monologue was transcribed by hand; no gesture

recognition was performed. Transcriptions included timescommunication, but no quantitative results. Our system is
tamps, gesture type, and other information, and subdivideghown to be robust to spoken English, even with a high
each gesture into constituemtovement phrasesMono-  level of disfluency.

logues ranged In size from minimums of f|fteen SecondsAlignment is only one component of a comprehensive sys-
23 words, and six gesture phrases, to maximums of 90 S€¢em for recognizing and understanding multimodal com-
onds, 150 words, and 38 gesture phrases. munication. While our evaluation indicates that our ap-
Since the penalty parameters have to be learned, the dapioach achieves what appears to be a high level of accu-
was divided randomly into training and test sets. The refacy, the true test will be whether our system can actually
sults presented here are averages over ten different runs. Agpport semantic information extraction from multimodal
a baseline for comparison, we measured the performance dfta. Only the construction of a comprehensive end-to-end
simply choosing the gesture nearest to every keyword. Thisystem will reveal whether our relatively simple approach
baseline is identical to the alignment technique describeds sufficient, or whether more powerful — but also more brit-
in several implemented systems (Bolt, 1980; Koons et al.{le — linguistic tools will be required.

1993; Sharma et al., 2000).
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