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Abstract

Wk investigatea methodfor learning objectcategoriesin a weaklysupervisednanner Givena setof
imagesknownto containthetarget category froma similar viewpoint,learningis translationandscale-
invariant; doesnot requite alignmentor correspondencéetweenthe training images, and is robust
to clutter and occlusion. Catggory modelsare probabilistic constellationof parts, and their parame-
ters are estimatedoy maximizingthe likelihood of the training data. The appeaanceof the parts, as
well astheir mutualposition, relative scaleand probability of detectionare explicitly describedn the
model.Rec@nitiontakesplacein two stages.Fir st,a feature- nder identi es promisinglocationsfor the
models parts. Secondthe category modelis usedto compae the likelihoodthat the observedeatuies
are geneatedby the category model,or are genelatedby badkgroundclutter The e xible nature of the
modelis demonstatedby resultsover six diverseobjectcategoriesincludinggeometricallyconstained

categories(e.g. faces,cars) and e xible objects(sud asanimals).



Catech Google
Motorbikes Airplanes Faces Cars (Sid) Cars (Rar) Sootted Cats Background Background

Figure 1. Some sample images from the datasets. Note the large variation in scale in, for ex-
ample, the cars (rear) database. These datasetsare from both http://wwwvision.caltech.edu/html-
les/archive.html and http://wwwrobots.ox.ac.uk/vgg/data/, except for the Cars (Side) from
(http:/N12r.cs.uiuc.edu/ cogcomp/inde_research.htmland SpottedCatsfrom the Corel Imagelibrary. A Paver
point presentatiomf the gures in this papercanbefoundathttp://www.robots.ox.ac.uk/vgg/presentations.html
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1 Intr oduction

Representatiorgetectionandlearningarethe mainissueshatneedto be tackledin designinga visual
systemfor recognizingobjectcategories.The rst challengas comingup with modelsthatcancapture
the “essencebf a cateory, i.e. whatis commonto the objectsthat belongto it, andyet are e xible
enoughto accommodatebjectvariability (e.g. presence/absencd distinctive partssuchasmustache
andglassesyariability in overall shapechangingappearancdueto lighting conditions viewpoint etc).
The challengeof detectionis de ning metricsandinventingalgorithmsthat are suitablefor matching
modelsto imagesef ciently in thepresencef occlusionandclutter. Learningis the ultimatechallenge.
If we wish to be ableto designvisual systemghat canrecognize say 10,0000bjectcateyories,then
effortlesslearningis a crucial step. This meanghatthosetraining stepsthat requirea humanoperator
(e.g.collectionof goodquality trainingexemplarsof the cateyory; eliminationof clutter;correspondence
andscalenormalizationof thetrainingexamples)houldbereducedo a minimumor eliminated.

In this paperwe developanddiscussa probabilisticmodelfor anobjectcateyory which canbelearnt
from a setof trainingimagesof instance®f thatcateory, requiringonly weaksupervision.The model
represents singlevisual aspecibf the objectcategory (e.g.the sideview of a car)andaccommodates
intra-catgory variability. Thetrainingimagesarerequiredto containa singleinstanceof the cateyory
with acommorvisualaspectndorientation.Theserequirementarethe extentof theweaksupervision.
Theinstanceslo not needto be aligned(e.g.centred)or scalenormalizedor putin correspondencend
theimagesmay containclutter (i.e. foregroundsegmentations notrequired).

Objectrecognitiondatesbackto the origin of the computervision eld. However, for the mostpart
theemphasihiasbeenon ef ciently recognizingsingle2D or 3D objectinstancege.g.a particularsta-
pler) [28] ratherthananobjectcategory (all typesof staplersjunderunrestrictedsziewpoints. A number
of successfubpproaches— geometricalignmentgeometrichashingappearancenanifoldsetc— have
beendevelopedwith objectsbeingrepresentedby their wireframeoutline or internalappearanceand
viewpointmappinggangingfrom 2D transformationge.g.af nities), throughparallelprojection(af ne
cameras}o the full generalityof perspectie projection. This progresss coveredin text bookssuch

as[16].



However, the emphasisn this paperis not on viewpoint invariance jndeedlearningis restrictedto
scaleandtranslationinvariance but on modellingandlearningintra-category variability. A numberof
recentpapershave alsotackledthis problem. A key issueis how to representin objectcateyory. One
popularapproachs to modelcateyoriesasacollectionof featurespr parts,eachparthaving adistinctive
appearancand(in mostcasesypatialposition[2, 3,4,5,7,10,19, 21, 25,33, 34, 37,38,43]. Different
authorsvary widely onthe details:the numberof partsthey ervisage(from afew to thousandsf parts),
how thesepartsaredetectecandrepresentedhow their positionis representedyhetherthe variability
in part appearancand positionis representeaxplicitly or is implicit in the detailsof the matching
algorithm. Theissueof learningis perhapgsheleastwell understoodMost authorsrely on manualsteps
to eliminatebackgroundclutterandnormalizethe poseof the training examples.Recognitioncanalso
proceedoy anexhaustve searchoverimagepositionandscale[24, 32, 34, 36, 38, 39].

We focusour attentionontheprobabilisticapproachproposedy Burl etal. [5] whichmodelsobjects
asrandomconstellationf parts. This approachpresentseveral advantagesthe modelexplicitly ac-
countsfor shapevariationsandfor the randomnesg the presence/absencoé featuresdueto occlusion
anddetectorerrors. It accountsexplicitly for imageclutter. It yields principledandef cient detection
methodsWeberetal. [42, 43] proposed maximumlik elihoodweaklysupervisedearningalgorithmfor
the “constellationmodel” which successfullyjearnsobjectcategoriesin a translationinvariantmanner
from cluttereddatawith minimal humanintervention. We proposeherefour substantialmprovements
to the constellationmodelandto its maximumlikelihood learningalgorithm. First, while Burl et al.
andWeberet al. modelexplicitly shapevariability, they do not modelthe variability of appearancé/ie
extendtheir modelto take this aspectinto account. Secondappearancéereis learntsimultaneously
with shapewhereadn their work the appearancef a partis x ed beforeshapeearning. Third, they
usecorrelationto detecttheir parts.We substituteheir front endwith aninterestoperatorwhich detects
regionsandtheir scalein the mannerof [27, 30]. Fourth, Weberet al. did not experimentextensvely
with scale-ivariantlearning,mostof their training setsare collectedin sucha way thatthe scaleis ap-
proximatelynormalized We extendtheir learningalgorithmsothatnew objectcateyoriesmaybelearnt
ef ciently, without supervisionfrom training setswherethe objectexampleshave large variability in

scale.A nal contritutionis experimentingwith a numberof new imagedatasets$o validatethe overall



approaclover severalobjectcateyories.Examplesmagesrom thesedatasetsreshovn in Figurel.
Theaimof this paperis to describeour probabilisticobjectmodelandlearningalgorithmin suf cient
detailto make implementatiorpossible aswell asgiving aninsightinto its design.In section2 we give
the structureof the model and describeour region detector In section3 we shav how to estimate
the parametersf our model,givena setof trainingimages.Sectiond describeshe useof themodelin
recognition.Ourapproachs thentestedon awide varietyof datain sections. Experimentsnvestigating
our algorithm's operationare also performed,including the sensitvity of parametersettingsand the

importanceof differentcomponentsvithin the model. Finally, conclusionsaredrann in section6.

2 Model structure

Our approachto modelingobjectcateyoriesfollows on from the work of Burl et al. andWeberet al.
[5, 40,42, 43]. An objectmodelconsistsof a numberof parts. Eachparthasan appearanceglative
scaleandcanbeoccludedor not. Eachparthasa certainprobabilityof beingerroneouslyetectedn the
backgrounctlutter Shapes representetly the mutualpositionof the parts. The entiremodelis gener
ative andprobabilistic,soappearancescale shapeandocclusionareall modeledoy probability density
functions,which hereare GaussiansThe modelis scaleandtranslationinvariantin bothlearningand
recognition.The proces®f learninganobjectcateyory is oneof rst detectingregionsandtheir scales,
andthenestimatingthe parametersf the abose densitiedrom theseregions,suchthatthe modelgives
a maximume-likelihooddescriptionof the training data. Recognitionis performedon a queryimageby
again rst detectingregionsandtheir scalesandthenevaluatingtheregionsusingthemodelparameters
estimatedn the learning. Note that partsrefer to the model, while featuresrefer to detectionsn the
image.

The modelis bestexplainedby rst consideringrecognition. Assume we have learnta generatre
objectcategory model,with P partsandparameters; 4. We alsoassumehatall non-objecimagescan
bemodeledoy abackgroundvith asingle, x ed,setof parameters,,,. We arethenpresentedvith anew
imageandwe mustdecideif it containsaninstanceof our objectcategory or not. In thisqueryimagewe
have identi ed N interestingfeatureswith locationsX, scalesS, andappearanced . We nov make a

decisionasto the presence/absencé the objectby comparingthe ratio of cateyory posteriordensities,



R, to athresholdT:

_ p(ObjeciX;S;A) p(X;S; AjObjec) p(Objec) p(X;S;Aj tg) p(Objec)
~ p(NoobjeciX;S;A) ~ p(X:S;AjNoobjec) p(Noobjec) p(X;S;Aj bg) P(NO objec)

The last expressionis an approximationsince we representhe cateyory with its (imperfect) model,

1)

parameterizelly . Theratio of thepriorsmaybeestimatedrom thetrainingsetor setby hand(usually
to1).

Sinceour modelonly hasP (typically 3-7) partsbut thereareN (upto 30) featuresn theimage,we
useanindexing variableh (asintroducedn [5]) which we call a hypothesish is a vectorof lengthP,
whereeachentryis betweerD andN whichallocatesaparticularfeatureto amodelpart. Theunallocated
featuresareassumedo be partof the backgroundwith O indicatingthe partis unavailable(e.g.because
of occlusion). The setH is all valid allocationsof featuresto the parts;consequentlyHj is O(N P).
ComputingR in (1) requiresthe calculationof theratio of the two likelihoodfunctions. In orderto do

this, thelikelihoodsarefactoredasfollows:

X X
PX:SIAT 1) = POXGSIATHT 1g) = PIAIX:SiN: 19 PXIS T 1o PSR 1o) PCNE 7o)

h2H h2H

Appear ance Shape Rel: Scale Other

(2)
We now look ateachof thelikelihoodtermsandderive theiractualform. Thelikelihoodtermsmodel
notonly the propertieof thefeaturesassignedo the modelsparts(the foreground)but alsothe statistics
of featuresin the backgroundof the image(thosenot picked out by the hypothesis). Thereforeit will
be helpful to de ne the following notation: d = sign(h) (which is a binary vectorgiving the stateof
occlusionfor eachpart,i.e.d, = 1if partpis presentaindd, = 0if absent)n;4 = sum(d) (thenumber
of foregroundfeaturesunderthe currenthypothesisjandn,g = N n;4 (the numberof background
features).
If we believe noobjectto bepresentthenall featuresn theimagebelongto thebackgroundThuswe

only have onepossiblehypothesishg = 0, thenull hypothesisSothelikelihoodin this casebecomes:

P(X;S;Aj bg) = P(AJX;S; ho; wg)P(X]S;ho; bg)P(Siho; bg)P(Noj bg) (3)

Aswewill seebelawv, p(X; S;Aj bg) is aconstanfor agivenimage.Thissimpli es thecomputatiorof
thelikelihoodratioin (1), sincep(X;S;Aj g canbemovedinsidethe summatiorover all hypotheses

in (2), to cancelwith theforegroundterms.



2.1 Appearance

Here we describethe form of p(AjX;S; h; ) which is the appearancéerm of the objectlikelihood.
We simplify the expressionto p(Ajh; ) sincegiventhe detectedeatureswe assumeheir appearance
andlocationto be independent.Eachfeatures appearances represente@sa pointin an appearance
spacede ned belon. Eachpartp hasa Gaussiardensitywithin this spacewith meanandcovariance
parameters{ot, = fcp; Vg whichis independenof otherparts' densities.The backgroundnodelhas
x ed para\metersk"’)‘gp = f g Vbgd. BothV, andV,, areassumedo bediagonal. Theappearancdensity
is computedbver all features:eachfeatureselectedy the hypothesiss evaluatedunderthe appropriate

partdensitywhile all featureshot selectedy thehypothesisareevaluatedunderthe backgroundlensity:

Y W
P(Ajh; 1g) = G(A(hp)icp; Vp)® G(A (J )iCog: Vi) (4)
p=1 j=1;jinh

whereG is the Gaussiardistribution. A (hp) is the appearancef the featurepicked by h,. If no object
is presentthenall featuresareevaluatedunderthe backgroundiensity:
N
P(Ajho; bg) = G(A(])iCbg; Vi) )
j=1
As p(Ajho; bg) is aconstantindsois notdependenbn h, sowe cancanceltermsbetween(4) and(5)
whencomputingthelikelihoodratioin (1):

pAjh; 1) _ Y G(A(hpicsVe) ®
PAJh; o), G(A(hy)iCog Voo

(6)

Sotheappearancef eachfeaturein the hypothesiss evaluatedunderforegroundandbackgroundien-
sitiesandtheratio taken. If thepartis occludedtheratiois 1 (d, = 0).
Thistermis anadditionto the previousincarnationf the constellatiormodelin Weberetal. and

Burl etal. [5, 43].

2.2 Shape

Herewe describethe form of p(XjS; h; ) whichis the shapeterm of the objectlikelihood. The shape
of the objectis representethy a joint Gaussiardensityof thelocationsof featureswithin a hypothesis,

oncethey have beentransformednto a scaleandtranslation-inariantspace.This representatioallows
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the modelingof bothinter andintra partvariability: interactionsbetweenthe parts(both attractve and
repulsve) aswell asuncertaintyin locationof the partitself.

Translationinvarianceis achieved by using the location of the featureassignedo the rst non-
occludedpart as a landmark. We then model the shapeof the remainingfeaturesin the hypothesis
relative to this landmarkfeature. Scaleinvarianceis achiezed by usingthe scaleof the landmarkpart
to normalizethe locationsof the otherfeaturesn the constellation.This approachavoids an exhaustve
searcloverscalethatothermethodsuse.If theindex of the rst non-occludegbartis |, thenthelandmark
features locationis X (h;) andits scaleis S(h)).

X (h) isa?2P vectorholdingthex andy coordinate®f eachfeaturein hypothesid, i.e.

landmarkfrom X (h): X (h) = fXn,  Xn i 5 Xne  XniYne  YhoiiiiYne  Yn 0. A scaleinvariant

X (h)
S(hy) *

representatiors obtainedby dividing throughby S(h)): X (h) = Notethat indicatesarepre-
sentatiorthatis translationinvariant,while  denotesarepresentatiothatis bothscaleandtranslation
invariant.

WemodelX (h) with aGaussiamensitywhich hasparametersfsgaloe =f ; g. Sinceary oftheP
partscanactasthelandmark, ; consistof asetof P 'sand ,'stoevaluateX (h) with. However,
the setmembersareequialentto oneanothersincechanginglandmarkjust involvesa translationof
andthe equivalenttransformatiorof  (areferralof variancedetweerthe old andnew landmark),due
to thepropertiesof Gaussiardistributions.

Due to translationinvariance, | isa2(P 1) vector(x andy coordinatesof the non-landmark
parts). Correspondingly isa2(P 1) by 2(P 1) matrix. Note that, unlike appearancevhose
covariancematricesVp,; Vg arediagonal, | is afull matrix. All featuresnotincludedin the hypothesis
are consideredas arising from the background. The model for the backgroundassumedeaturesto
be spreaduniformly over the image(which hasarea ), with locationsindependenbf the foreground
locations.We alsoassumehatthe landmarkfeaturecanoccurarywherein theimage,soits locationis

modeledby a uniform densityof 1= .
: 1 : 1 M
p(XjS;h; 1g) = —G(X (h)j ; ) - (7)
If a partis occludedthenwe maginalizeit out, which for a Gaussiarentailsdeletingthe appropriate

e



dimensionsrom the meanandcovariancematrix. See[40] for moredetails.
If noobjectis presentthenall detectionsarein the backgroundandareconsequentlynodeledby a
uniformdistribution:

1 N
P(XjS;ho; by) = — (8)

Again, thisis a constantsowe cancancelbetween(7) and(8) for thelikelihoodratioin (1) to give:

pXiSih; 1g) _
P(X]S; ho; bg)

G(X (h)j ;1) Mot (9)

This termis similar in natureto the shapeermin [43], with the additionaluseof scaleinformation
from thefeaturego obtainscale-ivariance .Leunget. al. [26] proposedanaf ne invariantshaperepre-
sentationby the useof threemodelpartsasa basis,transformingdensityof the remainingmodelparts
into a Dryden-Mardiadensity[29]. The complex natureof this densityrestrictsits useto recognition,
hencdearningmustbe performedmanually A requiremenbf ourweaklysupervisedearningschemas
thatthetransformedshapedensityis Gaussianthuswe arerestrictedto usingonelandmarkonly. In our
caseafeatureonly giveslocationandscale(i.e. not orientation) thereforewe arecurrentlyrestrictedto

scaleandtranslationinvariance.

2.3 Relative scale

Herewe describethe form of p(Sjh; ) which is the relative scaleterm of the objectlikelihood. This

term hasthe samestructureasthe shapeterm. The scaleof partsrelative to the scaleof the landmark
featureis modeledoy a Gaussiarensityin log spacevhich hasparametersfsgﬁ"e = ft;Ug. Again,since
the landmarkfeaturecould belongto ary of the P parts,theseparametersirereally a setof equivalent
ti; U's. Thepartsareassumedo beindependentdf oneanotherthusU, isadiagonalP 1)by (P 1)

matrix, with t; beinga(P 1) vector Thebackgroundnodelassumes uniformdistribution over scale
(within aranger).

nbg

pSh; 1) = ~G(og S (Wit (10

If the objectis not presentall detectionsaremodeledby the uniform distribution:

1 N
P(Sihoi bg) = = (11)



Thustheratio of likelihoodbecomes:

pSih: 1) _ e 1
Sy = Glog S (Wit W) (12)

Thistermis anadditionto the previousincarnationf the Constellatiormodelof Weberetal. and

Burl etal. [5, 43].

2.4 Occlusionand Statisticsof the feature nder

P(hj 1g) = Proiss(NbgM) p(djD) (13)

1

The rst termmodelsthe numberof featuresn the backgroundusinga Poissordistribution, which has
ameanM . Theseconds a book-keepingtermfor the hypothesissariable:we arepicking n; 4 features
from atotal of N andsincewe have no biastoward particularfeatures,all combinationsare equally
likely thusit is aconstanfor all h. Thelasttermis ajoint distribution on the occlusionsof modelparts.
It is a multinomial density(of size2), modelingall possibleocclusionpatternsd, having a parameter
D. Thisjoint distribution allows the modelingof correlationsn occlusion:nearbypartsaremoreoften

occludedtogetherthanfar apartthings. In the null case we only have only possiblehypothesishg, so

theonly termfrom (13) thatremainss the Poissonwhich now hasto accountor all featuresbelonging
to thebackground:

P(Noj bg) = Proiss(NjM) (14)

Thustheratio becomes:

P(hj tg) _ Proiss(NbgM ) 1 .
p(hj bZ) - pPoiss(NjM) nCr(N;nfg) p(dJD) (15)

Thesetermswereintroducedby Weberetal. [43].

2.5 Model structure summary

The modelencompasseary of the propertiesof anobject,all in a probabilisticway, so this model
canrepresenboth geometricallyconstrainedbjects(wherethe shapedensitywould have a small co-
variance)andobjectswith distinctive appearanceut lacking geometricform (the appearanceéensities

would betight, but theshapedensitywould now belooser).Someadditionalassumptiongherentin our
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chosermodelstructureinclude: givenasetof detectedeaturestheir appearancandlocationareinde-
pendenttheforegroundfeatures'appearanceasreindependento oneanotherthe backgroundeatures'
areindependento theforegroundandeachother

An importantlimitation of the model, as presentedis that we canonly model one aspectof the
object. While thisis a major limitation, mary objectsoftenappeaiin adistinctive pose(e.g.facesfrom
the front) thussingleaspectrecognitionis still a worthwhile problem. More importantly our approach
canbe extendedo multiple aspectdy usinga mixture of constellatiormodels,in the mannerof Weber
etal. [41].

Using(6),(9),(12)and(15) we canwrite thelikelihoodratio from (1) as:

PX;SiA] 1) - X POX:S;AGhj 1)
P(X; S; A bg) P(X; S; A o) bg)

(16)
h2H
X ¥ GAickVe) ® GX (h)j 3 1) Glog S (h)jti; W) ( )™ * Peoiss(NegM )p(djD)
G(A (hp)jCug; Vi) Proiss(NJM) "Ci(N;ntg)

h2H p=1
Theintuition is thatthe majority of thehypothesesvill below scoringasthey will bepickingupfeatures
from backgrounctlutter on theimagebut hopefully a few featureswill genuinelybe partof the object
andhypothesesisingthesewill scorehighly. However, we mustbe ableto locatefeaturesover mary

differentinstance®f the objectandover arangeof scalesn orderfor this approacho work.

2.6 Feature detection

Featuresrefoundusingthedetectonf Kadir andBrady[22]*. Thismethod nds regionsthataresalient
over both locationandscale. For eachpoint in the imagea histogramP (1) is madeof the intensities
in a circularregion of radius(scale)s. The entrofy H(s) of this histogramis thencalculatedandthe
local maximaof H (s) arecandidatescalesfor the region. The salieny of eachof thesecandidatess
measuredy H %—FS’ (with appropriatenormalizatiorfor scale[22, 27]).

This givesa 3-D salieny map (over x,y ands). Regionsof high salieny are clusteredover both
locationandscale,with a biastoward clustersof large scale,sincethey tendto be morestablebetween
objectinstances.The centroidsof the clustersthen provide the featuresfor learningandrecognition,

their coordinatesvithin the salieny mapde ning the centreandradiusof eachfeature.

LAn implementatiorof this featuredetectoris availableat http://www.robots.ox.ac.uk/timork/salscale.html
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A goodexampleillustratingthe salieny principleis thatof a bright circle on a darkbackgroundlIf
the scaleis too smallthenonly the white circle is seenandthereis no extremain entrogy. Thereis an
entropy extremawhenthe scaleis slightly larger thanthe radiusof the bright circle, andthereafterthe
entropy decreaseasthescaleincreases.

In practicethis methodgivesstableidenti cation of featuresover a variety of sizesandcopeswell
with intra-catgory variability. The salieny measurdas designedo be invariantto scaling,although
experimentaltestsshowv thatthis is not entirely the casedueto aliasingand other effects. Note, only
monochromeanformationis usedto detectandrepresenteatures.The performanceof the algorithmis
dependentn nding goodfeaturefrom whichto learnamodel. The effect of differentfeaturedetector

settingss investicatedin Section5.

2.7 Featurerepresentation

The featuredetectoridenti es regionsof interestin eachimage. The coordinatesf the centregive us
X andthesizeof theregion givesS. Figure? illustratesthis on six typical imagesfrom the motorbike

dataset.

Figure2: Six typical motorbikesimageswith the outputof the Kadir-Brady operatoroverlaid. The + 'sillustrate
the centreof the salientregion, while the circlesshow the scaleof the region. Notice how the operatorres more
frequentlyon moresalientregions,ignoringthe uniform backgroungresenin someof theimages.

Oncetheregionsareidenti ed, they arecroppedfrom theimageandrescaledo the sizeof a small
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k k patch(typically 11 k 21 pixels). Thus,eachpatchexistsin a k? dimensionakpace.Since
the appearanceéensitiesof the modelmustalsoexist in this space we mustsomeha reducethe di-
mensionalityof eachpatchwhilst retainingits distinctvenesssincea 100+-dimensionalGaussians
unmanageablérom a numericalpoint of view and also the numberof parametersnvolved (2k? per
modelpart) aretoo mary to be estimated.

Thisis doneby usingprincipalcomponenainalysigPCA). We utilise threevariants:

1. Intensitybased”CA.Thek Kk patchesarenormalisedo have zeromeanandunit variance.This
is to remove the effectsof lighting variation. They arethenprojectednto a x edPCA basisin the

intensityspaceof k  k patcheshaving | basisvectors.As usedin Felgusetal. [14].

2. GradientbasedPCA. Inspiredby the performancef PCA-SIFTin region matching[23], we take
thex andy gradientsof thek  k patch. The dervativesare computedoy symmetric nite dif-
ference(croppingto avoid edgeeffects). The magnitudeof the gradientswithin the patchis then
normalisedto be 1, remaoving lighting variations. Note that we do not performary orientation
normalizationasin [23]. The outcomeis a vectorof length2k?, with the rst k elementgepre-
sentingthex dervative,andthe secondk they derivatives. Thenormalizedgradient-patclis then

projectednto a x edPCA basisof | dimensions.

3. GradientbasedPCA with enegy andresidual. As for 2 but with two additionalmeasurements
madefor eachgradient-patchits unnormalizedenegy andtheresidualbetweerthereconstructed
gradient-patclusingthe PCAbasisandtheoriginalgradient-patchEachregionis thusrepresented
by avectorof lengthl + 2. Thelasttwo dimensionsactasa crudeinterestmeasuref theregion,

while theremainingdimensionsactuallyrepresenits appearance.

Thusthe appearancef eachregionis representethy a vectorof PCA coefcients of lengthl or | + 2.
Combiningthevectorsfrom all regionswe obtainA for animage.

The PCA basisis computedrrom patchesextractedusingall Kadir and Brady regionsfound on all
the training imagesof Motorbikes; Faces;Airplanes;Cars(Rear); Leopardsand Caltechbackground.
Note that this basisis usedfor all object cateyories. We assumethat the covarianceterms between

componentsvill bezero,thusV, (thecovarianceof apart'sappearance} diagonain nature Alternative
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representationsuchasICA andFisherslineardiscriminantwerealsotried, butin experimentghey were
shawn to beinferior.

We have now computedX, S, andA for usein learningor recognition. For a typical image,this
takes10-15secondgall timingsgivenarefor a 2 Ghzmachine) mainly dueto theunoptimizedfeature

detector Optimizationshouldreducethis to afew seconds.

3 Learning

In a weakly supervisedearningscenariooneis presentedvith a collectionof imagescontainingex-
amplesof the objectsamongstclutter. However the position and scaleof the objectwith eachimage
is unknawvn; no correspondencketweenexemplarsis given; partsof the objectmay be missingor oc-
cluded. The challenges to make senseof this profusionof data. Weberet al.[43, 40] approachedhe
problemof weakly supervisedearningof objectcateyoriesin clutter asa maximumlik elihood esti-
mation. For this purposethey derived an EM algorithmfor the constellationmodel. We follow their
approachn deriving anEM algorithmto estimatethe parametersf ourimproved model.

Thetaskof learningis to estimatethe parameterssq = f ; ;c;V;M;D;t;Ug of the modeldis-
cussedabore. The goalisto nd the parametersAM L which bestexplain the dataX; S; A from all
the training images thatis maximizethe likelihood: "y, = argmax p(X;S;Aj tg). Notethatthe
parametersf thebackground, »g, areconstantduringlearning.

Learningis carriedout using the expectation-maximizatioEM) algorithm [8] which iteratively
cornverges,from somerandominitial valueof 4 to amaximum(which mightbealocalone).

We now look at eachstagein the learningproceduregiving practicaldetailsof its implementation
andperformanceusingthemotorbike dataseasanexample.We assuméhatX ; S; A have alreadybeen
extractedfrom theimagesexamplesof which areshowvn in Figure2. In this example,we areusingthe

gradientbasedPCA representationyith k = 11andl = 15.

3.1 Initialization

Initially we have no knowledgeaboutthe structureof the objectto belearntsowe areforcedto initialize

themodelparametersandomly However, the modelwhich hasa large numberof parametersnustbe
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initialized sensiblyto ensurehatthe parametersvill cornvergeto areasonablenaximum.For shapethe
meansare setrandomlyover the areaof the imageandthe covarianceso be large enoughso that all
hypothesesave a roughly equalweighting, so avoiding a biastoward nearbypoints. The appearance
densitiesareinitialised to zeromean,plus a small randomperturbationwhile the variancesare setto
belarge. The sameinitialization settingsareusedin all experiments.In Figure 3 we shaw threetypical
modelinitializationsof the shapeierm (theappearanctermis hardto visualizedueto thelarge number

of dimensions).
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Figure 3: Threetypical initializationsfor a 6 part motorbike shapemodel. The circlesrepresenthe varianceof
eachpartat 1 standarddeviation (the inter-part covarianceterms,which cannoteasilybe shavn, are setto zero)
with themeanbeingthe centreof thecircles. The probability of eachpartbeingpresenis shavn justto theleft of
themean.Theaverageimagesizeis indicatedby theblackbox. As theimagesareresizedo a constantvidth and
theiraspectatiois unknovn, we ensureghattall imagesarenot penalisedy allowing theinitialization of someof
the partsto lie outsidethe meanimagebox. Axis unitsarepixels. Thevariancesherearereferredto the centroid
of themodel.

3.2 EM update equations

Thealgorithmhastwo stages{(i) the E-stepin which, giventhe currentvalueof 4 atiterationk, }‘g,

somesufcient statisticsaarecomputedand(ii) the M-stepwherewe computethe parameter$or the next

k+1

iteration, fg

usingthesesufcient statistics.
We now give the equationdor both the E-stepand M-step. The E-steprequiresusto computethe
posteriordensityof the hiddenvariableswhich in our casearethe hypothesesThis is calculatedusing

thejoint:
L p(X;S;Ahj K
PXGSIAh] £  _ sARd o)
X;S;Azh] k)~ P pocsani fo)
h2H A J fg) h2H p(X;S;A hoj fbgg)

p(hjX;S;A; f) =P

(17)
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We divide throughby p(X; S;A;hoj 1g) asit is easierto computethe joint ratio ratherthanthe joint
directly. We then calculatethe following sufcient statisticsfor eachimage,i from which we have
previously extractedX ';Al;S': E[X '], E[X 'X "], E[AL], E[ALALT], E[S '], E[S'S "], E[n'],
E [D'] wherethe expectationis takenwith respecto the posterior p(hjX ; S; A ; }‘g), for example:

X

E[X 1= p(hjX';S5A" £) X '(h) (18)
h2H

Note thatfor simplicity we have not consideredhe caseof missingdata. The extensiongto the above
rulesfor dealingwith thismaybefoundin [40]. Thegeneraprincipleis to conditiononthefeatureghat

arepresento work outthe expectedvaluesof thosethataremissing.

In theM-stepwe thencompute [t = f k1; ki chtt yked thod gkl pkel phit g
K+l _ }X EX ] K+l })d Ex X 1] kKT
b o -
wr 1% i wr _ 1X i AiTy okt ket T
Cp =7 E[A,] 8p2P V7 = T E[ALA, ] ¢y ¢y 8p2 P
i=1 i=1
ke1 1 [ k+l _ 1)d icil K+l k+1 T
el = =7 E[S]] Ukt = =7 EsisTT] ikt
i=1 i=1
MKk = le En'] DkHL = Il)d E[D]
i=1 i=1

wherel is total numberof trainingimages.Thetwo stagesarethenrepeatedintil }‘g cornvergesto a

stablepoint. Seesection3.5belav for adiscussioron the corvergencepropertieof thealgorithm.

3.3 Computational considerations

In computingthesufcient statistican theE-stepwe needto evaluatethelik elihoodfor every hypothesis.
SincethereareO(N P) perimage,thisis the major computationabottleneckin our approachPossible

waysaroundthisinclude:

Usethemode:Approximatethesummatiorover h by justtakingthemode,i.e.thebesthypothesis
in eachframe. The problemwith this is that the initial assignmentsire totally randomand so
initially picking the besthypothesiss unlikely to be closeto the optimaloneandit is dif cult to

escapdrom suchlocal minimain subsequeniterations. The practicalconsequencearethatthe
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modelis moreproneto numericalexplosions(probabilitiesgo to zerosomevhere);or the models

cornvergeto badlocal maxima.SeeFigure8(b) for anexampleof thelatter.

SamplehypothesesWhile samplingmethodscould be usedto evaluatethe maginalizationin the
E-step[20], theimpositionof constraint§e.g.seeSection3.6) on possiblehypothesesntroduces
complications.Theseconstraintaneanthatit would be moredif cult to move throughthe space
of possiblehypothesessincemary proposednoveswould notbevalid, increasinghe chanceof

hitting local minima. For this reasonwe prefermoredirectcomputatiormethods.

Reducethe dependenciesThe causeof our problemsis assuminghatthe locationof all partsis
dependenbn oneanother A simplerdependeng structurecould be adopted conditioningon a
singlelandmarkpart, for example. This would reducethe O(N ?) problemto O(N?P). Thisis

investicatedin [13].

Ef cient searchmethods:Only very small portion of the hypothese$iave a high probability thus
we canaccuratelyapproximatehe summatiorover all hypothese®y just consideringhis subset.
By utilizing various heuristics,speci ¢ to our application,we can ef ciently computethe few
hypothesegontributing muchof the probability mass.The detailsof this arenow investicatedin

Section3.4.

3.4 Efcient search methods

Computingthe very small portion of the hypotheseghat have a high probability enableshe learning
procedurdo runin areasonabléime.

A tree structureis usedto searchthe spaceof all possiblehypotheses.The leaves of the treeare
completehypothesesvith eachlevel representing part: moving down thetree,featuresareallocatedo
partsuntil acompletehypothesidgs formed. At anodewithin thetree,anupperboundon the probability
of remaining,unallocatecpbartscanbe computedenablingusto emplgy the A  algorithm([17, 18]. This
allows the ef cient explorationof thetree,resultingin the guaranteedliscovery of the besthypothesis.
This canbe removed from the treeandthe searchcontinueduntil the next besthypothesiss found. In

this manney we canextractthe hypothese®rderedby likelihood. Figure4(a) shavs a toy exampleof
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thisprocess.

If g partshave beenallocated,the upperboundon the probability for the remainingP g parts
is easilycomputedthanksto the form of the densitiesin the model. Given the occlusionstatesof the
unallocatedparts,the upperboundis a constantthusit becomes caseof nding the maximumupper
boundfor eachof the2P 9 possiblestates.

A binary heapstoresthe list of openbrancheson the tree, having logn accesdime. Conditional
densitiedor eachpart(i.e. conditioningon previously allocatedparts)arepre-computedo minimizethe
computatiomecessarat eachbranch.Detailsof the A searchcanbefoundin [15].

For eachimage we computeall hypothesesintil they becomdessthansomethresholde °) smaller
thanthe besthypothesisFigure4(b) shavs how the numberof hypothesesariesfor agivenlikelihood.
Thisthresholdvaschoserto ensurdhatthelearningprogresseavithin areasonabléme while evaluat-

ing asmary hypothesesspossible.Additionally, spacesearchmethodsareusedto prunethe branches

N = 3 detections A0 .
P =3 parts izz: Level 0: No parts allocated

x10° 7
Level 1: First part allocated 6 | !
I
A=l A5 Al A=2 V/ . |
B=15 B=15 B=15 B=15 . [ i
T=16 =20 T=16 T=17 f
[ ‘\A}/ A VA S -
a5 I\
° [ 8 "
0XIX] 1IXIX] [2IXIX] [3IXIX] 3| | g1
54 | @ [
£ | o
s| | g
03 | £
0 | -
A6 A=10 A= 2 | g3
B=9 B=9 B=9 ) | o /
T=15 T=19 =16 S, | £ /
Level 2: First and second T — lteration 1 i J/ Iteration 5
1 0 X 1 2 X 1 3 X parts allocated Iteration 5 — lteration 40
4 — lteration 40 . — lteration 1
0 5 10 15 20 25 30 35 40 45 0 5 15 20 25 30 40 5
o A=16 Threshold (log, ) Threshold (log, )
B=0 B=0
T=11 =16
Level 3: All parts allocated (b) (C)
1 2 0 1 2 3 Valid hypotheses

Figure4: (a) lllustrationof A searchprocesdor a 3 parttoy modelandanimagewith 3 regions. As thetreeis
descendedegionsareallocatedto parts,with the leavesof the tree constitutingcompletehypothesesThe score
(T) of eachnodein the treeis a sumof the likelihood of the allocatedfeatures(A) andan upperboundon the
likelihood of the remaining,unallocatedeaturegB). Thelist of opennodesis storedin a binary heap,with the
nodewith the highestoverall value(T) beingthe oneopenedext. By repeatedlyremoving completenodesfrom
thetree,thehypothesesanbeextractedin orderof likelihood.(b) A graphshaving how thenumberof hypotheses
evaluatedincreasessthe likelihooddropsbelown thatof the besthypothesison a typical motorbike model. The
verticalline shavs the valueof thethresholdusedin experiments Thethreecurvescorrespondo differentstages
of learning:red— atthe beginningwhenthe modelvariancesarelarge; green-in the middle andblue— whenthe
modelvariancesarelarge (seeFig. 6(c) for evolution of modelduringlearning).Notethatasthe modelvariances
decreasehenumberof hypothesegvaluteddescreasegc) As for (b), but they-axisis evaluationtime perimage.
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exploredat eachnewv nodein thetree. At a givenlevel of the tree,the joint densityof the shapeterm
allows the densityof locationof the currentpartto be computedoy conditioningon the previously al-
locatedparts. Only a subsef the N detectionseedbe evaluatedby this density: we assumehatwe
canngylectdetectionsf their probabilityis worsethanhaving all remainingpartsbe missing.Sincethe
occlusionprobabilitiesareconstanfor a givenlearningiteration,this givesa thresholdwhich truncates
thedensity If the covarianceof the densityis small, only the bestfew detectionsneedto be evaluated,
enablingsigni cant numbersf hypotheseso beignored.

Despiteusingtheseef cient methods)earningaP = 6-7 partmodelwith N = 20-30featureser
image(a practicalmaximum),using400trainingimages takesaround24 hoursto run. This equatego
spending-4 secondperimage ,onaverage ateachiteration(givenatotal runningtime of 24hours,with
400trainingimagesand50 EM iterations).It shouldbe notedthatlearningonly needso be performed
oncepercatgyory, dueto thegoodcorvergencepropertiesasdiscussedn section3.5.

It is worth noting that just nding the besthypothesis(the mode),is not that much quicker than
taking the small subsetof high scoringhypothesegseeFigure 4(c)), sincea reasonablgortion of the
treestructuremustbeexploredbeforea completehypothesigs found. This providesanothejjusti cation

for summingover multiple hypothesesatherthanjusttakingthebest.

3.5 Convergence

Tablel illustrateshow thenumberof parametergs themodelgrows with the numberof parts,(assuming

| = 15). Despitethelargenumberof parameters themodel,its corvergencepropertiesarerespectable.

Parts 2 3 4 5 6 7
#parameters| 77 | 123 | 177 | 243 | 329 | 451

Tablel: Relationshibetweemumberof parameterandnumberof partsin model

Figure 5 shaws the corvergencepropertiesand classi cation performanceof 15 modelsstartedfrom
differentinitial conditionsbut with identicaldata.Notethatwhile the modelscorverge at differentrates
andto differentpointsin parametespacgseethedifferentshapenodelsfor eachrunin Figure5(c)),the
ROC cunesof testsetperformanceareverysimilar, thestandardleviationatequal-erroratebeing0:6%.

Figure6(a) shavs the shapemodelevolving throughouthe learningprocesdor atypical learningrun.
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Figure6(b) shavs the classi cationperformancef the modelimproving asthe modelcorverges.Both
gures demonstrat¢hatthe majority of the performances obtainedwithin the early stageof learning.
However, occasionallya superiommaximumcanbefoundafteralargenumberof iterations thereforewe

continueuntil we aresurethatthe modelhasreached stablepoint. Two criteriawereusedto stopthe

log,, parameter change per iteration for 15 runs
T T T T

Parameter change

; ; i i i i i i i i i i
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Figure5: 15learningrunsfor themotorbile categyory, eachwith a differentrandominitialisation. (a) Themaximal
parametechangeperiterationfor 15runs,startedcatdifferentinitial conditions.(b) The15ROC cunes(evaluating
testdata)correspondingo eachof the runs,the meanerrorrateis 9:3%, with a standarddeviation of 0:6%. (c)
The shapemodelsfor eachof the 15 runs. Note the differentmaximafound.

EM iteration: (i) Numberof iterationsexceedssomelimit (50) and(ii) The absolutevalue of norm of
parametechangeperiterationdropsbelov somelimit (10 3 —for the shapetermthis equatego around
1/10thof a pixel). In practicethe former criterionis usedmoreoften. Figure7 givesaninsightinto the

convergenceof the modelduringatypical learningrun. Figure7(b) shavs how thelog-likelihoodratio
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Figure 6: (a) The evolution of the motorbike shapemodelthroughoutiearning. (b) Classi cation performance
versudearningiteration. Theinsetshavsthe nal shapenodelsuperimposednamotorbike image.

overall imagesncreasesnonotonicallyasit should.Theplot alsogivesa breakdevn of thetermswithin
the model. Figure 7(a) shawvs the parametechangeper iteration steadilyreducinguntil it hitsa 10 3
limit. In Figure7(c)theprobabilityof eachpartbeingpresents shavn. Initially, theprobabilitystartsout
low, but within 10iterationsor soeachonehaslocked ontoa sensiblesignalthushasa high probability.
Between20 and50 iterations,some ne settlingof the probabilitiescanbe seenasthe partscorverge

down onfeaturesof the object. Corvergenceto a successfumodelis dependentn a variety of factors,
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Figure7: A typicallearningrun onthe motorbikesdataset(a) The magnitudeof largestparametechangeversus
learningiteration (log-scale)(b) Overall log-likelihoodratio versusiteration. Lik elihoodsfor eachof the compo-
nentswithin the modelarealsoshowvn. (c) Evolution of the probability of eachpartbeingpresent.Eachcolour
correspondto adifferentpart. Notethatthe probabilitydropsdown to alow valuefor the rst coupleof iterations
beforethemodel nds somestructurein the dataandthe probability picksup again.

but two importantonesare: (a) a consistensetof regionsfrom which to learnand(b) the introduction

of anorderingconstrainton the x-coordinate®f regionswithin a hypothesis While formeris discussed
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in moredetailin Section5.3.1,we now elaborateon the latter To aid both corvergenceandspeedan
orderingconstraintis placedon the x-coordinatesof featuresallocatedto parts: the featuresselected
musthave a monotonically-increasing-coordinate.This reduceghetotal numberof hypothesedy P!
but unfortunatelyimposesanarti cial constraintuponthe shapeof the object. If the objecthappengo
be orientatedvertically thenthis constraintcan exclude the besthypothesis. Clearly in this scenario,
imposinga constrainton the y-coordinateorderingwould resole the problembut it is not clearhow to
choosesuchan appropriateconstraintautomatically otherthanlearningmodelswith differentordering
constraintsaand picking the onewith the highestlikelihood. SeeFigure8(a) for an exampleof a model

learntwithout this constraint.

> o C
(@) (b) (c)

Figure8: (a) A motorbike shapemodellearntusingno orderingconstrainton regionswith hypothesesNote the
large overlappingdistributionsdueto permutation®f nearbyfeatures.The modelis alsoP! slower to learnthat
thosewith orderingconstraintamposed. (b) A motorbike shapemodellearntjust usingthe besthypothesisin
eachframe. A poorlocal maximumhasbeenfound with two partsbeingredundanthaving alow probability of
occurrence(c) The shapemodelobtainedif the an orderingconstrainton the x-coordinatef the hypothesiss
imposed.

3.6 Background model

Sincethe modelis a generatre one, the backgroundmagesare not usedin learningexceptfor one
instance:the appearancenodelhasa distribution in appearancepacemodelingbackgroundeatures.
Estimatingthis from foregrounddataproved inaccurateso the parametersvere estimatedrom a setof

backgroundmagesandnot updatedwithin the EM iteration.

3.7 Final model

In Figure9 we shav a completemodel,from one of the 15 training runson the motorbike dataset.It
is pleasingto seethat a sensiblespatialstructurehasbeenpicked out andthatthe appearanceamples

correspondo distinctive partsof the motorbile. In Figure 10 the appearanceéensityof the modelis
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analyzed.In Figure10(a)the 15 principal component®f appearancareshovn. For easeof viewing,
the basisis shawvn in intensity space having integratedthe original gradientspacebasis. Figure 10(b)
shaws thedistributionin appearancspaceof patchesassignedo eachmodelpartby thebesthypothesis
in animageandfor the remainingbackgroundpatches.For example,considerthe partsof the model
correspondingo thewheelsof themotorbike (the 1st(red)and5th (magentapartsin Figure9). Looking
atthe histogramsn 10(b),we canseethatthe 8th principalcomponents a doughnutshapeandthatthe
red and magentahistogramsare considerablyskewed from the backgroundhistogram,unlike thosefor
othermodelpartsof this descriptor The assumptiorthatthe appearancédatais Gaussiann naturecan
alsobe examinedin Figure10. For the mostpartthe foregrounddatais well approximatedy a single
Gaussiarcomponent.The backgrounddataseemdo follow a Gaussiardistribution aswell. In Figure
10(c) histogramsshav how discriminatve eachpartis. Although mary of the descriptorsare weak
classi ers,they combineto give a strongclassi er. Notice thatthe partscorrespondindo wheelshave
aforegroundhistogramwhich is quite distinctfrom the backgrounchistogram.Otherparts,suchasthe
third one,arenot sodiscriminatie in appearancé)aving foregroundandbackgroundlistributionsthat

overlapconsiderablylnsteadthis partmay contritutein the shapeermto the model.

Part 1 - Det: 2x10-2 5

Part 3 « Det: 6x10-21

roo) O 0.42

®0.87 @0.9

Part 5 « Det: 2x10-2 6

(@) (b)

Figure9: A completemodel: (a) Top: Shapedensitysuperimposeen animageof a motorbilke. The ellipses
representhe covarianceof eachpart (the inter-part covariancetermscannoteasilybe shavn) andthe probability

of eachpartbeingpresents shavn just to theright of the mean. Bottom: Relatve scaledensities.(b) Samples
belongingto eachpart (i.e. from the besthypothesisin a trainingimage)which are closestto the meanof the

appearancéensity The colourscorrespondo the coloursin (a). The determinanbf eachappearancdensityis

givento provide anideaof therelative tightnessf eachparts' density

23



Part1 Part2 Part3 Part 4 Part5 Part 6
73 79 5 572 o4 04 92.7%

0.1f
0.05}
0
0.1f
0.05}
0 L

40 30 20 10 0 10

0.1}
0.05}
0 n

40 30 20 10 0 10

84.2%
01f
0.05}
0 I 4“\ S—
0 3 20 10 0 10
93%
0.1
0.05 Il||I||||
0
- 0 3 20 10 0 10
A O e O 82.9%
?1.7 535 503 5 50.4 528
ey W Wy A A 0.1
0.05
5|0 5 55{ 51 ?2 523 0 ~ ‘ pa—1 B
DY W N VN N S R TR T
(b) (©)

Figure10: A breakdevn of theappearanceermin the motorbike modelof Figure9. (a) The 15 principalcompo-
nentsof the PCA basis. (b) Histogramsof the backgroundin black) andforegrounddata(coloured)for eachof
the15descriptorgrows)for eachof the6 modelparts(columns).Superimposednthe histogramss the Gaussian
tted in thelearningprocedure.The backgrounchistogramis producedby consideringall regionsfound by the
featuredetectorfrom the backgrounddataset.The foregroundhistogramis producedby consideringthe regions
assignedo the besthypothesisof eachimagein thetrainingset. The numberabove eachhistogramgivesthetrue
positive detectionrate (in %) at the point of equalfalsepositive andfalsenegative errorson ROC curve between
theforegroundandbackgrounchistogramdor the particularpart/descriptqrso giving a measuref how discrim-
inative it is. (c) Shaw thelikelihoodhistogramsf boththe backgrounddataandthe foregrounddata(asusedin
(b)) underthedensityfor eachmodelpart. Thetitle of eachplot givesthetruedetectiorratefor the ROC curve (at
pointof equalerror)betweerthe two histogramssogiving ameasuref discriminationfor eachpartoverall.

4 Recognition

The recognitionprocesss very similar in natureto learning. For queryimage,t, recognitionproceeds

by rst detectingfeaturesgiving X' andS'. Thesefeaturesare processedn sameway asin learning,
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giving A.

OnceXt, At andS! have beenobtainedve thencomputethelik elihoodratio using(1). To determine
if anobjectis in theimage,we should,accordingto (2) sumover all hypothesesHowever, in practice
thebestresultsareobtainedby just selectinghebestone,sincethebackgroundmagedypically contain
mary low-scoringhypotheseswhichif combinedcangive afalsealarm.Thelikelihoodratio,assuming
we take the ratio of the priorsin (1) to be 1, is the sameasthe ratio of posteriors,R. This is then
comparedo athresholdto make the objectpresent/absemtecision. This thresholdis determinedrom
thetrainingsetto give the desiredbalancebetweerfalsepositivesandfalsenggatives.

If we wish to localizethe objectwithin theimage,the besthypothesiss foundanda boundingbox
aroundit formedatits location. We thensumover all hypothesesvhich arewithin this box. If thetotal
is greaterthanthe thresholdthenan instanceof the objectis placedat the centroidof the box andall
featureswithin thebox aredeleted.The next besthypothesidss thenfoundandthe processepeatedintil
the sumof hypothesesvithin the box falls below the threshold.This procedureallows the localization
of multiple objectinstancesvithin theimage.

The sameefcient searchmethodsdescribedn section3.4 are usedin the recognitionprocesso

nd thesinglebesthypothesis.However, recognitionis fasterasthe covariancesaretight (ascompared
with theinitial valuesin thelearningprocessyothe vastmajority of hypothesesnay safelybeignored.
However thelarge N andP meanthe processstill takesaround2-3 secondgerimageto performthe

searchjn additionto the 10 seconds/imageeededo extractthefeatures.

5 Results

A varietyof experimentsarecarriedouton a numberof differentdatasetsgachonebeingadifferentcat-
egory. Sincethemodelonly handlesa singleviewpoint, the datasetsonsistof imagegshatare ipped so
thatall instancedacein a similar direction,althoughthereis still variability in locationandscalewithin
theimages.Additional experimentsare performedwhich areof aninvestigative nature to elucidatethe
propertieof our modelandincludebaselinenethods.

For eachexperiment,the datasetresplit randomlyinto two separatesetsof equalsize. The model

is thentrainedon the rst andtestedon the second.In recognitionthe modelsaretestedin bothclassi-
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Figure11: (a) The motorbike modelfrom Fig. 9 evaluatinga setof queryimages. The pink dots are features
foundon eachimageandthe colouredcirclesindicatethe featuresf the besthypothesidn theimage.The sizeof
thecirclesindicatesthe scaleof feature. The outcomeof the classi cationis marked above eachimage,incorrect
classi cationsbeinghighlightedin red. (b) Themodelevaluatinggueryimagesconsistingof scenesroundCaltech
—thenegative testset.

cation andlocalisationroles.

In classi cation, wherethe taskis to determinethe presenceor absceneof the objectwithin the
image the performances evaluatedby plotting recever-operatingcharacteristiROC) curves. To ease
comparisonsve usea singlepointonthecurve to summarizets performancenamelythe point of equal
error (i.e. p(True positve)=1-p(Rlsepositive)) whentestingagainstone of two backgrounddatasets.
For examplea gure of 9% meanghat91%of theforegroundimagesarecorrectlyclassi ed but 9% of
thebackgroundmageswereincorrectlyclassi ed (i.e. thoughtto be foreground). While the numberof
foregroundtestimagesvaried betweenexperiments dependingon the numberof imagesavailable for
eachcatgyory, theforegroundandbackgroundetsarealwaysof equalsize.

In localisation,wherethe taskis to placea boundingbox aroundthe objectwithin the image,the
performances evaluatedusingrecall-precisiorcurves (RPCY , sincethe conceptof a true negative is
lessclearin this application. To be considereda correctdetection the areaof overlap,a, betweerthe

estimatedboundingbox B andthe groundtruth boundingbox, B4 mustexceed0:5 accordingto the

2Recallis de ned asthe numberof true positivesover total positivesin the dataset,andprecisionis the numberof true
positivesover the sumof falsepositivesandtrue positives.
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criterion:

- ot
When evaluatingthe UIUC datasetwe adoptthe samecriterion asusedin [2]. The experimentsuse
identicalparametergor all categyories. Imageswerescaledto 300 pixelsin width, regionsextractedat
scalesbetweenl0and30 pixelsin radius. The gradient-base®CA with additionalenegy andresidual
termsis usedwith parametersk = 21,1 = 15. InlearningweuseP = 6andN = 20. N wasincreased

to 30in recognition.

5.1 Datasets

Six diversedatasetsvereusedin the experiments:motorbilkes,airplanesspottedcats,facescars(rear)
and cars(side). Examplesfrom thesedatasetxan be seenin Figure 1. The datasetof motorbikes,
airplanesgcars(rear),facesandclutteredscenesaroundCaltech(usedasthe negative testset)areavail-
ablefrom our websiteq11]. Two additionalbackgrounddatasetsvereused.The rst is collectedfrom
Googles imagesearchusingthe keyword “things”, resultingin a highly diversecollectionof images.
The secondis a setof emptyroad scenedor useasa realistic backgroundestsetfor the cars(rear)
datasetThecars(side)datasets the UIUC datasefl]. Thespottedcatdatasetpbtainedrom the Corel
databaseis only 100imagesoriginally, so another100 were addedby re ecting the original images,
making200in total. Amongstthe datasetspnly the motorbikes,airplanesandcars(rear)containedary
meaningfulscalevariation. All imagesrom thedatasetsreconvertedto grayscaleascolouris notused

in our experiments.Table2 givesthe sizeof training setusedfor eachdatasetn the experiments.

5.2 Experiments

Figures12-14 shov modelsandtestimageswith a mix of correctandincorrectclassi cationsfor four
of thedatasetsNoticehow eachmodelcapturegheessenceheit in appearancer shapeor both, of the
object. The faceand motorbile datasethave tight shapemodels,but someof the partshave a highly
variableappearancefor thesepartsary featurein thatlocationwill do regardlessof whatit lookslike
(hencethe probability of detectionis 1). Corversely the spottedcat datasehasa looseshapemodel,

but a highly distinctive appearancéor eachpatch.In thisinstancethe modelis justlooking for patches
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of spottyfur, regardlessof their location. The differing natureof theseexamplesillustratethe e xible
natureof themodel.

Themajority of errorsarearesultof theobjectreceving insufcient coveragerom thefeaturedetec-
tor. Thishappengor anumberof reasonsOnepossibilityis that,whenathresholds imposedonN (for
the sale of speed)mary featuresontheobjectareremoved. Alternatively, thefeaturedetectorseemdo
performbadlywhentheobjectis muchdarkerthanthe backgroundqseeexamplesn Figurel12). Finally,
theclusteringof salientpointsinto featureswithin thefeaturedetectoyis somavhattemperamentand

canresultin partsof the objectbeing missed. Table 3 shavs a confusiontable betweenthe different

| Dataset | Totalsizeof datasef (a) | (b) | (c) |

Motorbikes 800 33| 33| 6.0
Faces 435 10.6| 8.3 | 10.1
Airplanes 800 6.7 | 6.3 | 6.5
SpottedCats 200 12.0| 11.0| 11.0
Cars(Rear) 800 12.3| 9.2 | 9.3

Table2: Classi cationresultson ve datasets(a) is the errorrate(%)at the point of equal-erroion anROC curve
for a scale-ariantmodel,testingagainstthe Caltechbackgroundiatasetwith the exceptionof Cars(rear)which
usesemptyroad scenesasthe backgroundestset). (b) is the sameas(a) exceptthat a scale-ivariantmodelis
used.(c) isthesameas(b), exceptthatthe Googlebackgroundlatasetvasusedin testing.

catgyories,usingthe modelsevaluatedin Table2. Despitebeinginherentlygeneratre, the modelscan
distinguishbetweenthe catgorieswell. The carsrearmodelseemdo be somavhat weak,with mary

carimagesbeingclaimedby theairplanemodel.

Recogniseaatayory
Queryimage | A C|F]|] s | M
(A)irplane || 88.8| 6.0 | 0.3 0.7 4.2
(C)ars(Rear) || 19.7| 67.0| 0.8 3.3 9.2
(F)ace 28| 14 |86.2| 23 7.3
(S)pottedCats|| 3.0 | 1.0 | 3.0 | 76.0 | 17.0
(M)otorbike || 1.3 | 0.0 | 0.0 1.0 |97.7

Table 3: Confusiontable betweenthe four cateyories. Eachrow givesa breakdevn of how a queryimageof a
givencatayory s classi ed (in %). No clutterdatasetvasused ratherimagesbelongingto eachcatejory actedas
negative examplesfor modelstrainedfor the othercateyories. The optimumwould be 100%on the diagonalwith
zeroelsavhere.

Detectionperformancenthe ve datasetareshavnin Figurel6. The predictedooundingboxwas

producedoy takingthe boundingbox aroundthe regionsof the besthypothesisandthenenlaging it by

28



Correct Correct Correct Correct

2l ° °
9
-1.5 ° e
8o0q’, °°
o 1 Correct Correct
Al 00 o e ©
A oo
AIIE
° ®°, e 0% ©
y Correct Correct Correct INCORRECT Correct
L) e L)
: : s : ‘ Y '. °% 0 g :;,‘ ° ;@'
K q o of L]
Part1+ Det: 8x10+28 . L& g 2N ‘i‘l’a ° i <. °o o
°°0Q°°° % ° o°. ° 00’ o °°'°’oo
Partz s bet 6x1029 Correct INCORRECT Correct INCORRECT Correct
® ° [y @ °
Part 3+ Det: 6x10+26 3 D ) \ (] s A0
° & é \oJ o8 O -
° ° L :o°‘° @o" o° o © ® o
Correct Correct Correct Correct Correct
Part 5 « Det: 6x10+28 = °
) Yoo
\F, 3 A
P .- o X 2)
o, ° ° Y
114 o # 8 ) 0 990
Figurel2: A typical facemodelwith 6 partswith amix of correctandincorrectdetections.
INCORRECT Correct Correct Correct
RN @“;
) N4 C)
0 °o o
° 6 °
°
+ 1 1
/ 1 Correct Correct Correct
ot ° o ° °
e ° -
& 10
151 e °O )
° ®_ o
A 4 ° o C°
* %%
Part1 Det: 2e 32 Correct Correct Correct

Part2 Det: 1e 32

Part 3 Det: 6e 34

Correct

Part5 Det: 3e 34

Figure 13: A typical spottedcat modelwith 6 parts. Note the loose shapemodelbut distinctive “spottedfur”

appearance.

20



15

05 |

05F

15

251

Part 1

Det: 2e 29

art 2 Det: 7e 29

Part 3

Det: 2e 30

Part 5 Det: 4e 30

Correct

© 0o ©
°

Correct Correct

Correct

" Qo

Correct

© 0, 0o
Correct
SIS
o @1.3
Correct

Vg0 e

INCORRECT

¥,

@ oo°¢u¢ :%

Figurel4: A typical airplanemodelwith 6 parts. The long horizontalstructureof the fuselagéds capturecby the

shapemodel.

Det: 6e 26

Part2 Det: 2e 29

Det: 1e 30

Det: 3e 29

Correct
o (]

Vi

INCORRECT

A%

@ °

Correct Correct
~00.° ,® a.,
INCORRECT Correct
o,o° ”@ @ a &
: @1
5 9
1o+ U
Correg] Correct
)
°¢°' °°°o‘ Qﬁ ﬂ°° o
° | Sod
g @@ °‘°o ° oo ’
°
Correct INCORRECT
og, 0%08 ©

Correct
)

Correct

:;oo
°

2
o
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40%sincethe modelrepresentatiotendsto misssomepartsof the object(e.g.thetail of theairplanes).

It wasassumedhata singleinstancewvaspresenin eachframe. Recallprecisioncurvesareplottedfor
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Figure16: Recall-precisiorcurvesevaluatingthe localisationability of the modelsfor eachof the ve datasets.
The x edscalemodelis shovn in blue; the scale-ivariantmodelin red anda crudebaselinein green.With the

exceptionof carsrear the x ed scalemodelpreformsbetterthanthe scale-iwvariantonedueto the lack of scale
variationin thedata.Thetablelists the portionof regionslying within thegroundtruth boundingbox of the object

for eachdatasetThis is acrudemeasurdor thedif culty of eachcategory.

the x ed scalemodel;the scale-ivariantmodelanda crudebaselineusingthe criterionin (19). The
baselineconsistsof assuminghe objectoccupiesthe whole imageandusingthe likelihoodratios for
eachimagefrom the scale-ivariantmodel. Hencethe baselinegivesanindicationof the total areathe
objectsoccupy within the dataset. For example,the motorbikestendto || mostof the frameso the
baselinebeatstwo modelvariants.Anotherbaselinemeasuras givenin Figure16(f) wherewe specify
theportionof regionsinsidethe groundtruth boundingbox of the object. It is interestingo notethatthe
x ed-scalanodelsbeatthe scale-ivariantmodelssincein mary of thedatasetshe scalevariationis not
thatlargeandthescale-ivariantmodelis makingpredictionswithin alargerspace.Theexceptionto this
is the cars(rear) datasetwherethe scalevariationis larger andthe scale-ivariantmodeloutperforms
thescalevariantone.

Using the cars(side) datasetthe ability of the modelto perform multiple-instancdocalizationis

tested.Thetrainingimageswere ipped to facein the samedirection,but the testexamplescontained
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carsof both orientations.Given the symmetryof the object, the right-facingmodelhadlittle problem
picking out left-facingtestexamples. The modelandtestexamplesare shavn in Figure17, while the

recallprecisioncurve comparingo Agarwal andRoth[2] is shavn in Figure25(a).
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Part 5« Det: 1x10+ 11
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Figurel7: TheUIUC Cars(Side)datasetThetaskhereis to localizethe objectinstance(syvithin theimage.On
theleft, we shav the 7 partmodel. On theright, examplesareshavn from thetestset,with correctlocalizations
highlightedin greenwhile falsealarmsareshavn in red.

5.2.1 Baselineexperiments
To putthe performancef themodelin contet, we apply a variety of baselinemethodgo thedatasets:

OrientationhistogramsThegradientof thewholeimagearecomputecandthresholdedo remove
areasof very low gradientmagnitude.An 8 bin histogramis computedof the orientationswithin
thegradientimage,with weightingaccordingo themagnitudeof thegradient.Eachimageis thus
representeds by an 8-vector The classi er consistsof a single Gaussiardensityfor both the
foregroundandbackgroundclass,modelingthe meanandvarianceof the 8 histogrambins. The
parametersf these8 dimensionaldensitiesare estimatedrom the training data. A queryimage
is evaluatedby computingthe likelihoodratio of the images'8-vectorunderthe foregroundand

backgroundsaussiammodels.
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Meanfeature: The arithmeticmeanof A in eachimageis computedgiving a 17-vectorfor each
image.Theclassi er consistof asingleGaussiarmensityfor boththeforegroundandbackground
class. The parameter®f thesel7 dimensionaldensitiesare estimatedrom the training data. A

gueryimageis evaluatedby computingthe likelihood ratio of the images'17-vector underthe
foreground and backgroundGaussiarmodels. This baselinemethodis designedto reveal the

discriminatve power of featuredetectoritself.

PCA: Eachimageis resizedto a 21x21 patch.After appropriatenormalisationit is thenprojected
into a 25 dimensionalPCA basis(precomputedandthe samefor all categories). The classi er
consistf a singleGaussiardensityfor boththe foregroundandbackgroundtlass,modelingthe
coefcients of eachbasisvector The parametersf these25 dimensionabdensitiesareestimated
fromthetrainingdata.A queryimageis evaluatedoy computingthelik elihoodratio of theimages'

25-vectorundertheforegroundandbackgroundsaussiamimodels.

In Figuresl8(a)-(e)we shav ROC curvesfor thethreebaselinemethodsandthe constellatiormodelon
the ve datasetsn a classi cationtask. The high performanceof the baselinemethodsshows thatthe
datasetarenotall thatdif cult. Neverthelessthe constellatiormodelis only beatenn onecase- cars
(rear)- by the PCA baseline.In Figure 18(f) we comparethe performancan a multi-classsettingby
giving the meandiagonalof a confusiontableover the ve cateyoriesfor eachof the approacheswyith

the constellatiormodelbeatingthe baselines.

5.3 Analysisof performance

We look at the modelworking undervariousdifferentconditionssuchasalteringthe numberof model

parts;contaminatinghetrainingdata,andremoving termsfrom the model.
5.3.1 Changingscaleof features

If thescalerangeof thesalieng operatoiis changedthe setof regionsextractedalsochangestesulting
in a differentmodelbeinglearnt. Figure 19 shaws the effects of alteringthe featurescaleon the face
datasetFiguresl9(a)& (b) shav a modelusingregionsextractedusinga handselectedscalerangeof

5-12 pixelsin radius. The modelpicks out the eyesaswell asthe hairline. The standardscalerangeof
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Figure18: ROC curvesof thebaselineexperimentonthe ve dataset$a)—(e). Theredcurveis the constellation
modelwhile the green,blue andmagentacurvesare PCA, the meanfeatureand orientationhistogrambaselines
respectiely. Theconstellatiormodelbeatsthe baselinesn all casesexceptfor the carsreardataset(f) Thetable

givesthemeandiagonalof a confusiontableacrossall ve dataset$or the 4 differentapproaches.

10-30pixelsin radiusresultsin amodelshavn in Figures19(c)& (d). Theeyesarenolongerpickedup
by the model,whichreliesentirely on the hairline. Both the modelshave similar error rateshowever of
8:3% for the genericscalesettingand10:1% for the hand-tunedane.

This illustratesthat while the outputof the featuredetectorvariesdependingon the settingsused,
the ability of thelearningalgorithmto nd consisteng within whateser featuresetit is givenmakesthe

algorithmasawholelesssensitve to the performancef the featuredetector

5.3.2 Feature Representation

We now investicate differentmethodsof representinghe appearancef the regionswithin animage.

In Section5.2we useda 15 dimensionafgradient-base®CA approachwith two additionaldimensions
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Figure19: (a) & (b): A facemodeltrainedon imageswherethe featurescalehasbeenhand-tuned.The model
capturesboth the hairline and eyes of the face. (c) & (d): A facemodeltrainedon regions extractedusing a
genericfeaturescale(asusedin the experimentf Section5.2. The de-tunedeaturedetectomo longerpicksout
distinctive featuressuchasthe eyes. Comparingthe determinant®f the partsin eachmodelreveal thatthetuned
modelhastighterappearancdensities.

capturing(i) the enegy of the gradientsn theregionsand(ii) the residualbetweenrthe original region
andthe pointin PCA space.The 2nd columnof Table4 shaws the classi cationerrorratesfor the ve
datasetslf thetwo extra dimensionsareremoved from the representatiorthenthe errorratesincrease
slightly, asseenin the 3rd columnof Table4. Fegusetal. [14] useda 15 dimensionaintensitybased
PCA representationilts performances comparedo thetwo gradientbased®CA approaches the4th
columnof Table4. HereagenericPCA basisusedfor all categyories,asopposedo thepercategory PCA

basisof [14].
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| Dataset | GradientPCA15+2 | GradientPCA15 | IntensityPCA15 |

Motorbikes 3.3 7.5 9.5
Faces 8.3 13.3 10.1
Airplanes 6.3 8.0 6.8
SpottedCats 11.0 11.0 13.5
Cars(Rear) 8.8 11.5 7.8

Table4: Classi cationresultson ve datasets$or threedifferentrepresentations.

5.3.3 Number of parts in model

The numberof partswithin the modelmustbe choserbeforehandindhasan exponentialeffect on the
learningtime, despitetheuseof ef cient searchmethods Clearly, morepartsgivesmorecoverageof the
object,but it makesthe modelslower to learnandintroducesover- tting problemsdueto theincreased
numbersof parametersFigure 20 shavs thatthereis little improvementbetweenP = 6 andP = 7.
If it werepossibleto investigatebeyondP = 7, no doubtthe errorratewould startto increasedueto

over tting.
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Figure20: Theeffect of thenumberof parts,P, in themodelversuserrorratefor the ve datasets.

5.3.4 Contribution of the different modelterms

Figure21 shaws contritution of the shapeandappearanceéermsto the performancef the model. The
gure shavs ROC curvesevaluatingclassi cationperformanceand RPCevaluatinglocalisationon the
six datasetsA singlemodelwaslearntfor eachcateyory, usinga completemodelwith both shapeand

appearanceyhile in recognition threedifferentforms of the modelwereused:(i) the completemodel,
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(i) thecompletemodel,but ignoringthe appearanceermand(iii) thecompletemodel,butignoringthe
shapderm. Acrossall six datasetst is noticeabldhattheappearanceermappearso bemoreimportant
thanthe shapefor classi cation. Only in the caseof airplanesdid the shape-onlynodelperformwell.
Indeed,for cars(rear)the removal of the shapeterm actuallyimprovesthe performanceslightly. This
is dueto the orderingconstraintimposedon the shapewhich in this casemay be removing the best
hypothesidrom eachframe. However, whenthetaskis localisation the shape-onlynodeloutperforms
theappearancenly one.In somecaseghedifferenceis dramatice.g.airplanesandcars(side).
Whenlearningwas performedwith degradedmodels,the useof the appearanceomponentlone
produceda modelwith a performancecloseto that of the full model. However, whenusingonly the
shapecomponentthe modelsfrequentlydid not corverge to a meaningfulmodel, resultingin chance

level classi cationperformance.
5.3.5 Over-®tting

Thelarge numberof parametere the model,asshavn in table1, meanghatalarge numberof images
areneededn trainingto avoid over- tting thetrainingdata.Figure22 shavs thataround250imagesare
neededn training for the modelto generalizawell. Surprisingly a relatively smallnumberof training
examplesis sufcient for the in-sampleerror and out-of-sampleerror curvesto corverge. The useof
priorsin learningcandramaticallyreducethe training requiremenbn the numberof images,down to
just a handfulor even one. SeeFei-Feiet al. [9] for a Bayesianextensionto the constellationmodel,

incorporatingsuchpriorsin learning.
5.3.6 Contamination of the training set

Collectinghundred®f imagesof agivencateyory of sufcient qualityis alaborioustime-consumingob.
Beingableto learnfrom datasetsvheresomeof theimagesconsistonly of clutteror areof insufcient
qualityis ausefulpropertysinceit simpli es thetaskof building atrainingset.In Figure23we shawv the
resultsof deliberatelyintroducingbackgroundmagesinto a training set. It is pleasingto notethatfor
mostof the datasetsthedropin performances smallevenwith 50% backgroundmagesn thetraining
set. Themodelhandleshislevel of contaminatiorby interpretingthe backgroundmagesasoneswhere

all the modelpartsareoccluded.Notice thatthe graphbottomsout at around20%—-30%correctwhen
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Figure21: ROC andRPCcurvesfor 6 differentdatasetsThe effectsof removing the shapeor appearanceerms
areshavn. The modelsrely heavily on appearancen a classi cationtask (1stand3rd rows). In detection,by

contrastthe shapeds moreimportantthanappearancé€ndand4th rows).
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Figure22: (a)-(d) Thetraining (red) andtest(blue dot-dashedgrrorsversushe numberof trainingimagesfor the
motorbike datasewith modelshaving (a) 3 parts,(b) 4 parts,(c) 5 parts,(d) 6 parts. Note the log scaleon the
x-axis. The curvescorvergeto the Bayes'erroroncethe numberof trainingimagesis 256. The errorbarsshov
two standardleviationson performancecomputedrom 10 runsfor 2—64trainingimagesand5 runsfor 128-400

images.

thetrainingsetis entirelybackgroundmageswhile onewould have expectedb0%correct. Thisimplies
thatthe backgroundmagescontainsomestructurethatis beinglearntby the model,implying thatour
assumptionsboutthe natureof the backgroundare not strictly true. In [12], the problemof learning

from contaminatediatais investigatedin moredepth.
5.3.7 Sampling from the model
Sinceour modelsaregeneratre in naturewe cansamplefrom them. However, we arenot ableto di-

rectly samplebackinto pixel-spacesincethe useof PCA for appearancentroducesa non-probabilistic
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exceptionof the leoparddatasetgvenwith a 50-50mix of imageswith/without objects the resultingmodelerror
hasonly increasedy a smallmargin, comparedo trainingon uncontaminatedata.
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Figure24: (a) & (b) Two samplegiravn from amotorbike model.(c) & (d) Two samplesiravn from facemodels.

stumblingblock. While we areableto drav sampleswithin the PCA-spacethereexists a mary-to-one
mappingfrom patch-spaceto the PCA-space Additionally, the normalizationof the patchintroduces
a similar mary-to-onemappingproblem. However, we canuseone of two approximations:(i) Draw
a samplefrom the appearanceéensityand nd the closestdatapoint from all imagesanduseits corre-
spondingpixel patchor (ii) Formthepatchdirectlyfromit'scoordinatesn thek dimensionaPCA-space,
assuminghatall 121 k coefcients arezero.Notethatthiswill give a patchthatis still normalized.In

Figure 24 we shov samplegdravn usingmethod(i) above.

5.4 Comparisonwith other methods

We now compareour algorithmto a variety of differentapproaches bothclassi cationanddetection

tasks.In thetablein Figure25 we shaw resultson the samedatasetgwith identicaltrainingandtesting
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images)for the following algorithms:an earlierincarnationof the constellationrmodelby Weberet al.
[43,40]; theregion-basedliscriminatve SVM-basednethodof Opeltetal. [31]; thebag-of-wordspLSA
approaclhof Sivic etal. [35] andthe Houghspacevoting schemeof Leibeetal. [25]. Thetablealsolists
thesupervisiorrequiredin training. The performancef the modelcanbe seento be comparableo the
otherapproachedeatingtheothermethodsn themajority of casesAlthoughthemethodof Leibeetal.
[25] achieresbetterperformanceit requiresthe manualsegmentatiorof the objectswithin thetraining
imagesandhasonly beenappliedto a subsebf the cateyories.

Figure25shavs arecall-precisiorcurve comparinghealgorithmto Agarwal andRoth[2], with our
algorithmshawing a distinctimprovement.The superiomperformancef Leibeetal. [25] onthis dataset

may be explainedby the useof a validationschemen their approachwhich helpsto eliminatefalse

positves.
Method Ours | Weber[43,40] | Opelt[31] | Sivic [35] | Leibe[25]
Supervision | | | N 1,S
Motorbikes || 3.3 16.0 7.8 15.4 6.0
Faces 8.3 6.0 6.5 5.3 -
Airplanes 6.3 32.0 111 3.4
SpottedCats| 11.0 - - - -
CarsRear 8.8 - 8.9 21.4 6.1
CarsSide 115 - 17.0 - 3.0

Figure25: Comparisorio othermethodq2, 25,31, 35, 40, 43]. Thediagramontheleft shavsthe RPCfor [2] and
ouralgorithmonthecars(side)datasetOntheright thetablegivesROC equalerrorrates(exceptfor the car(side)
datasetvhereit is arecall-precisiorequalerror) on a numberof datasetsThe secondow shows the supervision
requiredin training for eachmethod: N - None; | - Imagelabelsand ipping to give consistentiewpoint; S -

Objectsegmentation.

6 Conclusionsand Further work

We have proposedanimproved learningschemefor the “constellationmodel’ which is scale-ivariant
and where shapeand appearanceare learnt simultaneously We testedan implementationof sucha
schemen six diversedatasets\We nd thatlearningis robustwith respecto clutter, scalevariationand
inter-objectvariability. Givenexemplarsof a similar pose,no futher humaninterventionis requiredto
segment,normalizeor otherwisepreprocesshetrainingdata.

We have comparedlirectlyto the previouswork ontheconstellatiormodelof Weberetal. andshovn
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animprovementin performancgseeFigure25). We feel thatthe key improvementis thatappearance
and shapeare learntsimultaneouslygiving a cleanerlearningschemethat avoids the relianceof rst
obtaininga goodappearancenodelbeforethe shapecanbe learnt. In the schemeof Weberetal. , the
clusteringprocedureo form a codeboolkof possiblyusefulfeatureds avital step.Examinationof cases
wheretheapproacHails revealsthatthe codebookconsistof alarge numberof genericfeaturessuchas
orientatecedgeswhich arenot discriminatve.

We have alsocomparedo a wide variety of otherapproacheandbaselinemethodsandshavn the
our approactcomparegavorablywith them. Thebaselinenethodsevealthelimitationsof our datasets
andthereforeharderdatasetshouldbe adopted.

We nd thatwhenour algorithmfails to detectthe presenceof an object,the mostfrequentcause
of this false-rejecerroris thataninsufcient numberof featuresveredetectedy thefront-endfeature
nder. It is clearthatbetterfeature nders aswell asa morediversearrayof featureqe.g.sectionsof

contours)shouldbe employed.

Otherobsenations: (a) the systemworkswell bothon arti cial (cars,planesmotorg/cles)andnat-
ural (faces,catsilata; (b) while this paperusesmary cateories, it is clearthatnonv we needto push
forward with experimentsnvolving hundredsf cateyories;(c) colourwasnot exploited andfor some
catgyoriesthis may beimportant;(d) for classi cation,the appearancef partsseemsanoreusefulthan
their relative location,thereforesomesimpli cation of the shapeterm might reducethe computational
compleity of bothlearningandrecognitionaswell asreducingthe numberof parametergn the model
(see[6, 13] for aninvestigation of this point); (e) we have madea numberof designchoices(size of
patchesGaussiardistributions,parameterizationstc.) which wereguidedby commonsenseandneed
to bevalidatedexperimentally;(f) we nd thatour methodis parsimoniousn the numberof trainingex-
ampleghatareneededo trainamodelof agivencompleity. However, it would beclearlyadvantageous
to furtherreducethis number9].

A seriousdravback of the currentapproachs thatit is limited to a single viewpoint. Extensions
to multiple views would be an importantadditionto the model. One approachs to usea mixture of
constellationmodelsin the mannerof Weberet al. [41], eachmixture componenthandlinga separate

view.
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Thereare two other areaswhereimprovementswill be very bene cial. The rst is in a further
generalizatiorof the model structureto have a multi-modal appearancelensity with a single shape
distribution. This will allow morecomplex appearancet® be representedior examplefaceswith and
without sunglasses.Second,we have built in scale-ivariance,but greaterinvarianceshouldalso be
possible Thiswould enabldearningandrecognitionfrom imageswith muchlargerviewpointvariation.

For example,similarity invariancecanbe achievedin recognitionby searchingver rotations.
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