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Abstract

This paper presentgprogresstoward an integrated, ro-
bust, real-time face detectionand demayraphic analysis
system Facesare detectedand extractedusingthe fastal-
gorithm recentlyproposedby Viola and Jornes[16]. De-
tectedfacesare passedo a demgraphicsclassi er which
usesthe samearchitectuie asthe facedetector Thisdemo-
graphic classi er is extremelyfast,anddelivers error rates
slightly betterthan the bestknawn classi ers. To courter
the uncorstrained and noisy sensingervironment, demo-
graphic informationis integrated acrosstime for ead in-
dividual. Theefore, the nal demgraphic classi cation
comhnesestimategrom manyfacial detectios in orderto
reduceerror rate The entire systemprocessed 0 frames
per seconcon an 800MHz Intel PIII.

1 Intr oduction

Sunwillance applicatiors presentan extreme challeng
for thedesignes of vision algoiithms. In mary casedight-
ing is poa and cameas distant. Nevertheless thereis a
clearneedfor systemswhich canrecad the arrival of peo-
ple anddivide theminto demaraphc classes.This paper
descrilesasystemwhichautomaically detect§acestracks
themacrosdime, andclassi esthemaseithermale/femée
andasian/norasian(seeFigure2 and1). Eachof thecom-
porentsof this systemhasbeentestedon a dif cult dataset
of facesfrom the world wide weh The overall systemhas
beentestedon video datarecaded on a handheld video
cameain avarietyof of ce environmerns.

This uni ed systemis designedto work online andin
real-time. Facesareextractedusingthealgoritim described
in [16], which opeatesat 15 framesper second. Detec-
tionsaretracked acrasstime usinga techrique reminiscen
of particle Itering [7]. Detectedfacesare classi ed di-
rectly, without alignmentor recti cation, by anef cient de-
mogaphicsclassi er.
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Figure 1. Two detectedfacesandthe associatedjender
(Male/Female)and ethnicity (Asian/Non-asiangstimates.
Following thelabelis the classi®catiorcon®dence.

The centralcontritution of this pager is a demogaphic
classi cationschemavhichis speci cally desigredto work
in this real-timeand real-world context. One key differ-
encefrom previous work is the dif culty of thetask,since
facesareextractedfrom unmnstrainedvideowhich canbe
of poa quality. Suchfacesarerarely competely frontal,
areweaklyaligned,andhave extrene variatinsin lighting
andimagequality. The bestpulishedtechnigie for gen-
derclassi cationis anSVM, whichwhentestedonrecti ed
FERETdatayieldsanerra rateof 3%(8, 10]. Whentrained
andtestedbnasetof facegletectedy oursystemtheSVM
systemyields an errorrate of 23% andrequres over 3000
suppet vectas (muchof the increasecanbe attributedto
the lack of recti cation). In contrastour apprachyields
a classi er which attains22% error andis apprximately
1000 timesfasterto evaluate

The structue of the demogaphicsclassi er is a perce-
tron constructedrom simple localizedfeatures.Learring
andfeatue selectionis performedusing a variart of Ad-
abogst. This processautomaticly identi es regions of the
facewhoserelative luminancecharactestics provide infor-
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Figure 2. Sevenexamplesof gende classi®cation Furthermoreall thesefaceswverelabeledas'non-asian'. Obsere the dif®cult
conditiors: non-frontalposesjn-planerotations,andvariedillumination, all encownteredin thisimage.

mationfor detectionor classi cation. Unlike mostexisting
systemswe do not require full facialtemplatesor explicit
appearancenocels (AAMs) basedn shapeandtexture.

A key distinguisling aspecbf our work is the ability to
perform analysison unaligred faces. We forgo alignmen
for two reasonsyohustnessandef ciency. Alignmert re-
quiresthe autonatic extraction of facialfeatues,a process
which is not entirely robust in the presenceof signi cant
pose,lighting, and quality vaiiation. Alignmert also re-
quiressigni cant time, sincethefeatuesmust rst befound
andthenthefaceneedso becropped,transfomed,andre-
sampled To our knowledgetherearefew if ary systems
which knaowingly attempttaskssuchasgendr or ethnicity
classi cationonimageswith no precisealignment.

Anotherkey aspecbf thiswork is thatbothdetectiorand
classi cationareencanpassedn oneframework. In other
words, the samearchitectue but differert featuresareauto-
matically derived for eachtask, without making any prior
assumptiosonwhatparticdar featuresshouldbeusedand
thenunber(dimersionality) thatis necessary

1.1 FaceDetection

Facedetectim hasa long andrich history (seefor ex-
amplethesuney onfacedetectiorby [19]). Sincethesame
archtectureis usedbothfor facedetectioranddemayraphc
classi cation, key aspect®f thetechniqie arereviewedin
Section2.

Key competitorsto thefacedetectionapprachof Viola
andJonesncludeaneurl network systemby Rowley et. al.
anda Bayesiansystemby SchneidemanandKanack [11,
13]. While the neuralnetwork systemis widely consicered
to be the fastestprevious system,the Viola-Jores system
is slightly moreaccuate andtentimesfaster Thowh the
Bayesiarsystemhasthe highestrepoted detectiorrates,it
is by farthe slowestof thethree.

One pradical advartage of usingthe archtecture pro-
posedby Viola andJoneshothfor detectionandclassi ca-
tion, is thatmary pre-pocessingandbodkeepng calcula-
tionscanbeshared.

1.2 GenderClassi®cation

In the early 1990s various neurd network techriques
were employed for classifying the gende of a (frontal)
face. Gollomb Lawrenceand Sejnavski traineda fully
conrectedtwo-laye neuralnetwork, SEXNET, to identify
gencerfrom 30-by-30humanfaceimaged5]. Theirexperi-
mentsonasetof 90 phaos(45malesand45femalesshov
anaverageerra rateof 8.1% comparedto anaverag error
rate of 116% from a studyof ve human subjects. Cot-
trell andMetcalfealsoappliedneual networks for emotion
andgerderrecogtition [3]. Thedimensiomlity of a setof
160 64-by-64 faceimagesis redued from 40% to 40 via
an autoerodernetwork. Thesevectorsarethengiven as
inputs to another onelayernetwork for trainingandrecay-
nition. Their experimentson genderclassi cation report
perfect results.BrunelliandPoggio[1] developedHypaBF
networks for gencer classi cationin which two compéing
RBF networks, onefor maleandthe otheronefor female,
aretrainedusing 16 geomdric features (e.g, pupil to eye-
brow separationeyebrav thickness,andnosewidth) asin-
puts. The resultson a datasetof 168 images(21 males
and?21 females)shav anaverage errorrateof 21%. Simi-
lar to the method by Golomb[5] andCottrell [3], Tamura
etal. [14] appliedmultilayer neurl networks to classify
gencer from faceimagesof multiple resolutios (from 32-
by-32 to 16-by-16 and8-by-8 pixels). Theirexperimentson
30testimagesshaw thattheir network is ableto deternine
gencer from faceimages of 8-by-8 pixels with an average
error rate of 7%. Insteadof using a rasterscanvecta of
gray levels to representa faceimage, Wiskott et al. [18]



usedlabeledgraghs of two-dimersional views to descrile

faces. The nodesare labeledwith jets which is a special
classof local templatescomputed on the basisof wavelet
transfam, andthe edgesare labeledwith distancevectas

similarto geoméric featuredn [2]. They usea smallsetof

cortrolled modelgraphsof malesandfemalesto encoa the

gereralfaceknowledge.lt repesentghe faceimagespace
andis usedto geneategraphsof new facesby elasticgraph
matchirg. For eachnew face,a compsitefaceresembling
theorigind oneis corstructedusingthenodesin themockl

graghs. If themajority of thenodesin the compsitegraph
aretakenfrom femalemockls, it is believed thefaceimage
have the samegender The error rate of their experiments
on a gallery of 112 faceimagesis 9.8%. RecentlyGutta,
WechslerandPhillips [6] proposeda hybrid metha which

corsistsof ensemblef neual networks (RBFs)andinduc-
tive decisiontreeswith Quinlan's C4.5algorittm. Experi-
mentalresultson a subsebf FERETimagesof 384-by-256

(which werethenmanually locatedandnormalizel to 64-

by-72pixels)resultedn anaverage errorrate4%for gender
classi cation.

In Moghaddam & Yang [8] 256by-384 FERET
“mugshots”were pre-gpocessedand subsampledo 21-by-
12 pixelsfor very low-resoldion expetiments. They useda
totalof 1,755 (1044 malesand711femalesfFERETimages
with a5-fold CrossValidationevaluationmethoalogy. The
besterrorraterepated was 3.4% using nonlinear Suppot
VectorMachines.

1.3 Ethnicity Classi®cation

Thereappeardo be very little prior work in the area
of facial ethnidty classi cation. Oftenit is simply an af-
terthaightexperimentcorductedusingonesrepresetation
for facerecoqition. Therearecertainlyfew if ary statis-
tically signi cant studiesthat have addressedhis prablem
on the samescaleasthat of facerecogition (ie. O(103))
individuals. Oneexanpleis Guttaetal. [6] with the hybrid
RBF/decision-tre Usingasimilararchitectue with Quin-
lan's C4.5algoiithm they wereableto achie/e a 6% error
in ethricity classi cation(consistingof four ethnicgrops:
Asian,Oriental,CaucasianAfrican).

Of course,catgyorization into thesefour groys is at
times someavhat arbitrary and ambigwus (for exanple,
from the pager the major distinctiors between“Oriental”
and“Asian” arenot clear). Insteadwe considera simpler
and a someavhat more well-de ned binary categorization
into Asianandnon-Asian.

2 Methodology

In recentwork Viola and Joneshave preseted an ef -
cientframework for facedetectian [16]. Threenew insights
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Figure 3. Examplerectangle®ltersshavn relative to the
enclosiry detectionwindow. The sumof the pixels which
lie within the white rectanglesaresubtractedrom the sum
of pixelsin thegrayrectangles.

wherepresented(i) a new setof imagefeatueswhich are
bothef cient andeffective for faceanalysis, (i) anew fea-
ture selectionalgaithm basedon Adatoost,and(iii) acas-
cadedarchitectue for learninganddetectionvhichacceler
atesperformane signi cantly. In this papemwe adopt both
the imagefeaturesand the Adabmst processfor learring
andfeatureselection.

2.1 Filters and Features

Following [16] imagefeatuesarecalledRectante Fea-
turesandarereminisceh of Harr basisfunctions ( see[9]
for the useof Harr basisfunctionsin pedestriardetection.
Eachrectamgle featue, h; () is binary thresholdfundion
constrictedfrom athreshéd ; andarectande lter f;()
whichis alinearfunction of theimage:

_ 1 iffj(x)>
hy (x) = 0 othjerwise J

Therearethreetypesof rectange Iters. Thevalue of
atwo-rectangle lter is the differencebetweerthe sumof
the pixelswithin two rectanglar regions. Theregionshave
the samesize and shapeand are horizantally or vertically
adjacen (seeFigure 3 A andB). A three-ectande lter
computesthe sumwithin two outsiderectanglesubtracted
from the sumin a centerrectande (seeC). Finally a four-
rectande Iter comptesthe differencebetweendiagmal
pairsof rectandes (seeD).

Giventhatthebaseresolutionof theclassi eris 24 by 24
pixels, the exhaustive setof rectamle Iters is quitelarge,
190,800,whichis rougHy O(N #) (i.e. thenumkerof possi-
blelocatiorstimesthenumter of possiblesizes).Theactual
nunberis a smallersince Iters must t within the classi-
cation window. Notethatunlike the Haarbasis the setof
rectande featuesis overcompete?’.

1A complde basishasno linear dependencebetwea basiselements



Computatio of rectangle lters canbe acceleratedis-
ing anintermedate imagerepresetationcalledtheintegral
image.Usingthis repesentatiorary rectande lIter, atary
scaleor location,canbe evaluatedn constantime.

2.2 The BoostedClassi®er

The demayraphc classi er is a percepton constricted
from binaryrectangl€eatues. Thenumberof distinctrect-
ande featuress extraordinaily large; for each lter there
arepoterially mary distinctthreshold eachresultingin a
differentfeatue. With respectraining errorthe setof dis-
tinctthreshddsis bounadby the numbe of trainingexam-
ples,sinceall thresholad thatresultin the samedichotany
of the dataare equivalent (i.e. given a sorting of the ex-
amplesby lter value,it is clearthatary threshdd thatlies
betweentwo consective exanplesis equialent). Given
190800 lters and 1,0 examges thereare 190,80,000
distinctbinary featues.

Basedpurely on machire learnirg consideationsthe -
nalclassi ercanna includeevery distinctrectande feature.
A stronger constraintis the computationally ef ciency of
the nal classi er, whichleadsusto limit thenumber of fea-
turesto at mosta few hunded or thousand. The challeng
is therefoe to selecta small setof featuresupan which a
computationalef cient andlow errorclassi er canbe con-
structed

While thereare mary publishel featureselectionalgo-
rithms, nore scalego this sortof problem(seechapter8 of
[17] for areview). In thedomainof imagedatabaseetrieval
Tieu and Viola propsedthe useof Adaloostto select20
featuesfrom a setof 45,0 [4, 12, 15. [16] re ned the
appoachfor the problemof facedetection

Thouwghit is not widely appreiated,AdaBoostprovides
a principled and highly efcient mechaism for featue
selectionfl]. If the setof weakclassi ersis simply the set
of binary featues(thisis oftencalledbocstingstumpskach
round of boostirg addsa singlefeatureto the setof curren
featues.

In practiceAdabmstis run for a few hurdredrounds,
yielding apercefpron The nal classi eris givenby

f(x)=
t=1

the(x) (1)

with a few hunded features. Sincethe processis greed-
ily optimal, a trainedclassi er can be truncatedto form
a smallermoreef cient classi er at ary time (albeit with
higher errorrate).

In pradice no singlefeaturecanperfam the classi ca-
tiontaskwith low error Featuresvhichareselectedn early

and hasthe samenumberof elementsas the image space in this case
24 24 = 576. Thefull setof ®ltersis mary timesover-compkte.

rourds of the boostingprocesshaderror ratesbetweer0.3
and0.4. Featuresselectedn later rourds, asthe task be-
comesmore dif cult, yield errorratesabove 0.4.

2.3 Genderand Ethnicity Classi®eas

For boththe gender anda 2-classethnicity classi er, an
input facialimagex geneatesa scalaroutpu f (x) whose
polaity —signof f (x) —deterninesclassmembersip. The
magritude kf (x)k canusuallybe interpréed asa measure
of beliefor certaintyin thedecisiormade.Nearlyall binary
classi ers canbe viewed in theseterms;for density-lased
classi ers (Linea, Quadrgic and Fisher)the output func-
tionf (x) isalog likelihoodratio,whereador kernel-lased
classi ers(Nearest-Neighor, RBFsand SVMs) the output
is a “potential eld” relatedto the distancefrom the sepa-
ratingbourdary.

In our systemtheclassi er output f (x) is alinearcom-
binatian of simple(andweak)single-featve discriminarts.
The nal (binay) classassignmencan consistof simple
sign-tiresholdimy of this outpu or more comgicatedtem-
pord fusionalgorithis constrictedspeci cally for trackng
in videosequencetseeSection2.5).

Note: thefeaturesselectedor gendeor ethnicitycanbe
differentfrom eachotherandarevery differentfrom those
selectedor facedetection

2.4 Tracking

The analysisof sunaillance video presentsdifferent
prodems and oppatunities than the static analysis of
mugshotsor passporphaos. As mentiored earliersuneil-
lancevideois low quality, haspoa lighting, andmaynever
captueacomgetely“frontal” facialimage. Theseawsare
someavhat offsetby the large numker of faceimagesavail-
ablefor ary individual. Given 15 framesper secondit is
not unreasoableto assumehat 15 to 30 usableimagesof
eachindividual will be available. Though no singleimage
might be of high quality, the collectionof imagesis more
likely to yield condent predictions of genderor race.This
sortof tempaal integration requres that detectedacesbe
trackedacrosdime.

In this sectionwe will briey descrie a new form of
facetracking which hasdistinct advartagesover previous
appoaches.

Most trackirg algorithis implicitly assumehata com-
plete“bruteforce” searctof animagefor thetamet of inter-
estis prohilatively expersive. As aresultlocationevidence
from the previousframesis usedto focus thesearchn sub-
sequehimageqse€[7] for anexamplg. Givenstrongprior
assumptios aboutthe movementof the target, eachnew
frame can be proessedvery quickly. Anotherkey com-
porentof trackingalgorithmsis disambigiation: giventhe



locatiors of severd targetsin oneimageandtheir location
in the next image, the tracking algoithm can act to dis-

ambiguatethe identitiesof the objeds. Onceagaina prior

mockl for target motionis requiral. Oneform of ambigu-

ity is theabsencef evidercefor a particulartrackedtarget.

Prior knowledgecanbe usedto compute targetlocationas
a combnationof weakimageevidenceandstrongprior ex-

pectatims. The nal propertycommonto almostall track-
ing algorithis is the necessityof initialization. Oneeither
assumes simple processis sufcient for initial detection
orinitializationis doneby hand

In thedomainof facetrackirg, the appeaanceof areal-
time algoithm like that describedin [16] can radically
charge mary of the classicalmotivationsfor tracking. The
tracking processno longerneedso “focus” the searchfor
facegqthoughfocusingcanleadto animprovemen in com-
putatian time). Thetracking proessno longer requresini-
tialization, sincenew faceswill be automdically detected
in eachframe. Theremainingissueis disambigation: the
processby which detectios in oneimagearerelatedto de-
tectionsin subsegantimages.

Given an extrerrely fastdetecto, a variety of tracking
schemeganbeconstrieted. Thesimplestappoachis “dis-
crete”. A tamgettrackis contiruedif afaceis detectedn a
locationwhichis assignedomeminimum lik elihoodby the
prior modelof motion If nofaceis detectedor agiventar
gettrackit is terminated After extersion of existing target
tracks,all unaccontedfacesare usedto createnew target
tracks.

While this proceessworks well it canbe brittle. Since
facedetectionratesare just over 90% it is not unusuéto
loosetrackof afully visible faceafter10or 20 frames.The
discreteappoachlacksthe ability to make up for the lack
of evidencein ary particula image.

A betterappro&h usesa variart of deterninistic parti-
cle ltering [7]). Eachtrack geneatesa setof hypothesis
locatiors in the next image. The evidenceat eachlocation
is thencombired to yield an estimatefor the condtional
distribution of targettracksin this new image.

Particle ltering style appr@achesare prababilistic: the
evidencemeasurd in theimageis interpretel asthe condi-
tional probability of theimagegiven alocationhypothesis.
Sincethe [16] cascadedletectoris discriminative, thereis
no immedide analoy with probabilities. Our apprachis
to relatethe depthreachd in the cascadevith the probabil-
ity of theimage. In otherwords the probability of aimage
patchis higherif it progessedurther through the cascade.
Thisis exactly consistentvith the detectiorprocess.

A tamettrackis terminatedvhenno particleis assigned
a probaility abore a rejectionthrestold (this probability
is the product of the obseration protability, the dynanical
mockl, andthe currert likelihood. A new tarmget trackis
initialized if a faceis detectedn a locationassignedzero

prokability by all currenttracks.

Theresultingtracker is more robustthanthe facedetec-
tor alonebecausat cancontinte to track a faceevenif it
would nothave beendetectedy the detectio cascade.

The dynanical modelusedin our expeimentsis a rst
orde linearwith adecayconstanof 0.9. Thedetermiristic
particle proposaldistribution explores all locations/scales
which have at least35% overlap with the currentlocation.
Theimageevidercefundion assigngrababilitiestoimages
patchesase” N, whereN is the total number of cascade
levels,andn is the numter of levels befae the patchis re-
jected.

2.5 Temporal Integration for Classi®ation

The ability to trackanindividual throughou a videose-
guerce allows usto designfusion stratgjiesfor combiring
classi er outpus at eachtime framein orderaccunulate
eviderce and thus form more con dent andreliable deci-
sions. It shoud be notedthatin our systemthe compua-
tional load of classifyinga single detectedfacial imageis
minor comparedto the processingload of the facedetec-
tion itself. Thewrefore,we canafford to malke evaluate the
demaraphics classi er f (x) ateachtime framet. A nal
decisionstatisticcanbe madeusingthe following (causal)
formula

1 X

D(t) = = e ' V(f(x ) Qx i) (2

—

i=0

This formula allows for a decisioncriterion D (t) whichis

anexponentiallyweightedsumof the pastT classi er out-
putsf (x;) passedhrougha x ed“voting’ functionV () and
aninput-depemlent“quality” function Q(x). ThelatterQ

fundion measursthequality of theinput irrespetive of the
con denceof theclassi er (jjf (x;)jj) andmaytakeinto ac-
court factorssuchasoverall input imagecortrast, lighting

gradentsor posevariation(degree of mis-alignment). The
simplestintegrationscheméiasnotimedecay = 0, alin-

earrampV (f ) = f andno quality moduldion Q(x) = 1,

correspondimy to a simplerunning average of the classi er

outputsf (x¢). Thevoting function however, canbe hard-
limited (a “sign” function, for exanple) in which casethe
resultis the averageclassmemlershipvote in the last T

frames. SettingT = 0 or equvadently ! inf would
disabletempaal fusion altogetter, resultingin “snapshot”
decisiongn timewith D (t). We arecurrertly in theprocess
of investigatingthe effectivenesof thistechniaie.

3 Experimental Results

In order to estimatethe perfamanceof the proposed
framawvork, we collecteda set of imagesof human faces



from the World Wide Weh Theimageswerefetchedusing
“crawling” software”,andthefacesweredetectechutomat-
ically. We thenmanuallylabeledthe detectionsyemoving
falsepositives and facesmore than 30deg off frontal ori-
entation aswell asthosefor which it wasimpossibleto
establishthe ground truth regarding the genderandethnic-
ity of thesubjects Thefacedetecto wastrainedon a basic
scaleof size 24x24 pixels, to which size the testimages
werescaledaswell. All theresultsrepotedin this section
areobtairedusing5-fold cross-alidation. Theimageswere
rancomly split to 5 subsetswith equalbalancebetweerthe
two classesandin eachtrial one of the subsetsvas used
astestsetfor a classi er trainedon the restof thedata. In
the end, the resultswere averagedover the 5 trials. The
repatedtotal erroris the averag of the errois on the two
classesassumingequalpriors.

Naturally, theimagesareverydiversein theirresoluion,
lighting corditions, age, gencer and ethnidty of the sub-
jects. To assesghedegreeof alignment in the data,we also
marked the locationof 5 landmaks (eyes, noseandmouth
corrers). Figure4 shaws the plot of the distribution of the
marked eye centers.The standarddeviation of the eye lo-
cationsis about20% of the interocuar distanceandover
20% of the imageswere “poorly” aligned the location of
the eyeswith respectto the detectedfacebox wasfarther
thantwo standarddeviations from the meaneye location.
This “poor” alignmentascausediy nonfrontal views, in-
planerotation andpoa facelocalizationby the detector

O O

Figure 4. lllustration of the alignmentpropertiesof our
Web images. The distribution of the eye centersare dis-
playedasa meanandanellipseat 1 standardieviation.

3.1 Classi®caion Performance

3.11 Gender

The taskin this experimentwasto nd the gencer of the
subject.Table1 descritestheresults.

For compaison, we trained an SVM-basedclassi er
with radial basisfunction kerrel (kerrel functions andpa-
rametes were manually tunedto obtain the best perfor-

Classi er Female| Male | Total
error

50featues 247% | 243% | 245%
100features 237% | 231% | 234%
300features 237% | 212% | 224%
500features 219% | 201% | 210%
SVM, rbf kernel | 281% | 209% | 245%

Table 1. Gendemesults- 5-fold CV

Classi er Non-Asian| Asian | Total
erra
50featues 24.2% 24.%6 | 24.3%
100features 22. ™% 2476 | 23.7%
300features 20.8% 22.26 | 21.4%
500features 19.7%6 21.8%6 | 20.8%
SVM rbf kernel 20.3% 24.9% | 22.6%

Table 2. Ethnicity classi®catiorresults- 5-fold CV

manceonthis prodem). SVMs have achievedthebestpub-
lishedresultsof 3.5% erra on good quality and propely
aligneddata.Onthis morerealisticdataSVMsyield anav-
erageerrorof 24.%%. Note: thereis a notablebiastowards
malesin classi cation(28%erra onfemalefaces).
Thouch similar in erra rate, SVM's and boostedfea-
ture classi ersareradicdly differentin compuationtime.
The learnel SVMs often utilized over 2500 suppot vec-
tors out of a total training set size of 3500 (eachfold of
cross-didation yieldeda slightly different number of sup-
port vectas). Evaluating the classi er therebre involves
the computationof 2500imagedot products. In contrast,
theboostedclassi er achievesbetterperfamancewith 100
featues— eachrequring at most10 additiors anda thresh-
olding opeation. Moreover, thefacedetectionpreprocess-
ing describedn Section2 andwhich is performedbefae
apphying the SVM as well, setsthe stagefor the demo-
graphic classi ers, so that no additioral prepocessingis
requred. Theresultingspeedugactoris abou 100-fold.

3.12 Ethnicity

Thetaskin this experimentwasto classifythesubjectasan
Asianor non-Asiart. Table2 shovstheperformarceof our
classi er, conparedto thatof the SVM. While thetesterror
of theboostedlassi er contiruesto decraseafterthe rst

300featues,theincremenal valueof additinal featureds
low. Note thatfor all classi ersthereis a signi cant bias
towards one class(nontAsians). Again, the SVM found a
very large nunber of suppat vectos (2300, out of 3250
trainingimagesn eachfold of cross-alidatian).

Zalmostall the non-Asianfacesin our databelong to Caucaians



3.2 Performancefor Image Retrieval
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Figure 5. An ROC curwe for the detectionof malesin a
databasef images.Verticallyis the proportionof maleim-

ageswhich arereturned(returning100%is thegoal). Verti-

cally is the percentag of femalesretrievedatthatthreshold
(return0% s the goal).

As notedin Section2.3,ourclassi ers(1) provideamea-
sureof con dence. In orderto evaluatethe usefulnesof
this measureas a decisionthreshold we castthe malevs.
femaleclassi cation as a detectionproblem. Speci cally,
supmsewe areinterestedn retrieving all imagesof males
from a collectionof phota@raphs. Thenby cortrolling the
threshdd onthevalueof f (x) thatis deemd high enogh
for classifyingx asamale,we cancontrd boththerejection
andthe falsealarmfraction. The ROC curve for onesuch
testis givenin Figure5. It wascompuedon oneof thetest
setsfrom thecross-walidationpartitiondescribe in thesec-
tion regarding genckr experiments.Out of 882imageshalf
wereof males half of femdes.

3.3 Demogragphic Classi®cationfrom Video

In a separatexpeliment, we evaluatedthe perfamane@
of thecomhbinedfacedetectionandclassi cationsystemon
videotapecontainirg 30 subjects.Eachpersonappearsin
abait 1 minuteof video, Imed at 30 fps, andis captued
speakilg, with naturalvatiationsin poseand expression,
uncer naturallighting condtions of indoa of ce erviron-
ment. Thetrackingalgorithmdescribedn Section2.4was
appied to the imagesequences$o locateand track faces.
The demogaphic classi ers trained on the Web datade-
scribedabore wereappliedto subwinaws wherefaceshad
beendetectedandtracked. The con dence of demayraplic
classi cation(ethricity andgende) is updatedhrough the

track,usingthestratgy descriledin 2.5.

The video of eachsubjectwas divided into three sub-
sequene of 3 second. Eachsubsequece was indepe-
dentlytrackedandlabeled. This resultsin 90 expetiments.
In eachvideo subseganceclassi cationcon denceswere
comhnedasa“running averag” (seeSection2.5). Theer
ror rate of genckr classi cation after tempaal fusion was
redwedto 10%. While theerra rateof ethnicityclassi ca-
tion wasrediwcedto 17%. Notethatunlike thewebdata,the
total numkber of video participarns wasvery smallandwas
heaily biasedowardnonasianmales.

4 Discussion

The task of demaraphc classi cation on low quality
sunaellance videois a dif cu It one,andthe error ratesof
21%is far from perfect. In orderto calibratethe dif -
culty of thetask,a stateof theart SVM-basectlassi erwas
trainedon the samedata.While erra ratesof the two clas-
si ers were similar, with slight superiaity of the boosted
classi ers,computationtimesattheclassi cationstepwere
starkly different, with our classi ers runring abou 100
timesfaster Trainedon 350 imagesthe SVM usedabout
250 suppot vectorswhichmears athreeordes of magni-
tudeadwantageof the bocstedclassi ersthatused300fea-
tures,eachrequring 8-10additionsandathresholihg. For
ary application but especiallyfor an integratedreal-time
systemthetime it takesto classifya new imageis of criti-
calimportarce.

Thelow errorratesshavn in the anecdothexpeiments
in Figures2 and1 arenot atypcal. Theseimagesareac-
tually of much higher quality than mary examples from
our web testset. In a nunber of applications whereim-
agequalityis higherthanwebdata,lower errorratescanbe
assumed.

A real-time systemprovides an additioral oppatunity
for redudionin classi cationerror, theintegrationof classi-
cations acrosgime. Givenmary imagesof the sameindi-
vidual classi cationscanbeaveragedicrosdimeto provide

asigni cant reductia in errorrate.
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