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Abstract

We address the task of unsupervised topic
segmentation of speech data operating over
raw acoustic information. In contrast to ex-
isting algorithms for topic segmentation of
speech, our approach does not require in-
put transcripts. Our method predicts topic
changes by analyzing the distribution of re-
occurring acoustic patterns in the speech sig-
nal corresponding to a single speaker. The
algorithm robustly handles noise inherent in
acoustic matching by intelligently aggregat-
ing information about the similarity profile
from multiple local comparisons. Our ex-
periments show that audio-based segmen-
tation compares favorably with transcript-
based segmentation computed over noisy
transcripts. These results demonstrate the
desirability of our method for applications
where a speech recognizer is not available,
or its output has a high word error rate.

Introduction

@csail.mit.edu

past (Beeferman et al., 1999; Galley et al., 2003;
Dielmann and Renals, 2005). These methods typi-
cally assume that a segmentation algorithm has ac-
cess not only to acoustic input, but also to its tran-
script.  This assumption is natural for applications
where the transcript has to be computed as part of the
system output, or it is readily available from other
system components. However, for some domains
and languages, the transcripts may not be available,
or the recognition performance may not be adequate
to achieve reliable segmentation. In order to process
such data, we need a method for topic segmentation
that does not require transcribed input.

In this paper, we explore a method for topic seg-
mentation that operates directly on a raw acoustic
speech signal, without using any input transcripts.
This method predicts topic changes by analyzing the
distribution of reoccurring acoustic patterns in the
speech signal corresponding to a single speaker. In
the same way that unsupervised segmentation algo-
rithms predict boundaries based on changes in lexi-
cal distribution, our algorithm is driven by changes
in the distribution of acoustic patterns. The central
hypothesis here is that similar sounding acoustic se-

An important practical application of topic segmen-duences produced by the same speaker correspond
tation is the analysis of spoken data. Paragrapl Similar lexicographic sequences. Thus, by ana-
breaks, section markers and other structural cudging the distribution of acoustic patterns we could
common in written documents are entirely missingtPProximate a traditional content analysis based on
in spoken data. Insertion of these structural markeit§€ lexical distribution of words in a transcript.
can benefit multiple speech processing applications, Analyzing high-level content structure based on
including audio browsing, retrieval, and summarizatow-level acoustic features poses interesting compu-
tion. tational and linguistic challenges. For instance, we
Not surprisingly, a variety of methods for need to handle the noise inherent in matching based
topic segmentation have been developed in then acoustic similarity, because of possible varia-
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tions in speaking rate or pronunciation. Moreovenensively study the relationship between discourse
in the absence of higher-level knowledge, informastructure and intonational variation (Hirschberg and
tion about word boundaries is not always discernibl®&lakatani, 1996; Shriberg et al., 2000). However,
from the raw acoustic input. This causes problemall of the existing segmentation methods require as
because we have no obvious unit of comparison. Finput a speech transcript of reasonable quality. In
nally, noise inherent in the acoustic matching proeontrast, the method presented in this paper does
cedure complicates the detection of distributionahot assume the availability of transcripts, which pre-
changes in the comparison matrix. vents us from using segmentation algorithms devel-
The algorithm presented in this paper demoneped for written text.
strates the feasibility of topic segmentation over raw At the same time, our work is closely related to
acoustic input corresponding to a single speaker. Wensupervised approaches for text segmentation. The
first apply a variant of the dynamic time warping al-central assumption here is that sharp changes in lex-
gorithm to find similar fragments in the speech inpuical distribution signal the presence of topic bound-
through alignment. Next, we construct a compariaries (Hearst, 1994; Choi et al., 2001). These ap-
son matrix that aggregates the output of the aligrproaches determine segment boundaries by identi-
ment stage. Since aligned utterances are separafgthg homogeneous regions within a similarity ma-
by gaps and differ in duration, this representationrix that encodes pairwise similarity between textual
gives rise to sparse and irregular input. To obtain raunits, such as sentences. Our segmentation algo-
bust similarity change detection, we invoke a seriethm operates over a distortion matrix, but the unit
of transformations to smooth and refine the compaef comparison is the speech signal over a time in-
ison matrix. Finally, we apply the minimum-cut seg-terval. This change in representation gives rise to
mentation algorithm to the transformed comparisomultiple challenges related to the inherent noise of
matrix to detect topic boundaries. acoustic matching, and requires the development of
We compare the performance of our methochew methods for signal discretization, interval com-
against traditional transcript-based segmentation gbarison and matrix analysis.
gorithms. As expected, the performance of the lat- . )
ter depends on the accuracy of the input transcrip'ﬁattern Induction in Acoustic Data  Our work

When a manual transcription is available, the gabs related to research on unsupervised lexical acqui-

between audio-based segmentation and transcri;:?‘l'—t'_On from continuous speech. These me_thods aim
based segmentation is substantial. However, iW mfervos:abulary f“?r_“ uqsegmented_ aqdlo_streams
a more realistic scenario when the transcripts ar®y @nalyzing regularities in pattern distribution (de

fraught with recognition errors, the two approacheyarq(_en’ 1996; Brent, 19_99; V(_ankataraman, 20_01)'
Traditionally, the speech signal is first converted into

exhibit similar performance. These results demon ] ‘ )
strate that audio-based algorithms are an effectivé Stfing-like representation such as phonemes and

and efficient solution for applications where tranSYllables using a phonetic recognizer.

scripts are unavailable or highly errorful. Park and Glass (2006) have recently shown the
feasibility of an audio-based approach for word dis-
2 Rdated Work covery. They induce the vocabulary from the au-

dio stream directly, avoiding the need for phonetic
Speech-based Topic Segmentation A variety of transcription. Their method can accurately discover
supervised and unsupervised methods have bewwords which appear with high frequency in the au-
employed to segment speech input. Some of thesko stream. While the results obtained by Park and
algorithms have been originally developed for proGlass inspire our approach, we cannot directly use
cessing written text (Beeferman et al., 1999). Othertheir output as proxies for words in topic segmen-
are specifically adapted for processing speech inptation. Many of the content words occurring only
by adding relevant acoustic features such as pausefew times in the text are pruned away by this
length and speaker change (Galley et al., 2003; Dietnethod. Our results show that this data that is too
mann and Renals, 2005). In parallel, researchers esparse and noisy for robustly discerning changes in
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lexical distribution. alent to word boundary detection, as segmentation
_ by silence detection alone only accounts for 20% of

3 Algorithm word boundaries in our corpus.
The audio-based segmentation algorithm identifies Next, we convert .ee_lch utterance into a time se-
; . . . . Ties of vectors consisting of Mel-scale cepstral co-
topic boundaries by analyzing changes in the dis-_ . ) ; .
. . L efficients (MFCCs). This compact low-dimensional
tribution of acoustic patterns. The analysis is perFe resentation is commonly used in Speech process
formed in three steps. First, we identify recurring. b . "y n sp P
ing applications because it approximates human au-

patterns in the audio stream and compute distortion,
ditory models.

between them (Section 3.1). These acoustic patterns .
The process of extracting MFCCs from the speech

correspond to high-frequency words and phrases,

but they only cover a fraction of the words that ap_S|gnal can be summarized as follows. First, the 16

pear in the input. As a result, the distributional pro—kHZ digitized audio waveform is normalized by re-

file obtained during this process is too sparse to dénovmghthe hmean anlol scqlmg thef peak_ ampk>l|tude.
liver robust topic analysis. Second, we generate Fiext, the short-time Fourier transform is taken at

acoustic comparison matrix that aggregates info® .framg :jntervalhof 10 msl using af 25.6hms Ham-
mation from multiple pattern matches (Section 3_2)r_n|ng window. The spectral energy from the Fourler

Additional matrix transformations during this Steptransform IS theln Welghteq bl?/ Mhel-fr.equency f'_l'
reduce the noise and irregularities inherent in acoudS's (Huang etal., 2001). Finally, the discrete cosine

tic matching. Third, we partition the matrix to iden_transform of the log of these Mel-frequency spec-

tify segments with a homogeneous distribution 0}ral coefficients is computed, yielding a series of 14-
acoustic patterns (Section 3.3) dimensional MFCC vectors. We take the additional

step of whitening the feature vectors, which normal-
3.1 Comparing Acoustic Patterns izes the variance and decorrelates the dimensions of

. . tpe feature vectors (Bishop, 1995). This whitened
Given a raw acoustic waveform, we extract a set 0

. . ectral representation enables us to use the stan-
acoustic patterns that occur frequently in the speec ; . . :
. : rd unweighted Euclidean distance metric. After
document. Continuous speech includes many worg:

. is transformation, the distances in each dimension

sequences that lack clear low-level acoustic cues to. .
. will be uncorrelated and have equal variance.

denote word boundaries. Therefore, we cannot per-
form this task through simple counting of speectfilignment  Now, our goal is to identify acoustic
segments Separated by silence. Instead, we use algtterns that occur multlple times in the audio wave-
cal alignment algorithm to search for similar speecfiorm. The patterns may not be repeated exactly, but
segments and quantify the amount of distortion béNI” most Ilkely reoccur in varied forms. We capture
tween them. In what follows, we first present a vecthis information by extracting pairs of patterns with
tor representation used in this computation, and the# associated distortion score. The computation is
specify the alignment algorithm that finds similarPerformed using a sequence alignment algorithm.
segments. Table 1 shows examples of alignments automati-
cally computed by our algorithm. The correspond-

the acoustic signal into a vector representation thet9 ph_onetlc transcriptiors demonstrate that_ the
facilitates the comparison of acoustic sequenceg?amh'ng procedure can robustly handle variations

First, we perform silence detection on the origina|n pronunciations. For example, two instances of the

waveform by registering a pause if the energy fallgv,?frd “direction” a.re.match‘(‘e(;j 0 ,(,) ne a:ljothe;r .deshpite
below a certain threshold for a duration of 2s. Thidifferent pronunciations, (‘d ay” vs. “d ax” in the

enables us to break up the acoustic stream into cofifst syllable). Atthe same t|me,‘some a“gn?d ’;’:)alrs
tinuous spoken utterances. form erroneous matches, such ‘asy prediction

This step is necessary as it eliminates s;puriou@atchlng y direction” due to their high acoustic

alignments between S_'lem reanS_ of _the aCOUS_tIC 'Phonetic transcriptions are not used by our algorithm and
waveform. Note that silence detection is not equivare provided for illustrative purposes only.
506
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Aligned Word(s) Phonetic Transcription During the search process, we consider not only
the x direction |dhiy eh kel k s del d ax r eh kel sh ax|n  the alignment distortion score, but also the shape of
31¥ ek’k sddor ek’fon the alignment path. To limit the amount of temporal
the y direction |dh ax way dcl d ay reh kel shepien|  warping, we enforce the following constraint:
dow & d@ rekk fon
of my prediction ax v m ay kel k riy liy kel k sh ax n |(Zk —il) - (jk —jl)} < R,Vk, (1)
ovma KkriYli¥ kk fon
acceleration |ehkclksehlaxrey shepien

=)

ik < NL and jk < Ny7

ekkselore’ [-n whereN, andN, are the number of MFCC samples
acceleration |axkclksahnaxrehnepishepien ineach utterance. The val@& + 1 is the width of
ok'k sanoren-f-n the diagonal band that controls the extent of tempo-
the derivation |dcl d ih dx ih z dcl dh ey sh epi en ral warping. The paramete® is tuned on a develop-
ddiizdd e’ [-n ment set.
a demonstrationuh dcld eh max nepistcltreyshen This alignment procedure may produce paths with
vddemon-sfttre’ n high distortion subpaths. Therefore, we trim each

path to retain the subpath with lowest average dis-
Table 1: Aligned Word Paths. Each group of rowsortion and length at least. More formally, given
represents audio segments that were aligned to ogaf alignment of lengttiV, we seek to findn andn
another, along with their corresponding phonetiguch that:

transcriptions using TIMIT conventions (Garofolo et
al., 1993) and their IPA equivalents.

n

1
argmin —— Z d(ig, jx) n—m>1L
k=m

1<m<n<N T —m+1
similarity. i i i
The alignment algorithm operates on the audid/e accomplish this by computing the length con-
waveform represented by a list of silence-free utteST@INEd Minimum average distortion subsequence
ances(uy, us, . .., uy). Each utterance’ is a time of the path sequence using &N log(L)) algo-
series of MECC VeCt0r$:v_’;,x_’;,...,mZn). Given rithm proposed by Lin et al (2002). The length

two input utterances’ andw”, the algorithm out- parameter[, allows us to avoid overtrimming and

X . control the length of alignments that are found. Af-
puts a set of alignments between the correspond &r trimming, the distortion of each alignment path
MFCC vectors. The alignment distortion score is g 9 P

computed by summing the Euclidean distances i nqrmahzed by the path It_angth. .
Alignments with a distortion exceeding a prespec-

matching vectors. o
9 . . [ified threshold are pruned away to ensure that the
To compute the optimal alignment we use a vari-

ant of the dynamic time warping algorithm (Huan aligned phrasal units are close acoustic matches.

: : . his parameter is tuned on a development set.
et al., 2001). For every possible starting alignmen . .
) L . . In the next section, we describe how to aggregate
point, we optimize the following dynamic program-

ming objective: information from multiple noisy matches into a rep-
) ' resentation that facilitates boundary detection.

D(iy, — 1, ji)
D(ix, ji) = d(ix, jr) +min § D(ig, jr — 1)
D(i, — 1,5, — 1)

3.2 Construction of Acoustic Comparison
Matrix

The goal of this step is to construct an acoustic com-
In the equation above;, andj, are alignment end- parison matrix that will guide topic segmentation.
points in thek-th subproblem of dynamic program- This matrix encodes variations in the distribution of
ming. acoustic patterns for a given speech document. We
This objective corresponds to a descent througbonstruct this matrix by first discretizing the acoustic
a dynamic programming trellis by choosing right,signal into constant-length blocks and then comput-
down, or diagonal steps at each stage. ing the distortion between pairs of blocks.
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Figure 1: a) Similarity matrix for a Physics lecture consted using a manual transcript. b) Similarity
matrix for the same lecture constructed from acoustic defte. intensity of a pixel indicates the degree of
block similarity. ¢) Acoustic comparison matrix after 20@€rations of anisotropic diffusion. Vertical lines

correspond to the reference segmentation.

Unfortunately, the paths and distortions generatedifferent from the one obtained from text. In a tran-
during the alignment step (Section 3.1) cannot bscript similarity matrix shown in Figure 1 a), refer-
mapped directly to an acoustic comparison matrixence boundaries delimit homogeneous regions with
Since we compare only commonly repeated acousigh internal similarity. On the other hand, looking
tic patterns, some portions of the signal corresponat the acoustic similarity matrixshown in Figure 1
to gaps between alignment paths. In fact, in our colb), it is difficult to observe any block structure cor-
pus only 67% of the data is covered by alignmentesponding to the reference segmentation.
paths found during the alignment stage. Moreover, This deficiency can be attributed to the sparsity of
many of these paths are not disjoint. For instanceycoustic alignments. Consider, for example, the case
our experiments show that 74% of them overlap witlvhen a segment is interspersed with blocks that con-
at least one additional alignment path. Finally, thesgin very few or no complete paths. Even though the
alignments vary significantly in duration, rangingrest of the blocks in the segment could be closely
from 0.350 ms to 2.7 ms in our corpus. related, these path-free blocks dilute segment homo-

. L . . . eneity. This is problematic because it is not always
Discretization and Distortion Computation To g Y P y

. o . possible to tell whether a sudden shift in scores sig-
compensate for the irregular distribution of align-

. . . nifies a transition or if it is just an artifact of irreg-
ment paths, we quantize the data by splitting the in-,_ .. . . . . .

: . . . . ularities in acoustic matching. Without additional
put signal into uniform contiguous time blocks. A

. . matrix processing, these irregularities will lead the
time block does not necessarily correspond to an
ystem astray.

one discovered alignment path. It may contain sev- . . . .
. We further refine the acoustic comparison matrix
eral complete paths and also portions of other paths. . . e A .
: . usinganisotropic diffusion This technique has been
We compute the aggregate distortion scorer, y) . i .
. ] . developed for enhancing edge detection accuracy in
of two blocksx andy by summing the distortions of . . .
all alignment paths that fall withim andy image processing (Perona and Malik, 1990), and has
’ been shown to be an effective smoothing method in
Matrix Smoothing  Equipped with a block dis- text segmentation (Ji and Zha, 2003). When ap-
tortion measure, we can now construct an acoustjgied to a comparison matrix, anisotropic diffusion

comparison matrix. In principle, this matrix can bereduces score variability within homogeneous re-

processed employing standard methods developed; o ] o )
We converted the original comparison distortion matrix to

for text segmentation. However, a_IS Flgu_re _1 '"u_sfhe similarity matrix by subtracting the component distors
trates, the structure of the acoustic matrix is quit@om the maximum alignment distortion score.
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gions of the matrix and makes edges between theseThe corpus consists of 33 lectures, with an aver-
regions more pronounced. Consequently, this tranage length of 8500 words and an average duration
formation facilitates boundary detection, potentiallyof 50 minutes. On average, a lecture was anno-
increasing segmentation accuracy. In Figure 1 ¢), waated with six segments, and a typical segment cor-
can observe that the boundary structure in the difesponds to two pages of a transcript. Three lectures
fused comparison matrix becomes more salient arfdbm this set were used for development, and 30 lec-
corresponds more closely to the reference segmetures were used for testing. The lectures were deliv-
tation. ered by the same speaker.

To evaluate the performance of traditional
transcript-based segmentation algorithms on this
Given a target number of segmeritsthe goal of corpus, we also use several types of transcripts at
the partitioning step is to divide a matrix inte different levels of recognition accuracy. In addi-
square submatrices along the diagonal. This prdion to manual transcripts, our corpus contains two
cess is guided by an optimization function that maxtypes of automatic transcripts, one obtained using
imizes the homogeneity within a segment or minispeaker-dependent (SD) models and the other ob-
mizes the homogeneity across segments. This optained using speaker-independent (SI) models. The
mization problem can be solved using one of mangpeaker-independent model was trained on 85 hours
unsupervised segmentation approaches (Choi et af, out-of-domain general lecture material and con-
2001; Ji and Zha, 2003; Malioutov and Barzilaytained no speech from the speaker in the test set.
2006). The speaker-dependent model was trained by us-

In our implementation, we employ the minimum-ing 38 hours of audio data from other lectures given
cut segmentation algorithm (Shi and Malik, 2000y the speaker. Both recognizers incorporated word
Malioutov and Barzilay, 2006). In this graph- statistics from the accompanying class textbook into
theoretic framework, segmentation is cast as a prothe language model. The word error rates for the
lem of partitioning a weighted undirected graphspeaker-independent and speaker-dependent models
that minimizes thenormalized-cut criterion The are 44.9% and 19.4%, respectively.

minimum-cut method achieves robust analysis by, a1uation Metrics We use theP,, and WindowD-
jointly considering all possible partitionings of &t measures to evaluate our system (Beeferman et
document, moving beyond localized decisions. Thig; 1999: Pevzner and Hearst 2002). Themea-
allows us to aggregate comparisons from multiplg,re estimates the probability that a randomly cho-
|QC§1’[IOHS, thereby compensating for the noise of inggp, pair of words within a window of lengthwords
dividual matches. is inconsistently classified. The WindowDiff met-

. ric is a variant of theP, measure, which penalizes
4 Evaluation Set-Up false positives and near misses equally. For both of

Data We use a publicly availabfecorpus of intro- these metrics, lower scores indicate better segmen-
ductory Physics lectures described in our previoution accuracy.

WOI’k (I\/Ia|i0utOV and BarZiIay, 2006) Th|S mate- Baﬂine We use the State_of-the_art mincut Seg_
rial is a particularly appealing application area for amyentation system by Malioutov and Barzilay (2006)
audio-based segmentation algorithm — many acggs our point of comparison. This model is an appro-
demiC SubjeCtS |aCk transcribed data fOI’ trainingpriate baseline’ because |t haS been Shown to com-
while a high ratio of in-domain technical terms lim- nare favorably with other top-performing segmenta-
its the use of out-of-domain transcripts. This corpugion systems (Choi et al., 2001; Utiyama and Isa-

is also challenging from the segmentation perspe¢rara, 2001). We use the publicly available imple-
tive because the lectures are long and transitions bgrentation of the system.

tween topics are subtle.

3.3 Matrix Partitioning

As additional points of comparison, we test the

35ee http:/Awww. csail.mit.eduigorm/ uniform and random baselines. These correspond
acl06.html to segmentations obtained by uniformly placing
509



P WindowDiff recognition accuracy decreases. In fact, perfor-
MAN 0.298 0.311 mance of the audio-based segmentation beats the
SD 0.340 0.351 transcript-based segmentation baseline obtained us-
AUDIO | 0.358 0.370 ing speaker-independent (SI) models (0.358 for AU-
Sl 0.378 0.390 DIO versusP, measurements of 0.378 for Sl).
RAND | 0.472 0.497 Analysis of Audio-based Segmentation A cen-
UNI 0.476 0.484 tral challenge in audio-based segmentation is how to

Table 2: Segmentation accuracy for audio-basegvercome the noise inherent in acoustic matching.
segmen.tor (AUDIO), random (RAND), uniform We addressed this issue by using anisotropic diffu-

(UNI) and three transcript-based segmentation algion tO refine the comparison matrix. We can quan-
rithms that use manual (MAN), speaker—dependeﬁ{fy the effects of'th|s smoothlng technlq'ue. by'gener-
(SD) and speaker-independent (SI) transcripts. F5\I_|ng segmentations directly from the similarity ma-

all of the algorithms, the target number of segment§%- We obtain similarities from the distortions in
is set to the reference number of segments the comparison matrix by subtracting the distortion
scores from the maximum distortion:

boundaries along the span of the lecture and select- S(x,y) = max [D(s;,s5)] — D(z,y)
ing random boundaries, respectively. s

To control for segmentation granularity, we Specysing this matrix with the min-cut algorithm, seg-
ify the number of segments in the reference segmeRsantation accuracy drops tof3, measure of 0.418
tation for both our system and the baselines. (0.450 WindowDiff). This difference in perfor-
Parameter Tuning We tuned the number of quan- mance shows that anisotropic diffusion compensates
tized blocks, the edge cutoff parameter of the minfor noise introduced during acoustic matching.
imum cut algorithm, and the anisotropic diffusion An alternative solution to the problem of irregu-
parameters on a heldout set of three developmefitrities in audio-based matching is to compute clus-
lectures. We used the same development set for thers of acoustically similar utterances. Each of the

baseline segmentation systems. derived clusters can be thought of as a unique word
type* We compute these clusters, employing a
5 Results method for unsupervised vocabulary induction de-

The goal of our evaluation experiments is two-fold V€loped by Park and Glass (2006). Using the out-
First, we are interested in understanding the condPut of their algorithm, the continuous audio stream
tions in which an audio-based segmentation is ad® ransformed into a sequence of word-like units,
vantageous over a transcript-based one. Second, W8ich in turn can be segmented using any stan-

aim to analyze the impact of various design decidard transcript-based segmentation algorithm, such

sions on the performance of our algorithm as the minimum-cut segmentor. On our corpus, this

. . . method achieves disappointing results -2Zamea-
Comparison with Transcript-B Segmenta- oo of 0.423 (0.424 WindowDiff). The result can
tion  Table 2 shows the segmentation accurac

i i te ted b
of the audio-based segmentation algorithm and thr Be atributed to the sparsity of clustegenerated by

Ris method, which focuses primarily on discoverin
transcript-based segmentors on the set of 30 Physics ' P y g

; ) {fie frequently occurring content words.

lectures. Our algorithm yields an averafg mea- d y g
sure of 0.358 anq an average WindowDiff meag conclusion and Future Work
sure of 0.370. This result is markedly better than
the scores attained by uniform and random segde presented an unsupervised algorithm for audio-
mentations. As expected, the best segmentation reased topic segmentation. In contrast to existing
sults are obtained using manual transcripts. How=——————

. . In practice, a cluster can correspond to a phrase, word, or
ever, the gap between audio-based segmentatiggrd fragment (See Table 1 for examples).
and transcript-based segmentation narrows when the *we tuned the number of clusters on the development set.
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