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Abstract eral interesting proposals have emerged to correct thé-shor
comings caused by TCP connections implementing conges-
Several recent proposals for sharing congestion inforomati  tion control in isolation. These studies all propasear-
across concurrent flows between end-systems overlook ar-imp ing congestion information across concurrent flows, where
tant problem: two or more flows sharing congestion state may i a group of flows form anacroflowand use common con-
fact not share the same bottleneck. In this paper, we caizgjtine gestion control. These proposals include schemes where the
origins of thisfalse sharingnto two distinct cases: (i) networks  granularity of sharing is a common destination host (more
with QoS enhancements such as differentiated servicesewhe precisely, a host network interface) [3, 4, 5, 15, 23], and
flow classifier segregates flows into different queues, dahddt- those where there is more aggressive sharing of informa-
works with path diversity where different flows to the same de tion across all destination hosts on the same IP subnet-
tination address are routed differently. We evaluate thpaah of work [16, 21, 23]. All the above proposals for shared con-
false sharing on flow performance and investigate how fdlse-s ~ gestion management assume that the bottleneck links tra-
ing can be detected by a sender. We discuss how a sender must reversed by the flows forming a macroflow are exactly iden-
spond upon detecting false sharing. Our results show thestipe tical. However, this assumption does not always hold true.
tent overload can be avoided with window-based congestion ¢ This is due tdfalse sharingtwo or more flows sharing con-
trol even for extreme false sharing, but higher bandwidttvéloun gestion state may in fact not share the same bottleneck(s).

at a slower rate. We find that delay and reordering statistas There are at least two important classes of situations
be used to develop robust detectors of false sharing andue-s  \yhere false sharing might occur without the sender’s knowl-
rior to those based on loss patterns. We also find that it iskexdily edge. First, in networks witkervice differentiationwhere
easier to detect and react to false sharing than it is to dbgriso- quality of service (QoS) enhancements are applied to net-
lating flows and merge their congestion state afterward. work hosts, and second, in networks withth diversity
where multiple flows in the same macroflow are routed
along different paths. With the increasing deployment of
Differentiated Services and increased interest in muthp
routing techniques, a tacit formation of a macroflow on a

The predominant model for congestion control on the In- Per-destination basis is not likely to be correct.
ternet has been based on TCP connections implementing The first potential problem with false sharing is that there
the slow-start and additive-increase/multiplicativerdase  is a danger of the slower bottleneck being overwhelmed be-
(AIMD) algorithms [10]. While this model has been quite cause the sender infers an incorrect bottleneck rate based o
successful at preventing congestion collapse, it is ndt opt information from a faster flow in the macroflow. The sec-
mal when multiple concurrent flows from a sender to a re- ond potential problem is that the faster flow suffers a sig-
ceiver share a bottleneck. These flows compete with eachnificant performance penalty, sending much slower than the
other rather than learn from each other about the proper-rate that even a single TCP connection on that path would
ties of the network path (especially visible in the context o otherwise achieve. These problems arise because the sender
the Web), and, as an ensemble, display more aggressive besbserves different bottleneck bandwidths, round-tripegm
havior compared to single TCP connections. (RTTs), and packet loss rates for the flows that are shar-
A number of studies of this problem have been con- ing congestion control information. As a result, it is pessi
ducted over the past few years [3, 4, 15, 17, 23], and sev-ble that false sharing might cause the techniques for shared
congestion management to, in fact, be detrimental both to
« This research was supported in part by NSF under Grant the network and to the applications using them.
N0.1120094-ANI-0085920 and by an NSF CAREER Award  This paper analyzes the consequences of false sharing in
and by DARPA under Grant No. MDA972-99-1-0014. an attempt to quantify the effects of sharing congestion in-

1. Introduction




formation across an ensemble of flows. In particular, we ad-not share a bottleneck. Unlesdl their bottlenecks are
dress the following specific questions: shared, it is incorrect to share congestion state between

1. Impact. What impact does false sharing have on per- them. In practice, there are two important scenarios where
formance and correctness? Does false sharing compromisgath diversity causes false sharing: (i) dispersity raytin
congestion control, by causing a bottleneck link to become and (i) network address translation (NAT).

persistently overloaded? Or does it degrade performance by The original idea of dispersity routing [12, 13], advo-
causing flows to perform significantly worse than if they cates using different paths between a sender and receiver to
were not sharing congestion information? improve both performance and reliability. More currently,

2. Detection. When can a sender detect false sharing be- this idea has been advocated for load balancing within net-
tween two flows? How do delay differences, reordering work clouds [22]. There are several granularities over Wwhic

rates, and packet loss patterns compare in this regard? ~ SUCh techniques can be used: per-packet, per-flow, or per

3. Response. How should congestion sharing systems be ;ource-destmanon pairs. If done on a per-packet basis, it

modified to deal with false sharing? Should the default be- interacts badly .W'th TCP's cqrrent la.Ck of robustngss n
. o . : the face of persistent re-ordering and is, therefore, disco
havior be to optimistically share information and separate

flows if false sharing is detected, or vice versa? aged today. When done on a per-flow basis, false sharing

: . . . . is likely, especially if there are bottlenecks among the un-
We answer these questions using extensive simulation L0 .
. . . . shared paths. When done on a per source-destination basis,
and analysis. We focus on TCP-like congestion avoidance . .
: . : false sharing can still occur when a sender shares conges-
and control algorithms [2] since they are the dominantsetof .~ : . T
) . : . tion information across multiple destinations.
techniques in use today. (Different congestion contrabalg NAT q fi I in todav’s Int ti
rithms (e.g., TCP-friendly algorithms [11]) may yield some frast stan V\l/rrt]awaths are comnlwtc_)r} In to ‘T’B’IS rrller_neJ (|jn-
what different results.) For TCP-style window-based con- t_rast_ruc ufre. en | ere %rle rgu ,:P et_possl:D eoFl)d ysmzzc Ie
gestion control, we find, from analysis and simulation, that inations for-a singie ViSibie destination 1 address,dais

persistent overload can be avoided even for extreme falseShalrlng may arise. Although the flows will usually sharg
sharing, but that higher bandwidth flows run slower. This a common path up to the location where the translation is

throughput reduction can be a severe performance penalty(,jor_]e' the paths frof“ that point to different eventgal_ dest-
ations may have different performance characteristics.

but one that can be avoided by the sender analyzing packep \ X )

delay and reordering statistics. We develop and evaluate a . OUr @pproach to detecting false sharing builds on pre-
comprehensive set of tests for a variety of false sharingVious work by Rubensteiret al, who provide an ana-
cases, building on previous work by Rubenseial. who lytic framework for a closely related problem [20]. How-

describe methods for detecting if two connections share at€Vel: there is one important difference between our focus
least one common bottleneck link [20]. We find that delay- and theirs. We are interested in whethérbottlenecks are

based statistics are more robust indicators of false sparin Shared between two flows on a macroflow, whereas Ruben-

than loss patterns. In the context of implementing thegs tes St€IN's work is concerned with determining if two flows
in practical congestion sharing systems, we find that it is Shareanybottieneck at all.
easier for the sender to detect and react to false sharing tha

it is to start by isolating flows and enforce sharing after- 3 The| mpact of False Sharing
ward. This suggests that the default macroflow construction

should be to aggregate flows together, and separate them s section analyzes the performance impact of false

later if deemed necessary by our techniques. congestion sharing. First, we present a brief sketch of our
analytical results from a simple model of the observed
2. Related Work throughput for two flows that wrongly share congestion in-

, . formation (Section 3.1). We then discuss results from our
False sharing can be a problem with the currently pop- gjmulations (Section 3.2).

ular Differentiated Services (DiffServ) architecture B,
14]. In DiffServ, elements in the network can, based on
a network-internal policy and the result of packet classifi- 3.1. Analytical M odel
cation, allocate different bandwidths, impose differerss|
rates, or provide different latencies to packets belonging We derive an analytic formula for the observed flow
different flows of the same macroflow. In contrast, the In- throughput when macroflow-based congestion management
tegrated Services architecture involves the active ppaic  is done. The key result we show is the following (this result
tion of end-systems [8, 24], which eliminates false sharing is easy to generalize):

When flows within a macroflow traverse different routes, Consider two path#; and P, with high degrees of statisti-
the potential for false sharing arises as the two flows may cal multiplexing, such that the packet loss rate on each path
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Figure 1. Simulation topologies: In (a), we vary the fractio n of bandwidth « allocated to AF flows. In (b) and (c),
we vary the ratio of bottleneck bandwidths. In Figure (d) we v ary the relative RTTs of the two test paths.

changes negligibly if one flow is added or removed. Con- 3.2. Experimental Validation

sider two flowsF; andF; with propagation RTTs oR; and

R, respectively. Suppose that the flows, in isolation, achieve ~ The first set of our simulation experiments are aimed at
throughputs of\; and)\,, on pathsP; and P, respectively.  Vverifying the impact of false sharing in networks with ser-
Then,when they share congestion information and share vice differentiation. For these simulations, we use Natel
bandwidth equally, the throughpity,... obtained by each ~ public implementation of DiffServ in ns-2 [6]. We model
flowsFy and Fy, in packets/s, is given by two traffic classes: an Assured Forwarding (AF) class, and
a Best-Effort (BE) class. AF flows are policed and packets
exceeding an allocated profile are marked at a higher drop-

Ashare & 3ltmin 5+ Ao precedence level by the policer. All downstream routers
2(R1 + R») 1oL 1)y 2 honor these marks using RIO [7]. Bandwidth is shared us-
= T ()\1R1 + )\QRQ) ) - _
! 2 ing a weighted round-robin (WRR) scheduler between the
_ 1) AF and BE classes, while buffer management uses RED (for
whereRin = min(Ri, Ra). BE) and RIO (for AF). (Due to lack of space, queue config-

The complete derivation and discussion of the drawbacksuration details are omitted here. See [1] for these de)ails.
of our analysis can be found in [1]. The following observa- Excess bandwidth is shared in proportion to the bandwidth
tions about the impact on performance can be made fromallocated to each traffic class. We assume that all buffers ar
Equation 1 above: shared between the two classes and not pre-partitioned.

(1) Ashare < min(A1, A2). The slower connection is never We use the topology in Figure 1(a). All TCP flows use
forced to send at a rate higher than its bottleneck link can TCP Newreno. There ar¥, = 10 AF long TCP connec-
sustain. Therefore, for TCP-style congestion controkefal  tions andN, = 40 BE long TCP connections as back-

sharing does not compromise correct congestion control. ground traffic betweeCP Source 1 andTCP Si nk
2V H tal haring d h ) ; 1. There are 40 BE long flows and 10 AF long flows in
(2) However, false sharing does have an impact on per %Tthe reverse direction betwedCP Sour ce 2 and TCP

mance. From Equation 1, ¥, = kA; and Ry = Ro, then g ) 5 The traffic in either direction also contains a
)‘S’“%Te = M1/ V.2(k2 +1). This shows that the flow that mix of HTTP traffic and constant rate CBR flows between
achu_eved the hlgher.throughput suffers badly under falsethe HTTP Sour ces, CBR sour ces and their respective
sharing; for large:, this falls off as~ 1/k. sinks. The maximum number of HTTP connections for each
In the next section, we experimentally show the impact HTTP source was 5. There were 10 CBR flows in either
of false sharing on long-lived flows, and validate our exper- direction. Other parameters for the HTTP sources and the
imental results against our analysis. We also show experi-CBR sources were set to the default values in ns-2. We
mental results for the impact on short lived flows. set up aTest Sour ce with two TCP connections, one
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Figure 2. Impact of False Sharing: In (a), we plot the per-con  nection throughput against the fraction of band-
width allocated to AF traffic. In (b), we plot the per-flow loss rates with and without sharing.

in the AF class (toTest Sink 1) and one in the BE  regime, which are not considered in our analysis. Indeed,
class (toTest Si nk 2), and measure their performance from Figure 2(a) (they2 axis), time-outs are excessively
in two cases: (i) when they are in the same macroflow andcommon in this region. Also, close to the tail, the through-
share congestion state, and (ii) when they are in separatgut due to sharing is slightly higher than the throughput
macroflows. The fractiom of bandwidth allocated to the of the lower-bandwidth flow in the unshared case implying
AF class is varied from 10% to 90%. At~ 20%, the in- that false-sharing might compromise end-to-end congestio
put traffic mix is well-matched to the bandwidth allocation. control. However, this is not true, as we argue next. Fig-
Figure 2(a) shows the resulting throughput for the AF ure 2(b) shows the loss rates for the two connections. No-
and BE connections, plotted as a functiomgfor the un- tice that the loss rate for the slower connection (AF when
shared and shared congestion state cases. In the shared cage< 0.2 and BE wheru > 0.2) does not increase apprecia-
the curves for the AF and BE flows are identical, since the bly when congestion state is shared, despite the other flow
total macroflow bandwidth is allocated equally to the two on the macroflow having a lower loss rate (even if the ex-
TCP connections. In the absence of sharing; ereases, tent of false sharing is very high). This shows that the stowe
the throughput of each AF connection also increases, whileof the two flows never overloads its bottleneck link (No-
the throughput of each BE connection decreases. In condice that this observation holds true even towards the fail o
trast, the per-connection throughput in the shared case firsthe curve). These results confirm the fact th&P conges-
increases and then decreases agreases. Formally: Sup- tion control is not compromised due to false sharing.
poseN, AF and N, BE TCP connections operate in a net-
work with a fractiona of the bottleneck allocated to AF We also ran simulations for various other situations in
flows, and compete with a two-flow macroflow with one BE which flows within a macroflow traverse distinct bottle-
and one AF flow. If\ denotes the bottleneck bandwiditihe necks. The topologies for these simulations are shown in

per-flow throughput on the macroflow is given by Figures 1(b), (c) and (d). In all cases, there are two test
flows between th@est Sour ces and the corresponding

Ashared(a) = —= a(l —a)A ) Test Si nks amidst cross traffic and reverse-path traffic
S8R 2(a®Ny+ (1 —a)2N2) composed of long-lived TCP flow, HTTP traffic and con-

ing that the RTTS of th | . h stant rate-CBR flows, just as described for the topology in
assuming tdatt _ed 5% t etfv_\ll_%_c asses o owsfaret eFigure 1(a). The number of shared bottlenecks can be tuned
sameﬁ, and are indepen entaf This IS easy to_ SEEIOM i the case of these topologies (Figures 1(b), (c) and (d)).
Equation 1. The predicted throughput in Equation 2 is also The base number of topologies are none for Figure 1(b),

shown in -Figure 2(@). The shape.of this curve is s?milar 0 4nd 1 each for Figure 1(c) and (d). Across each shared link
the experimental one right above it, and the match is acloseIn the path, we also have cross traffic composed of HTTP
one_(but not_premse). For ourvalues]t_ﬁj andn, the the- and constant rate CBR flows in either direction. We mea-
oretical max1|mum of the per-connection throughput OCCUTS siyre the throughput of the two flows when they are together
ata = 14+(Ny/Na) 3 ~ 28.4%, which is close to the experi- in the same macroflow sharing congestion state, and again
mental observation. when they are not sharing any congestion information for
Towards the tail of the curve in Figure 2(a), our analyti- the base number of shared bottleneck links. In all cases, we
cal prediction does not match the experimental observation found that the faster connection was slowed down by the

This is due to the excessive number of time-outs in this slower sender exactly as predicted by Equation 1. Also, the



loss rate of the slower sender was never higher upon false-
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So far, we have examined the impact of false-sharingon ~ ~ “| e e )

long-lived flows. In this section, we provide insight inteth 2r ol e

impact on much shorter, web-like flows. To study the impact 0 > . s s 10

of short-lived flows, we use the topology in Figure 1(b) with Ratio

the base number of shared bottleneck links (zero). We pick

a sizeL for the length of the short-lived flows. At regular in- Figure 3. Impact on short-lived flows: The flows

tervals of 200ms, from 15 seconds into the start of the simu- ~ &ré S0KB in size. X-axis plots the value of  ratio in
lations, we start pairs of short TCP flows of sizeackets, Figure 1(b). “Path 1" is the faster of the two paths.
one each between the twiiest Sour ce-Test Sink
pairs in Figure 1(b). The rest of the cross traffic remains un-
altered. We test with various values bf= 10,15, ...,50

and compare the average loss rate at the two bottleneck linkgyhile the middle row showactual lossesn the flows plot-
when the pairs of flows are each forced to shared congestioReq together, with back to back losses (which comprise a
state with the I‘eSpeCtive loss rates when the paiI’S of ﬂOWSIOSS event) shown as a ‘pi|e’_ Notice that the losses on any
are in different macroflows. Figure 3 plots the loss rates on gne of the flows are completely uncorrelated with occur-
the two bottleneck links for both the shared and unsharedrence of losses on the other flow. In fact, the losses within
cases. For brevity, we only show results for= 50. There-  any single flow are much more correlated than across the
sults for other values ok are similar. As the figure shows,  flows. The delays experienced by the packets within the two
short-lived flows undergoing false-sharing tend to cause anfiows, shown in Figure 4(b) are similarly uncorrelated. This
increase in the ambient loss-rate. As the extent of false-gyggests that, one way of detecting false sharing in such sit
sharing increases, the impact on the ambient loss rate als@ations, is to leverage the uncorrelated losses and detays e
become more pronounced. However, this increase in lossperienced by the participating flows.
rate is not an outcome of aggressive or undesirable behav-
ior due to false-sharing. One of the benefits of shared con- However, flows on the Internet may share bottlenecks to
gestion management systems is that short flows can avoid/arying degrees. The previous case presents a situation in
performing slow start by using congestion information from which flows shar@ointermediate bottlenecks. At the other
other ongoing flows. As a result, short flows perform signifi- €xtreme, flows might havall bottlenecks in common, as
cantly better. However, this increase in the transmissies r - Shown, in Figure 1(d). We refer to this as thaly-shared
of short flows also increases the loss rate of the network al-Pottlenecks case. There could be other situations in betwee
though no flow behaves in a TCP unfriendly manner. This between, where flows can have only some bottlenecks in
increase in loss rate occurs even under genuine sharing. €ommon and might face other distinct bottlenecks down-
stream, as shown in Figure 1(semMmi-shared bottlenecks

3.4. TheNature of Shared Bottlenecks In situations like Figure 1(d), false sharing might occur
when the participating flows take paths that have very dif-

First, we discuss the salient features of the topologies inferent round-trip delays. However, this is the trickiesties
Figure 1. In Figures 1(b) and (c), we vary the ratio of bot- tect of the three cases since we cannot rely on the variations
tleneck bandwidths on the two paths taken by the test flowsin packet loss and delay statistics. To help further appteci
across experiments. In Figure 1(d), we vary the round trip the difficulty of detecting false sharing in the fully shared
times of the two paths while keeping the bottleneck band- case, the delays of the two test flows undergoing false shar-
widths fixed. These three topologies reflect the varying ex- ing in the experiment shown in Figure 1(d) is shown in Fig-
tents to which the test flows could share the common bot-ure 4(c). Notice that the delays of the two flows are highly
tlenecks they encounter (if any). correlated in contrast to the case presented in Figure 4(b).

The test flows shown in Figure 1(b) have no bottleneck Thus, relying naively on the packet loss and delay statis-
in common at all. We refer to this as tlhshared bottle-  tics will likely yield the incorrect conclusion that the flew
necksscenario. Packet losses as a function of time on ei- should share congestion information. Therefore, we need a
ther flow for this case are shown in Figure 4(a). The top technique different from the ones based on loss and delay
and the bottom ‘rows’ showoss eventsn individual flows statistics to detect false sharing in such situations.
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Figure 1(b). Figure (c) shows the delay statistics for the tw o test flows in Figure 1(d).

4. Detecting False Sharing in common, may still have different propagation delays. Ag-
. . _ ~ gregating them would therefore cause false sharing to occur
In this section, we explore the effectiveness of detection  The rest of this section describes how the basic ideas of

techniques based on loss and delay statistics in various scelpss- and delay-correlations and packet reordering can be
narios. Our goal is to devise tests that can detect false sharfyrther developed to handle the above issues.
ing with reasonably good accuracy and as quickly as pos-
sible. We call the time it takes to detect false sharing the 4.1.1. Loss-correlation Tests When a loss occurs on a
detection timeFor a given set of traffic, topology, and net- flow, we typically assume that it is because some router has
work conditions, the detection time is a function of the sta- decided to drop the packet. Since this router is low on buffer
tistical confidence in the reported result. space, either because the instantaneous or time-averaged
buffer occupancy (in RED) is high, it is more likely to drop
more packets in the near future compared to other times.
Therefore, the conditional loss probability for packets ar
Rubensteiret al. [20] developed two sets of techniques riving at the router soon after a loss is expected to be higher
to identify whether a pair of flows sharesmecommon than the overall loss rate for all packets at the router. h ad
bottleneck. Our objective is to use a similar set of tests asdition, the more recent the previous packet loss, the higher
part of a comprehensive end-to-end congestion sharing systhis conditional loss probability.
tem. To be used as part of such an architecture, these tests For an endpoint, this observation implies that losses are
must be enhanced to handle the following important issues:likely to come in bursts on a single flow. If two separate
1. Two flows undergo false sharing if even one of their bot- flows from a source share a common bottleneck then the

tlenecks is not common to them. In both the service differ- likelihood of a flow observing a loss should be higher as

entiation and diverse routing cases, we observe that flows/ell, if the other flow has recently observed a loss. In fact,
can share some bottlenecks but not others. if packets from the different flows are transmitted closer to

2. Rubensteiret al.s tests work especially well when un- gether in time than packets from the same flow, the con-

shared flows traverse entirely different bottlenecks that i ditional loss probability should be higher across the flows

. than within the same flow. However, if the separate flows
troduce independent delays and losses. In networks where - . .

: do not share a bottleneck, it is very unlikely that the atriva
two flows are served differently at the same bottleneck,

- - of losses should have such a temporal-correlation across
there may be a non-negligible statistical dependence be'ﬂows Based on this observation, Rubensatial. designed
tween the delays experienc_ed by the two flows, which needsa test. [20] to determine if a pair (;f flows (Flow.A and Flow
to be handled by the detection scheme. B) share a bottleneck. This test, which we call theahgm-

3. Itis often the case that a scheduler at the sender appormetric loss-correlation testpicks one of the flows (Flow
tions bandwidth in non-uniform ways to t_he Qiﬁerent flows A as the comparison flow and computes the following: (1)
on the same macroflow. For example, it might cause oneasymmetric loss auto-correlation: Conditional loss prob-
flow to send two packets for every packet sent by another. pjlity for packet on Flow A following a loss on Flow A. (2)
4. Many congestion control algorithms depend upon the Asymmetriclosscross-correlation: Conditional loss prob-

round trip time to a destination. Flows with all bottlenecks ability for packet on Flow B following a loss on Flow A.

4.1. Test Description
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The test compares the value of these two metrics. If thetional traffic to perform our tests. However, with a sched-
cross-correlation is higher than the auto-correlation the uler, when one of the flows has been given a higher share
conclusion is that a shared bottleneck is present. This tesof the bandwidth, it may send many packets in a row. In
helps detect if the bottlenecks that Flow A encounters aresuch situations, we only consider conditional loss proba-
encountered by Flow B as well. The test will not detect that bility samples in which the required interleaving of pack-
Flow B traverses additional bottlenecks not faced by Flow ets occurs. This same sub-sampling technique, also applied
A which is key to detection of false sharing. Therefore, to the delay-correlation tests, ensures that the compariso
we define a new test, theymmetric loss-correlation test  between cross-correlation and auto-correlation can be use
which uses the following metrics: (Bymmetric lossauto- even when bandwidth is apportioned unequally.
correlation metric: The number of back-to-back losses on
both flows divided by the number of loss events on both 4.1.2. Delay-correlation Test The delay experienced by
flows. (2)Symmetric loss cross-correlation metric: The @ packet is composed mainly of the propagation time and
conditional loss probability for packet on the alternatevflo  queuing delay. Like the loss behavior of a path, current
following a loss on either flow. gueuing delay on a path is variable and strongly related
to recent values of queuing delay. Therefore, we can again

As in Rubensteiret als tests, if the cross-correlation is o hare the delays of consecutive packets within a flow and
less than or equal to the auto-correlation, then it is likely those across flows to detect shared paths

that the two flows do not share a bottleneck link. In our test,
the metrics are the same regardless of which flow is A and
which is B and the test is designed to detect if Flows A and
B share an identical set of bottlenecks.

Delay measurement presents some difficult challenges.
For example, clocks on end hosts cannot easily be synchro-
nized. Therefore, any tests must rely on either the change
of delay over time or the relative delay of packets be-

A key assumption made by this loss-correlation test, astween a single source and destination. We use the delay-
well as the delay-correlation test described in the next sec correlation test as defined by Rubensteiral. to compare
tion, is that the transmission spacing between packets fromthese changes over time. We describe the test briefly here.
different flows is smaller than within the same flow. This In the delay-correlation test, each packet transmitted is
is generally not true because many applications and transmarked with a timestamp at the source. At the receiver, the
port protocols transmit packets in bursts, causing matipl difference between the source timestamp and currenttime is
packets from the same flow to be sent back-to-back. Thisrecorded. Assuming that clock drift is minimal, the lack of
will cause the auto-correlation metric to be higher than the clock synchronization may result in all measurements for
cross-correlation metric (since the samples are takemiclos a single flow may being off by a fixed constant. The end
together in time). Rubenstegt al. suggest sending addi- hosts compute two metrics using this data: (i) the correla-
tional “Poisson Probes” to generate packet samples in suchion of a packet’s delay to the previous packet on the same
a way that the packet inter-arrival time at a shared point of flow (delay auto-correlation), and (ii) the correlation of a
congestion is higher across flows than within the same flow. packet’s delay to the previous packet on the other flow (de-
In contrast, we rely on the congestion sharing system tolay cross-correlation). Since the computation of coriefat
schedule existing data traffic such that there is a reasenabl eliminates any constant differences between the flows, the
degree of interleaving of packets from different flows withi  lack of synchronization has no affect on the values of these
a macroflow. Therefore, we do not need to send any addi-metrics. As in the case for loss, if the cross-correlatiotrme
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Figure 6. Detection of False Sharing: Results for the Servic e Differentiation case plotted as a function of the
fraction of bandwidth apportioned to AF. The correct decisi onis no share.
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Figure 7. Detection speed, unshared (a) and full-shared cas  es (b): In the fully-shared case, we plot the time
taken to reach a decision of no share for out-of-order test and to reach a decision of share for other tests.

ric is equal to or less than the auto-correlation metricnthe 4.1.3. Out-of-order Test The delay-correlation test does
it is likely that the two flows do not share a bottleneck link. nothing to identify that the different flows have fundamen-
Figure 5(a) shows how the delay correlation met- tally different magnitudes of delay. The topology in Fig-
rics and the 90% confidence intervals for these metricsure 1(d) illustrates a situation with this problem. The leott
evolve over the duration of a transfer. The metrics are com-neck link is shared by both the test flows, because of which
puted between a DiffServ AF flow and a DiffServ BE both the loss-correlation and the delay-correlation tegts
flow from a single source. These flows are treated differ- identify the flows as sharing a bottleneck. However, the two
ently by the network. The cross-correlation metric quickly flows have very different end-to-end delays and many con-
drops below the auto-correlation metric and by 40 sec- gestion control algorithms, including TCP’s AIMD, would
onds the 90% confidence intervals no longer overlap whereneed to treat them differently. Measuring the magnitude of
we can clearly identify that the flows do not share any bot- this delay is difficult due to the lack of synchronized clacks
tlenecks. The loss-correlation metrics exhibit similar Also, we would like not to rely on round-trip measurements
behavior. Figure 5(b) shows the delay-correlation met- to avoid noise that the return path may introduce.
rics and their 90% confidence intervals for two DiffServ
BE flows from a single source. Here, the cross correla- The out-of-order test handles this situation by looking
tion metric increases beyond the auto-correlation metric, for packet reordering from a source. Each packet is marked
albeit slowly, and by 100 seconds the confidence inter- With an increasing sequence number at the source. Since re-
vals no longer overlap. In general, for both the loss and cent studies [19, 18] have shown that reordering by more
delay correlation tests, we use the 90% confidence inter-than three packets is relatively rare on most of today’s In-

vals around the cross and auto-correlation metrics to decid ternet, we assume that significant degrees of reordering are
which one is greater. caused by false sharing and check to see if packets belong-

ing to flows in the same macroflosonsistentharrive out of



order to detect false sharing (when reordering occurs on 10portunity for sharing. If RTT affects the congestion cohtro
different occasions or more). However, for this test to work (e.g. TCP, TFRC) then false sharing should be detected.
packets must be delivered to the same physical destination.

Therefore, this test (as described) cannot be applied to de-
tect scenarios such as NATs en route. In such situations, we ! P ® R
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We now evaluate the performance of these detection
schemes in a variety of situations. We consider two met-
rics for each test: (i) the time until the test returns the cor
rect answer and (ii) how often the run returns a correct. We
evaluate the tests in four different scenarios of Figurene T The accuracy of the tests in the partially shared bottle-
results shown here are averages over 20 simulation runs. necks scenario (Figure 1(c)) is shown in Figure 8. The ba-

Figure 6 shows the performance of these tests on thesic performance trade-offs of the three test are similar to
topology in Figure 1(a) (DiffServ). The source in this topol those in the other scenarios. Notice that unlike the sym-
ogy transmits two flows through the network: a BE flow metric loss-correlation test, which correctly identifiée t
and an AF flow. We vary the allocation of bottleneck band- false sharing, the asymmetric test can only identify the sin
width to the different DiffServ classes. Recall thata 20% al gle shared bottleneck and frequently produces an incorrect
location of bandwidth to AF flows corresponds to an equal or inconclusive result. While the performance differerse i
per flow bandwidth share in this case. Figure 6(a) showsespecially evident in this scenario, the symmetric test per
the average time before a test returns the decision of “noformed significantly better in the other scenarios as well.
share”. Runs in which a test never returns the correct an-
swer are not reported on the graph. Figure 6(b) shows how
often the various tests succeed at detecting the false shar4.3. The Effect of Multiple Bottlenecks
ing. From these graphs, we see that the out-of-order tests
provide the best results, the loss-based tests do not pgoduc  The results for the accuracy and speed of our loss-,
accurate or timely results, and the delay-correlationgest ~ delay- and order-based detection tests presented in the pre
duces results quickly, but not accurately. Figure 7(a) show vious section are for the case when the two test flows share
the results for detection as a function of extent of false-sha the bare minimum number of bottlenecks — O for the topol-
ing for the unshared bottlenecks scenario (Figure 1(b)). Asogy in Figure 1(b), and 1 for the Figures 1(c) and (d). In
in the case with DiffServ, the delay based tests perform best this section, we present results for the effect of increased

The results for fully-shared scenario (Figure 1(d)) are number of shared hops between the flows undergoing false
shown in Figure 7(b) which shows the detection speed of sharing. Conceivably, the detection tests become less-effe
the various tests. Since all packet drops and queuing delayéive in this regime. Intuitively, there are two reasons for
are caused by a single router, we expect the loss-cormelatio this. Firstly, the cross traffic at each additional causes th
and delay-correlation tests to identify that the two flows two flows to see increasingly similar loss and delay patterns
share all bottlenecks. These tests do indeed produce the reat higher number of shared hops. Detection tests now take
sult of sharedbottleneck or remain inconclusive (accuracy longer to observe a significant mismatch in delay or loss
results are not shown here). However, we need a test thagorrelations. Secondly, at higher number of shared hops,
indicates that false sharing is occurring. Figure 7(b) show the bandwidth performance seen by flows undergoing false-
that the out-of-order test does quickly report that differe  sharing becomes increasingly similar, reducing the pgnalt
RTTs are present. (The out-of-order test also produces thedue to false sharing. Next, we quantify these effects.
correct decision ofio sharealmost always. Again the accu- Figure 9 plots detection speed using the out-of-order test
racy results for this test are not shown here.) However; vari for the fully-shared bottleneck topology of Figure 1(b). As
ous congestion control schemes may treat this situatien dif the number of shared hops between the two flows increases
ferently. Algorithms that care about bottleneck sharing bu the time taken to detect false-sharing shows a correspond-
not about RTT differences can treat this situation as an op-ing increase (the curves shift upward) as expected.

Figure 8. Semi-shared case: Detection accuracy.
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such systems recover after detecting false sharing?

80
#éhared bonlenécks = 1—o—T
70 - #shared bottlenecks = 3->--- 4

#shared bottlenecks = 5----- :
60 - #shared bottlenecks = 7-& B 51. Des gn I ssues
50 b ~., #ghared bottlenecks = 9-#--

Detection Time

40 “TE‘“‘H*—K B 1 Key characteristics of the detection tests encourage a de-
0 T e fault behavior of sharing information across flows and de-
20 B tecting false sharing instead of separating flows and de-

ol N RS % ,,,,,,, ] tecting when they share all bottlenecks. One of the rea-
% 2 4 6 s 10 sons for this is the scheduling issue discussed in Section 4.
Ratio These tests work best when packets are transmitted in a

nice interleaved fashion. Such scheduling is only possi-

Figure 9. Multiple bottlenecks: Detection time for ble when the flows are placed in the same macroflow and
the out-of-order test in the fully-shared scenario. share congestion information. Secondly, delay and loss-

correlation tests detect false sharing much more quickly

_ ) than genuine sharing (see Figures 5(a) and (b)). Essgntiall
Figure 10(a) shows the penalty due to false sharing as & order to detect sharing, the tests must measure a higher

function of the number of shared hops when the value of o 4ss_correlation than auto-correlation. Since it islfiitbat
ratio in Figure 1(d) (the ratio of the delays of the last hops e cross-correlation is only marginally higher than auto-
in the two test paths) is fixed at Figure 10(b) shows the o rejation, it takes quite some time before the tests can co
corresponding results when the ratio is fixed'aln either  fiqently state that the flows share a bottleneck. In the case
figure, as the number of shared hops increases, the differys 56 sharing, it is very likely that the cross and auto-
ence in the bandwidths of the two flows when they are not oo re|ations are significantly different. Therefore, thets

in the same macroflow diminishes as a result of a drop in g,iciiy detect false sharing. Thirdly, it does not make sens
the “extent” of false-sharing. However, when compared 10 1, 4501y the out-of-order test with a default of no-sharing
Figure 10(b) the corresponding difference in the bandwidth ey se it never produces an output of “share” for test flows.
performance is smaller in Figure 10(a), where th80 iS¢ 14y also seem that a default of sharing congestion state
lower. Figure 9 shows that the performance of the detec-cap cause in a host that is trying to detect false sharing to
tion test is accordingly inferior at lower valuesratio. This transmit data too quickly and flood the network. However
suggests that the detection tests perfc_)rm_reasonablyazsel_l, as we showed in Section 3. the bandwidth achieved dur-
long as the penalty due to false-sharing is reasonably highjng fa|se sharing is limited by the slower of the flows. Also,

irrespective of the number of shared hops. the loss rate on the affected links is not increased by the in-
correct congestion control actions. hence, the right biehav
5. Responseto False Sharing for a congestion control system is to share congestion-infor

mation whenever possible and detect incorrect sharing.
We examine how false sharing tests can be integrated Upon detecting false sharing, the congestion control sys-
into shared congestion management systems. We answetem should stop sharing information across the affected
two questions: (i) Do congestion sharing systems need aflows. In the Congestion Manager this is done by associat-
simple mechanism that turns information sharing on and off ing the flows with separate macroflows. This process is re-
or should they be modified otherwise? (ii) How quickly do versible. If at some later time, the end host identifies that a



pair of flows did not have false sharing, it should share con-

gestion information across the flows by re-assigning them Eaﬁoiz‘i
to the same macroflow. The lack of significant penalty as- 2 EZEES;S ,,,,,,,,, J
atio =

sociated with making an incorrect decision encourages the
use of relatively small confidence intervals on the differ-
ent tests. As shown in Figure 11, this significantly reduces
the detection time. Also, once false-sharing has been de-
tected to a particular destination, the default behavior fo
immediate future connections, short or long, to the destina
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tion should be tmotshare congestion state. Time in seconds

Fraction of fair-share bandwidth achieved

Figure 12. End-system response to detection: Ser-
vice differentiation scenario.
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60 [ B
20 L A False sharing may arise in shared congestion manage-
ment systems, when such systems unknowingly force flows
o 1 facing distinct bottlenecks to share congestion state. We
0 20 40 60 80 100 study this problem in detail, investigating sources ofdals
Confidence level in %-age sharing and analyzing its negative impact. Using simula-
Figure 11. Detection time vs. level of confidence. tion and analysis, we show that for shared congestion con-
trol using TCP-style algorithms, the correctness of conges
tion control is not compromised even when two or more
flows of very different bandwidths end up sharing informa-
tion. In particular, the slower sender does not overload its
bottleneck link, but faster senders are heavily penalized d
to false sharing. We also present tests based on packet loss
5.2. Performance patterns, packet delay, and packet reordering statistias-t
curately detect false sharing and find that reorderingsstati
Next, we show that using the detection tests, the perfor- tics are the most robust and fast detectors (5-10 secs)sef fal

mance of flows undergoing false sharing can be restoredSharing. Finally, forintegrating these tests into a shaced
within a reasonable amount of time. To this end, we run sim- 9€Stion management system, our simulation results show
ulations as follows: (1) Run a simulation with two test flows that it is easier to start with the default set to share conges

in the same macroflow to completion. (2) Detect false shar- fion information than with the default set to “don’t share”.
ing, if any, using the out-of-order test, at tifBe;ec, Say. In conclusion, we believe that our results provide the

(3) Re-run the simulation under the exact same conditionsfirst. and definitive insights that address and eliminateya ke
as the previous run using the same random seed for the simProblem that has stalled the deployment of shared conges-
ulation with flows sharing congestion state (The receivers ilon management systems in the Internet.

in ns-2 are yet to be changed to automatically detect and re-
spond to false sharing.). After tiniE;.;..;, put the flows References
into distinct macroflows and run to completion. We apply
this methodology to the scenario in Figure 1(a).
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