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project description

D.1. Introduction

Drawings, sketches, and diagrams of many sorts are ubiquitous in science and engineering, providing a powerful way to envision, explain, and reason. Yet historically diagrams have been static, passive pictures, comprehensible only to human observers. Simply put, sketches are ubiquitous, but they are also dead. We aim to change that. We want to create a kind of “magic paper” that understands what is being drawn. It would, for example, interpret the hand-drawn strokes in Figure 1 below in the same way any freshman physics student would, and could display its understanding in a variety of ways, including the ability to predict the behavior of the simple mechanism in the sketch.
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Figure 1: Sketch of simple mechanical device.
Our fundamental technical goal is sketch understanding in a broad sense. We aim to encompass the task at all levels from raw signals (the user’s strokes), to geometric interpretation (e.g., circles and polygons), to the recognition of objects in the domain (the cart, its wheels), to understanding the things depicted and being able to reason about them (e.g., the behavior of the cart). More generally yet, we want to enable people to sketch, gesture, and talk about their ideas in the way they do when interacting with each other, yet have the “paper” understand the messy freehand sketches, casual gestures and fragmentary utterances that are part and parcel of such interaction

This sketching part of this task is related to, but different from image or diagram understanding. By a sketch we mean a set of strokes created by hand, online. Where images are (typically) of objects in the natural world, we must deal with the artificial and often idiosyncratic ways in which things are depicted when drawn by hand. Where diagrams are clean and careful drawings, sketches are messy, freehand creations. Unlike both images and diagrams, sketches are created online, and (as we discuss below), the opportunity for the software to “watch” the sketch as it is drawn provides information useful in the interpretation task.

Sketching (with its atttendant speech and gestures) is a form of human communication and as such incorporates all of the traditional difficulties: the signal is noisy, highly informal, subject to convention, and requires a substantial body of knowledge to interpret successfully. This is thus a knowledge-based undertaking, in the sense that its performance will be based in large part on a substantial body of knowledge about the domain (e.g., the graphical and verbal vocabulary for mechanical design), about drawing (e.g., your hand almost invariably, unconsciously, slows at corners), about the design task, about the nature of sketching as a communication medium, etc.
Once a sketch (and the speech and gestures) have been parsed by the system, the resulting information can be passed to a variety of different kinds of programs. We have, for example, interfaced our prototype mechanical engineering sketching system to an (off-the-shelf) 2-D simulator, which, in the case of the sketch above, produces a physically realistic animation of the cart’s path down the hill when the “run” button is tapped. The same sketch understanding system could be interfaced to a program for stress analysis, manufacturability, etc.

We want to make it possible for a variety of surfaces to behave as the “paper,” ranging from active whiteboards on walls, to tablet computers, to desktops in classrooms and benches in laboratories. This is a vision of computing that spans the range from tablet computers that function as notebooks full of magic paper, to a new view of desktop computing: your (physical) desktop should compute.

As an illustration of the wide applicability of sketching as an interface and the variety of backend processing possible, we have applied our prototype system to the domain of software sketches, in the form of UML class diagrams for object-oriented code, then interfaced it to Rational Rose™ as the “backend” (Figure 2). The result is a feasibility demonstration in which the user sketches class hierarchies using our system, and the output is base code (generated by Rational Rose) specifying that hierarchy:
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Figure 2: Sketch of a class hierarchy; part of the base code that results.
Building sketch understanders for mechanical engineering and for simple UML diagrams was a useful first step. Our long term goal is to create a domain independent sketch understanding system whose application to any specific domain would come about through explicit representation of knowledge about sketching in that domain.
 Our goal is that application of our eventual system to another domain (e.g., digital electronic schematics) would take almost no programming; it would instead be a process of describing the syntax and semantics of the relevant symbols, using representations and mechanisms we discuss below.

We want to develop the basic technology of domain independent sketch understanding and to put it into the hands of users where it will get a substantial workout. Our basic hypotheses are that such a system can be built to run in real time, can be made domain independent, and that sketching will be a preferred mode of interaction for a variety of tasks. We will test these hypotheses by constructing the system and by running user studies comparing our system to those using traditional interfaces.

Our work aims ultimately at providing a platform enabling a new kind of interaction with computers. To make this real, and indeed to test whether we have succeeded, we need to take on a variety of tasks spread across a number of different disciplines. Our proposed effort is divided into two broad areas – creating the domain independent runtime machinery, and creating the technology to enable domain specification – with a total of seven inter-related sub-projects. We believe that substantial progress in all of these is required to make real the vision described above. This proposal describes all parts of the effort so that the coherence of the overall project is clear; we are requesting NSF support for four of those parts.

Domain Independent Runtime Machinery (Figure 3)

· We will design, build, and test a domain-independent recognition engine capable of understanding sketches, gestures, and informal speech, that works by combining a blackboard-style architecture and reasoning with a Bayes’ net. The goal is to combine the advantages of a blackboard architecture (e.g., single environment in which signals from multiple modalities can interpreted and cross-compared, transparent intermixing of bottom-up and top-down interpretation, etc.), with the mathematically well-grounded mechanism for handling of uncertainty provided by a Bayes’ net. This will require new ideas, methods, and algorithms.

· We will integrate the speech and gestures that are natural adjuncts to sketching. Our early work demonstrated that when sketches are being made or explained, the speech is highly ungrammatical, full of disfluencies, restarts and repetitions, and gestures are extensive and informative. Traditional speech understanding and gesture recognition technologies will make little headway here. For speech we will need the ability to deal with highly informal utterances. For gestures we need to understand the vocabulary of gestures naturally employed in explaining designs and need to develop recognizers capable of spotting them in real-world circumstances. We will segment the speech and gestures, determine the best alignment (i.e., which words, gestures, and sketched elements all refer to the same thing) and use information in all three channels to build a consistent interpretation.

· We will develop the ability to deal with the sorts of sketches people ordinarily draw, i.e., with the wide variety of types of noise inherent in informal hand-drawn sketches, including extensive overtracing, erasures, inaccurate trajectories, etc. We will also determine what the appropriate mix is of the familiar qualities of paper and the novel properties of digital ink.

· We will design and build a low-cost digital drafting table. While tablet computers are useful, they are still far too small and unwieldy to feel like a substitute for paper. We will create a table with a (rear-projection) surface approximately 24”x36”, that will have the feeling of an ordinary drafting surface. Unlike commercial drawing environments (e.g., the whiteboard from Smart Technologies, http://www.smarttech.com), ours will have a component cost of a few thousand dollars. We believe a tool like this will enable a wide variety of experiments into how to make magic paper feel both natural and powerful.
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Figure 3: Architecture of a domain independent sketch understanding system.

Technology for Domain Specification (Figure 4)

· We will develop a sketch description language. Our current prototype uses hand-coded sketch recognition routines, which are labor intensive and not readily extended to a new domain. We will develop a language in which we can describe the shape of the objects to be recognized, how they are typically drawn, how they should behave when edited, etc., so that these descriptive models can be used by the general purpose recognition engine.

· Generating these descriptive models for the symbols in a new domain is still a sizable undertaking, and in any case typing is not a natural way to describe shape. We will develop one-shot symbolic learning for this task, i.e., the ability to infer the description for a new symbol from just one or two sketched examples, by relying on a set of insights about human perception (described below).

· Matching declarative descriptions against a sketch is potentially very inefficient. We will develop a code generator that takes as input a description of the symbol and outputs a recognizer that is efficient because it makes use of information about temporal and spatial constraints, and makes use of knowledge about efficient constraint satisfaction search. We will develop a corresponding Bayes fragment generator that translates sketch descriptions into graphical models.

[image: image7.jpg]


Figure 4: Learning symbols for a new domain (e.g, the symbol for a motor)

We will test both our runtime and domain specification system by building and testing the performance of applications in three domains. Our current choices are mechanical design, software design, and electrical engineering, though experience gained with each may alter our choice of the next.

D.2. General Plan of Work

D.2.1. The Sketch Recognition Engine

There are numerous challenges in designing and building a domain independent recognition engine. 

D.2.1.1. Bayes’ Nets and Sketching

One core element in our approach is a new variation on graphical models: we want to create Bayes’ nets that are dynamic in the sense that the model structure – the topology of the network – is constantly modified to reflect the changing situation. Doing this presents new challenges in model specification, efficient construction, and inference. 

We will use a two-stage generate-and-test method to identify shapes in the user's drawing. In the first stage, our system will rely on the user's strokes to generate zero or more shape models, each in a set pose, that might explain a portion of the drawing. In the second stage, the system will use our graphical model variation to determine how well each model fits the data.

Our notion of a dynamic Bayes’ net extends the theoretical framework introduced by [Koller97] and [Boutilier96], in order to apply it to the problem of sketch understanding. We model each shape in a domain in terms of its subcomponents and the relationships between them, and represent this information with a Bayesian network fragment. Those fragments in turn are constructed from the description of the shape written in the language described in D.2.2 below. Figure 5 shows a hand-drawn motor symbol, a part of the description of it, and the corresponding network fragment. 

Sketch
Partial Shape Description
Network Fragment
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[to be replaced by motor descr.]

L1,L2,L3: line L1 L2 L3

A:    arc A

P1:   parallel L1 L2

P2:   same-horiz-position L1 L2

P3:   same-length L1 L2

P4:   connected A.p1 L3.p1

P5:   connected A.p2 L3.p2

P6:   meets L1.p2 L3

P7:   meets L2.p2 L3

P8:   semi-circle A1

P9:   orientation(A1, 180)

P10:  vertical L3


Figure 5: Sketch, partial shape description, and Bayes’ Net fragment for a motor symbol.
These fragments are linked together hierarchically, on the fly, as sketching (and sketch interpretation) proceeds. The nodes in the network represent binary valued variables that correspond to the presence or absence of a particular shape (e.g., line L1) or constraint (e.g., P10). Each node in the network corresponding to a primitive shape (e.g., line, ellipse), or corresponding to a constraint (such as connected), has a single child node whose value is a measurement of properties of one or more of the user's strokes. For example, each line node Li is linked to a feature node FLi whose value corresponds to the squared error between the stroke as drawn and the best-fit line for that stroke. The distribution P(Li|Fi) (which we learn from data) allows an observed value for FLi to influence the system's believe in higher-level shapes.

[[this next para seems contorted; needs a simpler explanation]]

This representation is simple because we can define a generic template for a shape that can be duplicated as needed. Note however that there is nothing in the Bayesian network representation that describes how to link the observation nodes to the data. In fact, there is nothing in this representation that ensures that the constraints correspond to the correct subcomponents in the shape (for example, that the parallel constraint P1 is measured from the strokes that correspond to L1 and L2 in the example above).  This model is correct only if we ensure that these dependencies are accounted for; therefore, when the system generates Bayesian network fragments to test, it uses a Truth Maintenance System to make sure that it generates only legal fragments. For example, it would never generate an and-gate fragment in which L1, L2, and L3 all took their feature measurement from the same stroke, because the description indicates  that L1, L2 and L3 are all (by virtue of their different identifiers) different lines.

There are a number of basic research problems concerning inference in these nets. Each node may have several parents, each representing a possible higher-level interpretation (e.g., a single stroke might be part of an and-gate or part of an inverter). Some higher-level interpretations are mutually exclusive (e.g., a single line can be part of an and-gate or part of an inverter, but not both), while others are compatible (the pattern "or-gate followed by and-gate" may be true at the same time as the pattern "and-gate followed by inverter"). [[Need a clearer example, or an explanation]] We will deal with this by developing techniques capable of choosing judiciously and dynamically between a noisy-OR and a noisy-XOR model of combining evidence. [[another research problem? efficient inference, for instance?]]

D.2.1.2. Natural Sketches: Noise and Ambiguity

Sketching encounters noise from numerous sources, including muscle control of the hand, the informal nature of sketching (e.g., lines that don’t quite meet, spurious strokes) and sketching conventions (e.g., overtracing). Our prototype system is capable of dealing some degree of such noise, but cannot deal with the noise level encountered when people sketch freely and naturally. We need to be able to cope with noise at this level if we wish out sketch understander to accommodate truly natural input.

We intend to study the various sources of noise and develop corresponding bodies of knowledge to deal with them. We will investigate the availability of models of muscle control to determine the magnitude and frequency of expected noise that occur in routine hand movements. [Riviere97], for example, indicates that normal hand motion includes a tremor component at 8-12 Hz that appears to arise from the nervous system itself, and a mechanical reflex component at 8-12 Hz in the wrist and 17-30 Hz in finger joints, arising from the mechanics of moving the arm/hand along with any load it is carrying.

We will develop a taxonomy of the kinds of inaccuracies typically encountered in sketching, and determine whether they vary with task (e.g., brainstorming vs. drawing something from memory), and with other factors such as the size of the sketch and the speed of drawing. We will use this information to guide the interpretation process, e.g., making the interpretation more or less “forgiving” depending on the inaccuracy level predicted. We will develop the taxonomy via user studies that ask people to sketch for a variety of purposes, building up a large database of detailed stroke information, having people sketch on a tablet computer (which measures stylus position at 133Hz with .01mm accuracy).

In a pilot study we have asked users to draw simple floor plans for apartments under a variety of situations, including brainstorming (sketch 2 or more apartments you might like to live in), redrawing (redraw your favorite floor plan from the previous exercise as you would if you were going to show it to to an architect), and redrawing it while explaining the design aloud to an observer.

The data collected from this study will be annotated and analyzed, producing a number of useful outcomes. It will, for example, produce an experimental test corpus of hand annotated sketches, which will serve as a training and test set for low level stroke classification (e.g. as lines, arcs, ellipses, etc.).
 We intend to release this dataset for general use in the sketch recognition community to facilitate comparative research and evaluation. That dataset will allow us to analyze the differences across tasks and users in terms of factors such as stroke length, speed, time between strokes, eraser usage, and the recognition accuracy of our current tools. The data will also enable us to accumulate a taxonomy of sketching phenomena including over-tracings, line continuations, line splitting, and the intermingling of text and graphics. We suspect that many of these phenomena are in fact not noise (i.e., data to be ignored) but will in fact indicate meaningful events. Over-tracing, for example, may be an attempt to adjust the shape of an existing curve, emphasize a particular part of the drawing, etc.

We will also investigate the use of vision-based algorithms (e.g., [Need ref, Metin?]) for tasks such as determining whether multiple strokes ought to be combined into a single line, and for “thinning” an overtraced line into a single line. 

Finally, sketches can be ambiguous even with noise-free strokes. We will further develop our initial set of principles that help to resolve ambiguity. We have to date identified and used such notions as simplicity (preferring the interpretation that accounts for more of the strokes), and spatial and temporal continuity (people are more likely to finish sketching one object before moving on to the next). We believe additional principles will become evident in the behavior of additional users of the prototype systems we are developing.

D.2.1.3. What Should Magic Paper Feel Like?

Basic questions arise in developing a medium intended to feel as natural as paper but capable of the things enabled by digital ink. How “aggressive” should interpretation be, i.e., how soon should it try to interpret what’s being drawn? Waiting longer accumulates more context, but a mistake at this point may require the user to re-draw a significant amount. 

How should the system indicate its understanding? Our prototype system does this by replacing hand-drawn strokes with cleaned-up strokes in a different color, supplying a subtle but immediate indication of understanding? But some users have reported that it doesn’t feel as much like sketching if the strokes keep getting cleaned up. What other means might we use to signal comprehension yet still feel natural? This part of the proposed work seeks to develop a new interaction metaphor, one that blends the naturalness of paper with the intelligence enabled by electronic ink. We will do this by creating a variety of designs and evaluating them in our user community. The extensive literature on user-centered design of interfaces (e.g., [Schneiderman98], [Nielsen93]) will be of substantial assistance in providing general principles, but the novelty of the medium means that issues we encounter here are likely to be new.

D.2.2. The Sketch Description Language

Our sketch recognition engine is domain independent; its ability to function in a specific domain relies on having descriptions of the shapes drawn in that domain. The sketch description language will allow users to describe not only what shapes look like, but how they are typically drawn, how they can be edited, and how they should be displayed. This provides a means of expressing information used in recognition (e.g., the geometric properties and typical drawing sequence of a symbol), information about the semantics of a domain (e.g., which shapes are meaningful in that domain and how they combine), and information about their editing behavior (i.e., what should happen when you move, erase, resize, etc., an element). The language must be expressive enough to capture the variation and uncertainty inherent in sketching: Not everyone draws the same way, or the same way every time. The language must also provide a vocabulary spanning all levels of abstraction from basic geometry to the hierarchical structure of the domain. Figure 5 above shows an early example of the shape part of a description. The language also needs a vocabulary for specifying drawing order, a language of editting actions and their corresponding gestures (e.g., click and drag to indicate translation), and a language for specifying what is to be displayed when an object is recognized (e.g., the appropriate symbol might be some combination of both cleaned-up and original strokes).

The language must also feel natural, because we want people to be able both to write these descriptions easily and readily understand those written by others (or generated by the learning system described below). We will conduct user studies to assist us in designing a language with this property. We will present subjects with a shape (e.g., the symbol for a and-gate) and ask them to describe it aloud, in order to capture the vocabulary they would use instinctively. Later in the experiment we will ask them to write shape descriptions, to determine whether their vocabulary and descriptions differ under these circumstances; they may be more precise, complete or formal when writing.

Our early experience indicates that no matter how good our language, the descriptions people produce will at times be incomplete or inconsistent (e.g., overconstrained). We will build on work done on geometric constraint solvers (e.g., [Bhansali, Bouma]) to detect such problems and to suggest appropriate repairs to the description (e.g., in the case of underconstraint, what is the likely missing constraint?) Our task is slightly different from traditional geometric constraint solution in that shapes used in graphical languages are typically scale insensitive, often have qualitative properties (e.g., symmetry), and their constraints are often “soft” (e.g., the wires on an and-gate ought to be positioned roughly 1/3 and 2/3 of the way down the body). Our work can build on efforts in qualitative shape representation (e.g., [Cohn96], [Schlieder96]), but our notion of shape is more complex. In that literature shape is topological, where we deal with icons that do not maintain their meaning under topological transformations.

We will evaluate the language and associated tools (e.g., consistency and completeness checking) for both naturalness and effectiveness. We will measure the ease with which descriptions can be written by people familiar with a domain, but who are not programmers, and we will test the descriptions by using them in our recognition engine to determine whether they provide an effective foundation for recognition. 

D.2.3. One-Shot Symbolic Learning

Even with the most natural and effective of sketch description languages, there is still something odd here: Textual descriptions are clearly not an intuitive way to describe shape. The obvious thing to do is to draw it. But the problem is that any drawing overcommits: There is, for example, no way to draw something that is just a horizontal-oriented rectangle; any particular sketched rectangle also has a specific size, aspect ratio, etc. We are thus faced with a classic problem in learning from examples: How can we generalize the example appropriately, i.e., how can we identify which subset of its properties are relevant?

One common approach to this is to ask the user to draw the symbol numerous times (e.g., hundreds or even thousands of times for neural nets or support vector machines), in the belief that in a sufficiently large set of training examples the essential elements will establish separable clusters. We find this undesirable (and unnatural) and want to learn as much as possible from a single example. We will do this by relying on the same capabilities that apparently allow people to learn from a single example: Some geometric properties “jump out” at people because they are “singular” [Goldmeier72]. Features such as verticality, horizontality, parallelism, symmetry, etc., are singular in the sense that small variations in them make a qualitative difference.
 Our thesis is that these are the right properties to notice because they are unlikely to occur  accidentally, and because their perceptual immediacy makes them the kinds of things the designers of graphical languages are likely have relied on when creating symbols.
 We will use this to create a system capable of learning the structure of new symbols from a very few sketched examples, by having the system bias its generalization toward singular properties. This system will produce sketch descriptions using the language described in D.2.2; that language provides the lexicon and syntax the learning system will use as it decides what to “say.” As above, the descriptions generated will be evaluated both for naturalness (by seeing whether they are comprehensible to people) and for effectiveness (by using them in the recognition engine).

D.2.4. Generating Recognizers

Whether created by the user or by the learning system, shape descriptions provide the domain specific knowledge that will enable the domain independent recognition engine to function effectively in each domain. As indicated in Figure 4, those descriptions will be used directly in the dynamic Bayes’ net. But it would be vastly inefficient to try to construct a net that encompasses every interpretation suggested by the current set of strokes. Instead we want computationally efficient recognizers that can provide a (bottom-up) indication of what objects might be plausible based on the stroke data so far. In order to keep the system domain independent and easy to customize for a new domain, we want to be able to generate such recognizers automatically from the shape descriptions.

The problem is interesting in part because we want to take advantage of both the spatial and temporal information available about strokes. If, as in image understanding, we had only spatial information (imagine a hardcopy sketch that has been scanned in), established image processing techniques would be directly applicable (e.g., the interpretation tree approach in [Grimson91]). If all we had was temporal information, hidden Markov models (HMMs) would be directly applicable (e.g., [Need ref- Metin?]) There does not currently appear to be a representation or algorithm designed to take advantage of both of these sources of knowledge simultaneously (much less one that will run in real time, as required by the sketch understanding task). 

We have three avenues of attack on the problem of producing efficient recognizers. One approach is to develop a representation and algorithm that can do incremental recognition (i.e., stroke by stroke as the symbol is drawn) using both temporal and spatial information. We believe this can be done by designing the encoding scheme for the observations of an HMM so that the resultant states of the model represent partial interpretations of the sketched figures. As a trivial example, one of the states of an HMM for recognizing rectangles might indicate that three of the lines drawn so far could be components of a rectangle. This information can be used to drastically reduce the amount of work done by the spatial constraint checkers in the Bayes’ net, which capture knowledge about spatial relations.

We need to flesh out this scheme to make it work, including two-way communication in which the spatial relation information might cue the HMMs about the possible presence of a recognizable object. This would enable the system to deal with the problem of intertwined sketching (e.g., sketching part of one, part of the other, then returning to the first), which would ordinarily defeat HMMs.

A second approach is based on a novel slant on query processing, grounded in part on the routine technique in database querying (and constraint satisfaction) of selecting first from the most constrained variable. The novelty in our case is figuring out how to determine where the constraint lies, i.e., which elements in the patterns to be recognized might be unique (or nearly so). As one very simple example, an arrow is described as (among other things) three lines. Given that description and 3 strokes on the surface, there are in theory 3! ways to try to match the pattern against the data. But the arrow model also indicates that two of the lines are (roughly) the same size, while the shaft is longer. If we start by attempting to match the shaft against the longest of the 3 strokes on the surface, we may frequently determine whether there is a match with only one attempt. The challenge here is in being able to analyze the shape descriptions and determine which properties are likely to be unique. Once again here existing work on geometric constraint solvers will give us a starting point, but does not solve our problem.

A third approach will investigate ways to make HMMs more robust in the face of the kind of observations generated in sketching, e.g., when the same thing is drawn twice the observations can differ, because noise in the signal causes the lower level stroke analysis to routines produce different encodings (e.g., what was intended to be a single longer line gets interpreted as two shorter lines). We will develop encodings that are robust in the face of the sort of variations produced by noise in sketching, and will develop techniques for training HMMs capable of efficiently recognizing multiple varying observation sequences for the same object (rather than having to build a separate recognizer for each variation).

We then plan to generate initial versions of these HMMs from the shape descriptions of Sections D.2.2, and D.2.3 in a manner similar to the use of conjugate priors in Bayesian statistics [Heckerman95]. We will use the shape description, which also contains drawing sequence information, as the initial “example” on which to train the system, then allow subsequent use to tune the HMM. As the shape description is specifically intended to capture how the object is typically drawn, this sequence will be given significant weight initially, but its importance will diminish as the system accumulates experience.

D.2.5. Integrating Gesture And Speech

Anyone describing a design to someone else will naturally and simultaneously sketch, gesture, and talk. We need to handle all of these modalities. Our early experiments demonstrated that speech used when designing or planning is highly informal (ungrammatical, full of disfluencies, and restarts) and much more fragmented than that found in most speech corpora, rendering traditional speech understanding techniques relatively ineffective. The hand gestures used are apparently little explored, yet appear to be a rich and inevitable part of any description of behavior. Our experiments have also made it clear that different channels are well suited to different kinds of information: a sketch easily conveys basic geometry and location of objects, speech and gestures together are useful for diectic references
 and for describing behavior and purpose (“This gear turns clockwise in order to fix drive the rear wheels”), while speech by itself is the natural medium for expressing a variety of things that would be unnatural to sketch (“the device has three equally spaced pendulums, with brass weights”).

Our approach will involve segmenting information from each modality into individual episodes, e.g., a phrase bounded by brief silences, a pointing action, a discrete drawing action. We will then determine which episodes are co-referential, employing mutual disambiguation (where information in multiple channels is redundant) and knowledge about relative timing of speech and gestures. We believe segmentation and alignment of episodes can be done before trying to understanding the speech, gesture, or sketch, by assembling a knowledge base of patterns concerning timing and elements of prosody. As one example, we believe there is power in recognizing that elements traditionally considered noise in speech – the um’s, ah’s, and repetitions – are in fact important information indicative of episode boundaries. 

One part of our effort is to establish the vocabularies employed in each modality.  For gestures we will categorize those used when describing designs and behavior in a domain (e.g., simple mechanical devices), to determine whether there is a recurring collection of diectic and iconic gestures.
 Raw gesture data will be acquired by extending work done by Professor Trevor Darrell of our laboratory on real-time articulated body tracking using rigid stereo-motion estimation [Demirdjian02], relying on 3-D shape estimates from stereo correspondence techniques and using an approach based on the ICP (Iterative Closest Point) algorithm [Besl92,Chen92]. This system can track face pose as well as coarse-scale arm gestures; we will extend it to track hand gestures and will develop recognizers for the vocabulary of gestures we uncover. For stand-alone gesture recognition we will also explore the use of Support-Vector Machine classifiers [Vapnik98] defined on spatio-temporal data sequences. 

Speech understanding will be based on concept spotting on the output of a real-time, large vocabulary speech recognizer that has been used on speech tasks involving spontaneous speech artifacts [Zue00]. We will use the speech episodes to create stochastic language models that allow the user considerable flexibility, and will continually refine these models to reflect user input. Output from the recognizer will be in the form of time-aligned word sequences from which we can extract concepts of interest.

This, together with the sketch recognition technology described, will yield three channels of partially understood, sometimes redundant, sometimes complimentary information, setting the stage for comparisons across modalities to refine the segmentations, alignments, and interpretations. Where the three channels contain redundant information we will use mutual disambiguation; where they contain complementary information we will use frame-like representations of the object being depicted and fill in appropriate slots, enforcing consistency across slots (extending work of the sort done in [Johnston98]).

D.2.6. A Digital Drafting Table

While tablet computers are a significant step beyond PDAs, they are still unwieldy as a medium and don’t feel like paper, in part because of size. We are designing and building a relatively low-cost digital drafting table with a 24” by 36” surface that we expect will provide an environment big enough and easy enough to use that it will allow people to work without thinking about the technology.

The table will work via rear projection, using an ordinary LCD projector under the table, a LED-tipped stylus, and photosensors in each corner of the drawing surface (see Figure 6). The projector is off-the-shelf; we are designing and building everything else, including the stylus, the detection optics, the circuits for position sensing, the algorithms for stylus localization, and the interface to the computer. 

The overall goal is to come as close as possible to the feel of a real drafting table. This requires a stylus that feels physically like a pen, and stylus location technology with a high sampling rate (200+ Hz) and very fine resolution (0.5 - 1mm) over the entire drawing surface. The stylus will also be pressure sensitive (glowing brighter with pressure), to provide an experience that feels as pen-like as possible.

We are using an optical position sensing approach because the common touch-screen material used in PDAs and tablet PCs (e.g., indium tin oxide) is not available in large enough sheets, nor does it appear to have sufficient resolution at the size we require.
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Figure 6: Design sketch of a digital drafting table

Our current design specifies Kodak KLI-14403 trilinear image sensors located at the four corners of the screen; each sensor takes a (3-color) 14,403-pixel linear image just above the surface of the screen at a maximum rate of 10Mhz. Pen location is determined by triangulation, with four sensors ensuring pen visibility despite coffee cups, books, or users leaning on the surface as they sketch. Computation will be done with an Intel 80C196NU microcontroller running at 50MHz, with 3 high speed 12-bit DACs running at 8Mhz to read image sensor output. Among the many engineering challenges are the high data rate required to position the pen accurately at ~200Hz and the optical problem of a lack of sharp image of the pen LED (because the pen to sensor distance is variable and the focusing lenses are fixed optical length). 

The table will provide a unique research testbed. It will allow us to evaluate recognition accuracy when people draw as they ordinarily do and allow us to explore the questions raised above concerning what digital paper ought to feel like.

D.3. Relation to Present State of Knowledge

In the past, little attention has been paid to the task of sketch recognition, in part because of hardware limitations: Until recently there has been no hardware for online sketching that felt as natural as a pen or whiteboard marker. There is also a well-known history of commercial failure of previous efforts at pen-based computing (e.g., Go Corp.[Kaplan95], the early Newton, etc.). The arrival of PDAs with Graffiti, live whiteboards, and tablet computers all present a new and inexpensive foundation, enabling research to focus on identifying the fundamental problems presented by sketch recognition.

D.3.1. By the PI

Work by the PI and his group over the past several years has established a solid foundation for the proposed effort. Work in [SezginPUI01] [SezginThesis] showed how to use both position and timing information in raw stroke data to locate corners accurately (e.g., looking for points at which direction change was maximal and speed minimal) and explored the use of scale-space filtering [Witkin83] to reduce the impact of noise (both neural and mechanical reflex) in the arm-hand system. Our prototype sketch understander, assist [Alvarado01][Alvarado01a][Alvarado02][Alvarado00] established the feasiblity of understanding sketches that were relatively unrestricted, hand-drawn, and that involved objects built from multiple strokes.
 Our application of sketch understanding to software diagrams [Hammond02] demonstrated the feasibility of applying our prototype architecture to more than a single domain and illustrated the ability to hand off a parsed sketch to a variety of backend applications. An early description of the sketch description language is given in [Hammond03]. Initial efforts to merge sketching and speech are reported in [Oltmans00][Oltmans01][Adler03]. [Oltmans00] and [Oltmans01] illustrated that sketches could be annotated by verbal descriptions of intended behavior and pen-based gestures (e.g., “when this latch [pen tap] is pulled up [draw arrow]…”), from which the system could construct a causal model of the device. [Adler03][Adler04] showed that the ability to understand even a basic spoken vocabulary makes it easy to sketch things that would have been extremely frustrating to draw (e.g., three identical, touching pendulums). [Eisenstein03] reported an early study categorizing the kinds of gestures people made when describing the behavior of a mechanical device, giving us a foundation for detecting those gestures visually in our future work. [Veselova03] provided a feasiblity demonstration that notions of singularity and gestalt principles of grouping and proximity could be used to bias a learning system attempting to learn a structural description of a shape.

D.3.2. By Others

Given the breadth of the effort we propose, several hundred references are relevant. To keep the size manageable, we have included here only the most narrowly relevant and those illustrative of subfields of work.

D.3.2.1. Sketch Recognition

Much of the previous work on understanding graphical images has focused on the sorts of formal drawings produced by CAD systems and seeks to “decompile” a finished, formal drawing (e.g., [Tombre97]). That is a different, and in some ways, easier problem. We are dealing with hand-drawn sketches, which are more difficult in the same way that speech understanding is more difficult than understanding text (e.g., noise, variations in sketching style). Formal drawings also have no information about pen speed, hence offer no opportunity to take advantage of this important source of information.

Recent on sketching as such includes [Landay01], [Saund02], [Oviatt00], [Gross00], [Bimber00], and [Ferguson02], [Stahovich02] and [Lipson02]. [Landay01] and his group have done extensive work in informal sketching interfaces for design, but have emphasized the utility of not resolving ambiguity; a recent paper is entitled “Informal PUIs: No Recognition Required” [Landay02]. The work in [Ferguson02] and [Forbus01] also focuses on reasoning about the content of a sketch but they likewise “… avoid object recognition entirely” [Ferguson02], relying instead on user interaction to indicate the indentity of objects. Their focus on reasoning about graphical objects and their contribution to qualitiative spatial reasoning offers a useful compliment to our work.

The work of Stahovich and his group is similar to ours, in some measure because Stahovich was a graduate student of the PI, receiving his Ph.D. in 1996 for work on conceptual design [Stahovich95]. Even so, his current work [Stahovich02] is focused more on learning symbols from multiple examples and less on a general purpose sketch understanding architecture.

The systems discussed in [Oviatt00] use gesture and voice, but the sketching is not parsed in any detail and speech is constrained to a restricted vocabulary of short, command-like phrases. The work instead focuses on using pen gestures as a means of indicating certain limited kinds of spatial information (e.g., the location of an icon, the boundary of an area). 

[Bimber00] discusses a multi-level architecture similar in spirit to ours, but it is aimed at a somewhat artificial (Graffiti-like) language, rather than sketching as people normally do it. The work in [Gross00] describes an architecture for sketching in design tasks, and focuses somewhat more on more natural gestures, but does not seem to have been pursued to any degree of completion.

The work in [Lipson02] illustrates the ability to infer 3-dimensional structure from a hand-drawn sketch and as such offers an interesting adjunct to our work, which is to date strictly 2-dimensional.

Work at PARC on enabling sketching as an interaction medium is grounded in part on observations about human perception, but has to date aimed more at developing intelligent sketch editors (e.g., [Saund02]), with some recent work on sketch recognition [Mahoney02] of artificial objects (e.g., stick figures). Their work has proved to be an important foundation for our learning effort, which is inspired in part by their discussion of perception.

The possibilities for sketch understanding have interested the commercial sector as well, but not necessarily as we mean it here. Several interfaces described as “sketch based” are either aimed at producing CAD-like drawings (e.g., AutoCAD’s AutoSketch), or are restricted to interpreting single strokes (e.g., Corel’s Graphigo). At least one commercial effort, however, has recently produced software capable of basic shape recognition,
 similar in spirit and capability to our work [SezginMS] in this area.

D.3.2.2. Bayes’ Nets

Of the vast literature on Bayes’ nets, the theoretical framework introduced by [Koller97] [Boutilier96] has been the most directly relevant and useful to us, as has their work on learning relational models [Getoor99]. Despite their widely used name, “dynamic Bayes nets” [Dean89] would more properly be referred to as “temporal Bayes nets,” because it is assumed that the model structure does not change. In our work the structure of the net has to change, in order to reflect the ongoing creation (and perhaps erasure) of strokes and objects.

Some recent recognition work has used a dynamically constructed Bayesian network architecture to match verbal utterances to visual objects [Wachsmuth02]. While they face some of the same challenges, their task differs in that they do no object recognition and as a result their network does not allow the speech signal to influence the visual interpretation of the scene. Our approach uses a Bayesian network to model the structure of the shapes themselves, assuming that only low-level observations (e.g. the curvature of the stroke) can be observed.

D.3.2.3. Sketch description languages

While other shape and sketch languages have been designed, there have been none so far that allow designers to describe how shapes are edited and displayed in the domain, nor that allow users to combine different types of drawing information such as shape and stroke order and direction. One widely-used shape description – shape grammars [Stiny72] – is not useful in our task, in part because they are oriented toward shape generation, not recognition, and in part because as a fundamentally graphical language they cannot represent explicitly the rich set of relations among elements of a sketch that we find necessary to our task.

D.3.2.4. Learning from a few examples

Much of the work in learning is currently aimed at methods (e.g., neural nets, SVMs) that require hundreds or even thousands of examples. This is of course not in the spirit of natural interaction: No one will want to draw a few hundred examples of every symbol for a new domain. Nor is this how people behave. They can instead learn from strikingly few examples. Some recent work in learning has been inspired by this observation (Tennenbaum and his refs), aiming to learn from a small set of (sometimes only a single) labeled example. This is similar in aspiration and initial motivation (i.e., people seem capable of doing this), but the technology developed there will not work in our domain, in part because we will not have the large set of unlabeled data required by some of the techniques (Tennenb) and in part because our domain does not support the notion of global latent structure that is an integral part of some efforts. In addition, our task is to learn a symbolic description, in this case of the shape and its likely drawing order. This is much closer to, and builds on, early machine learning efforts (e.g., Winston, Mitchell, Michalski), as compared with current efforts focused largely on classification as the basic task.

A number of efforts have attempted to use gestalt principles in computer vision (e.g., [Palmer83], [Lowe84], [Treisman85], [Shi00], [Rome01]) with varying degrees of success on specific tasks. There does not yet, however, appear to be any real generality to the methods used: In each case some plausible metric is invented that relies on one or another perceptual element (e.g., distance, size, color, orientation), but the precise form of the metric is always somewhat arbitrary and the constants it relies on are invariably chosen in an ad hoc fashion. There is as a result no solid results we can apply; we will instead have to determine the form of the metrics for our task domain as well.

Previous work has also been applied to domains in which the symbols to be grouped are both numerous and very simple, as for instance the Gestalt-based grouping of edge segments in [Sarkar00]. We are aiming at grouping between 2 and 10 objects (not dozens or hundreds) and want to be able to group objects more complex than edge segments. As a consequence, we will have to develop an approach different from the statistical techniques in [Sarkar00] and will be able to make use of the Gestalt notion of similarity as an additional source of guidance.

D.3.2.5. Code generation

Traditional HMMs will not work for the range of sketch understanding tasks we wish to take on. Speech (and other similar time-series data) is purely sequential – the sounds are arrayed along a single dimension of time, and they are “write once” – once uttered, they cannot be altered. Existing ideas on DBNs and HMMs depend in a fundamental way on these characteristics of speech, embedding in the topology of their networks the assumptions that the only relation between observations is “next” and that the likelihood of each observation depends only on the observation that preceded it. Sketch understanding has a fundamentally spatial character (symbols can be above, left-of, touching, etc.) and things sketched earlier can be altered (when additional strokes are added to parts of the sketch drawn earlier). The relations between objects are thus far more complex than “next,” and those relations can arise and can be modified at any time, in any order.

In response, we plan a modified version of HMMs aim that finds encodings… and melds sequential with structural.

D.3.2.6. Integrating speech and gestures

While researchers have attempted, with varying degrees of success, to deal with phenomena found in informal speech, the degree of fragmentation in the utterances in design and planning tasks has not yet been confronted. Corpora with the most similar characteristics include tasks such as train scheduling [Allen95] and navigation [Anderson92], but these do not present the same degrees of difficulty.

The report in [Gavrilla99] provides a good review of the approaches to tracking articulated models in monocular image sequences. The high dimensionality of those models has led to investigation of stochastic optimization techniques (e.g., [Sidenbladh00]), that, while promising, typically require ~1000 samples to track simultaneously, and to date have been unsuitable for interfaces because they were too slow or required manual initialization. 

An early effort to detect pointing gestures with real-time stereo used a generative mixture model to infer arm orientation [Jojic99]. This system worked well for gestures with a fully extended arm modelable using two coarse shape “blobs,” but could not accurately sense arm configurations where the arm was not fully extended, nor could it sense rotations that did not change the apparent shape.

D.4. Objectives and Significance

We believe this work will be important in a variety of ways. It will, for example, enable a far more natural sense of interaction with software tools than has been possible previously. It will provide feedback about designs and ideas far earlier in the design process. And in training environments it will make possible a form of interactive, participatory learning in which students can play “what if” with diagrams from lectures and texts, as well as those of their own creation.

We believe that in the long run, natural interaction is in turn a key toward design rationale capture. We believe that when design tools feel as natural as interacting with an intelligent assistant, designers (in any domain) will be willing to discuss the rationale for their designs as they work. We seek to create an environment in which there is embedded an intelligent observer that is, figuratively or literally, looking over the designer’s shoulder as he sketches out design ideas. The assistant should understand most of what the designer is doing, but may at times have to ask questions. If those questions are selective, intelligent, and spoken aloud (via speech generation technology), and the answers can be oral as well (speech understanding technology), the designer may well be willing to engage in the sort of conversation that can capture information about design rationale that is typically lost.

D.5. Results from Prior NSF Support

D.6. Schedule

//Source file: c:\\video\\Deck.java


public class Deck extends Hand 


     implements Dealable 


{


   public Card theCard;


   public Game theGame;


   /**


    * @roseuid 3C21348C0257


    */


   public Deck() 


   {


   }


}
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� For ease of exposition, from here onward we use “sketch understanding system” to mean a system that can understand both the sketching and associated speech and gestures related to the sketch.


� The experimental test corpus of hand annotated sketches will of course be referred to by its acronym, the ETCHASketches.


� Rotate a vertical line slightly and it is no longer vertical; do the same to a line described as “slanting upward” (i.e., positive slope) and its description stays the same.


� Imagine how difficult and confusing a graphical language would be if distinguishing among its symbols required detecting geometric properties that people did not normally attend to.


� Diectic gestures involve pointing, frequently associated with words like “this” and “that.”


� Iconic gestures mimic something, e.g., mimicking the motion of a rotating wheel with a circular motion of a finger.


� For purposes of ease of illustration , the projector is shown as if it were positioned at the user’s feet. It will in fact be on the other side of the table, aiming toward a mirror sloped along the opposite diagonal of the desk.


� A video of the system in operation is available at � HYPERLINK http://www.ai.mit.edu/projects/rationale/publications.shtml ��http://www.ai.mit.edu/projects/rationale/publications.shtml�; as the system is inherently interactive and visually dynamic, it is best appreciated when seen in action.


� PenAndInternet’s riteShape,  � HYPERLINK http://www.penandinternet.com/piweb/products/riteshape/rs_demo.asp ��http://www.penandinternet.com/piweb/products/riteshape/rs_demo.asp� 
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